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Preface

Object-oriented computing is a style of computing in which data and associated procedures are encap-
sulated to form an object. An object is a useful computing entity existing at a higher level than procedures
or data structures.

Object-oriented computing has gained considerable interest in the last few years. This interest is being
fanned by the U. S. Department of Defense's push of Ada, a common (partially) object-oriented language.

This tutorial should be of interest to that group of computer professionals who have heard the term
"object-oriented, " know it is important, and want to obtain a more substantial understanding of the concept.
This group includes:

• software engineers,
• AI professionals,
• professors and students of programming language and computer architecture courses,
• those wbo are building or proposing new computer languages or architectures.

Most of the papers are at the level of the practicing computer engineer. Some papers, especially those
in Chapters I and II of Volume 1, are accessible to the computer-knowledgeable layman.

All aspects of object-oriented computing are considered, including object-oriented languages, object-
oriented design and development, examples of object-oriented programming, object-oriented databases, and
object-oriented computer architectures.

Volume 1 presents the basic concepts of object-oriented programming and describes several object-
oriented languages.

An overview of the fundamental ideas of object-oriented programming is given in Chapter 1.

Smalltalk is a language based entirely on the use of objects. Everything in the language, including integers,
is an object. A great deal of knowledge about object-oriented computing can be obtained by studying Smalltalk.
Chapter 2 is devoted exclusively to this language,

Other languages are supportive of the object philosophy. These languages include Ada, in which objects
can be created as packages. Modula-2, in which objects are created as modules: and some dialects of Lisp.
The manner in which the object-oriented philosophy can be incorporated in these languages is considered
in Chapters 3 and 4.

Volume 2 is devoted to the manner in which programs are implemented using object-oriented methods,
and the manner in which object-oriented languages are themselves implemented.

It has been found that many problems decompose naturally into objects and messages that pass between
them. Object-oriented development is the process of decomposing a problem into objects and messages and
maintaining these structures in the implementation. Object-oriented development techniques and examples
of their use are presented in Chapter 1.

Much insight into the nature of object-oriented programming can be obtained by studying examples
where it was successfully put to use. Several examples of object-oriented programming are considered in
Chapter 2.

The biggest problem with languages that fully support the object-oriented philosophy is efficient
implementation. On a dedicated processor costing in the neighborhood of $100K, Smalltalk runs satisfac-
torily. On less expensive machines, however, Smalltalk implementations have been too slow to be practical
for large programs. Chapter 3 contains many ideas about how to overcome this problem.

Several important concepts and issues that did not fit in other chapters are considered in Chapter 4.
Object-oriented computer architectures have also been studied and implemented in recent years. Chapter

5 describes principles, such as capability-based addressing, which have guided these implementations. Several
examples of object-based architectures are described in Chapter 6. These include the Intel iAPX 432 and
the IBM System/38.

Gerald E. Peterson
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Chapter 1: Introduction to Object-Oriented Computing

An object is a computer structure similar to a procedure or
a data structure. In fact, objects normally contain both data
and related procedures. Therefore. objects provide a coarser
level of granularity for program decomposition than is avail-
able by using data or procedures.

Using objects for decomposition is usually more natural
than using data or function. The idea of using objects has
come from many years of experience in attempting to find
a natural high-level structuring device. The key concept is
that a collection of data and the operations that are normally
performed on that data are very closely related and should
be treated as a single entity rather than as separate things.

For example, stacks, queues, file interfaces, sensor inter-
faces, numbers, character strings, robot interfaces, com-
pilers, and operating systems are naturally occurring
programming structures that can be considered to be objects.

Objects are often referred to as computer abstractions. To
understand the nature of an object better, it is helpful to con-
sider first the nature of an abstraction. To do so. consider
the purposes of some real world structures such as houses,
automobiies, or chests of drawers:

• Some are structured so that the commonly used things
(like water faucets) will be conveniently available, but
those not frequently needed (like plumbing pipes) are
hidden.

• They protect so that the rain and wind and other people
will not harm the things enclosed.

Computer structures are built for the same reasons.
Examples of computer structures that have these purposes

are variables, data structures, and procedures. These kinds
of structures are called abstractions. This means that the

structuring is done so that the most useful features are
abstracted (made conveniently available) while the features
that are not ofter needed or are conceptually unnecessary are
deliberately hidden.

The idea of abstraction is an extremely important one not
only in computer science but in all of life. Progress is made
by concentrating on the important and ignoring the rest.

Objects are natural abstractions that may exist at a higher
level than procedures or data. Most objects contain data and
procedures that are naturally associated together. However,
objects that consist of data alone or procedures alone are also
possible.

There are simple and complex objects. There are also hien
archies of objects.

A tree together with the operations of adding an element,
deleting an element, locating an element. and outputting the
elements iii preorder would constitute one example of an
object. This example would normally be abbreviated and
referred to simply as a tree.

An object simpler than a tree is a single integer together
with the operations of addition. subtraction, multiplication,
and division.

A more complex object is a dictionary organized as a
binary tree. The dictionary operations could be create, look
up, add, and delete.

There could be many trees in a single program, each with
the same capabilities. A description of the capabilities of an
object is called an object ape or class. Each tree object is
an instance of the tree class.

There can be literally hundreds of objects in large pro-
grams. For example. in a program that controls a missile,
some naturally occurring objects are the sensor interfaces,
the files and their interfaces, the interface to the data bus,
the direction cosine matrix and associated operations, and
the collectjon of standardized earth data.

The papers in this chapter were chosen to help the reader
obtain a basic understanding of object-oriented computing.

"Object-Oriented Software Systems," by David Rob-
son is an excellent introduction to the subject. It is some-
what specific to the Smalltalk system in its definitions, but
the major ideas of object-oriented computing are carefully
and clearly presented. This article should be accessible to
anyone who has picked up thjs tutorial, even for browsing.

The key ideas are as follows:

Traditional software development takes the point of view
that there are procedures and there are data structures. and
these are treated as independent entities. An object-oriented
system has a single type of entity, the object, that represents
both.

Unlike data, an object can act. It can determine what
to do when a message is received. The same message when
received by different objects can cause completely different
actions.

Many different objects are nearly identical in their capa-
bilities. These objects can be collectively defined by defin-
ing a class (i.e. a description of imilar objects.)

In Smalltalk, even a class is an object. When a class
receives the niessage "new," a new object with the capa-
bilities described in the class is created.

EH0257-6/87/0000/0001$01.00 © 1987 IEEE I



Classes are organized into a tree structure, with the par-
ent of each class called its superclass. When an instance of
a class is created with the "new" method, the object created
inherits from the superclass (and all ancestors of the super..
class) each of its methods unless there is a method of the
same name in the class.

The paper by B. J. MacLennan, "Values and Objects in
Programming Languages," presents a philosophical discus-
sion pertaining to the difference between value and object.
Values are timeless abstractions: They do not exist in time
and therefore can be neither created nor destroyed. An exam-
ple is the number 2. It always exists. Objects, on the other
hand, exist in time and can be created and destroyed. An
example is the representation of the number 2 in the storage
of a computer. Mathematics deals with values; computer
science with objects. This may be a fundamental distinction
between the two disciplines. This paper presents an extremely
interesting and very valuable point of view that helps to posi-
tion object-oriented computing in its proper relation with
other scientific disciplines.

Geoffrey A. Pascoe, in ' 'Elements of Object-Oriented
Programming," describes the distinguishing features of lan-
guages that fully support the object-oriented philosophy.
These features are information hiding, dam abstraction,
dynamic binding, and inheritance. Ada and Modula-2 pos-
sess the first two of these features but lack the other two.
Smalltalk incorporates all four. Pascoe also discusses the
advantages and disadvantages of using an object-oriented lan-
guage. The primary advantage is that the inheritance mech.+
anism of object-oriented languages allow code to be reused
ill a convenient manner, and this can improve programmer
productivity. The primary disadvantage is the run-time cost
of using object-oriented languages. However, it is argued
that this run-time increase in cost is not very significant, and
there may even be a decrease in cost for large applications.

Pascoe's paper leads to the question of whether or not one
should use the term object-oriented when considering lan-
guages such as Ada and Modula-2 that do not fully support
the object-oriented philosophy. In this tutorial, Ada and
Modula„·2 are considered to be object-oriented mainly
because there are structures in these languages (packages in
Ada, modules in Modula-2) that can be thought of as objects,
even though they do not possess all the properties of objects
in Smalltalk. These structures do allow some of the object-
oriented technology to be incorporated in Ada or Modula-2
programs.

Tim Rentsch's paper, "Object Oriented Programming,"
contains the following remarkable forward-looking quota-
tion: "Object-oriented programming will be in the 1980's
what structured programming was in the 1970's. Everyone
will be in favor of it. Every manufacturer will promote his
products as supporting it. Every manager will pay lip serv-

ice to it. Every programmer will practice it (differently).And
no one will know just what it is."

This prediction is being fulfilled, except that we can and
should know what object-oriented programming is.

Rentsch presents a characterization of object-oriented sys-
tems similar to the other papers presented in this chapter,
and then he compares various object-oriented systems
(Smalltalk, Sketchpad, Simula, Lisp frames, Alphard, Ada,
and CLU) that were available in 1982. The language CLU
comes out as the most object-oriented next to Smalltalk.

In "Software-ICs," by Lamar Ledbetter and Brad Cox,
object-oriented programming is compared to the building of
hardware by using integrated circuits (ICs). Objects in soft-
ware correspond to ICs in hardware, These software ICs are
the key to creating truly reusable software. To achieve the
goal of reusability, languages must support the concept of
inheritance, and standards for software ICs must be devel
oped. A market for software ICs that can be "plugged" into
existing software systems to provide added functionality is
beginning to emerge. Actual customer experience with
Objective-C have resulted in code bulk reductions of between
2.5-1 and 5-1. The coming widespread use of software ICs
should improve software productivity much as the use of
hardware ICs did in the hardware world.

Additional References

These are primarily books and collections that pertain to
object-oriented programming in general.

B.J. Cox, Object-Oriented Programming: An Evolutionary
Approach, Addison-Wesley, Reading, Massachusetts, 1986.

Cox carefully explains the reasons for object«iented
programming. The basic concepts are explained along with
comparisolls of various languages that support objects. Com-
mon classes such as Collection and Array are described. A
substantial example is presented in the latter part of the book.
Probably the best single reference for object-oriented
computing.

Byte, Volume 11, Number 8, August 1986.
Special issue oil object-oriented programming.

Object-Oriented Programming Workshop, June 9-13, 1986,
SIGPLAN Notices, ACM, Inc., New York, New York,
Volume 21, Number 10, October 1986.

Nineteen papers about object-oriented coniputing.

OOPSLA'86. Conference on Object-Oriented Programming
Systems, Innguages and Applications, SIGPLAN Notices,
ACM, Inc., New York, New York, Volume 21, Number
11, November 1986.

2

-

.



Fifty technical papers on topics related to object-oriented
computing.

B.J. MacLennan, "Abstraction in the Intel iAPX-432 Pro-
totype Systems Implementation Language," SIGPLAN

Notices, ACM, Inc., New York, New York, Volume 18,
Number 12, December 1983, pages 86-95.
Describes a language that embodies some of MacLennan's
ideas from his paper included here.

D.T. Ross. "Toward Foundations for the Understanding of

4/44. k

Type," SIGPLAN Notices, ACM, Inc., New York, New
York, Volume 11, 1976 Special Issue, pages 63-65.

An early reference to the compound word object-oriented,
perhaps the earliest. The term object was used much earlier.
Paper presented at the Conference on Data.· Abstraction,
De»ition and Strucmre, Salt Lake City, Utah, March 22-24,
1976.

K.1. Schmucker, Object-Oriented Programming for the
Macintosh, Hayden, Hasbrouck Heights, New Jersey, 1987.
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Reprinted wth permission from Bm, Volume 6, Number 8, August 198[.
pages 74 86. Copyright © 1981 by David Robson,

Object-Oriented
Software Systems

David Robson
Learning Research Group

Xerox Palo Alto Research Center

3333 Coyote Hill Rd
Pato Alto CA 94304

Thik   mticlkfdescribes > 4%  ge#441: class of toots for
imakiputatikg4*ommao* 2¢dled objectoriented software
49*emid¢44*kes: a series ofteims, including witkare
f#ystem jand objectkiriented.{41;thettdesbription is:fgteady
3Rfluented<bytisedestof object-oriented programming
te,jutto*ments developed  in:the:list ten years by the Learning >
FResearcht¢roup of Xerox'k Palo Alto Reseatch Center, the(i
tateigfibet**NESmantalkt#ofsystem.f The i attide describes

tobjact-orieted sofi*are systems in generat, inst¢41 of the
Smant#*-80 system f+Amkular. in ordert¢ focti# Attention: t

fonfik¢+444*mmtal profiedy thati sets the Smalltalk-80
349*emtapart from:mo*totherptogrimming emilronments.
»erwo¢*ft'M 14¢t€**ented" tme®different thingst tto
4#*rantheop*.A»outh the definition given in this firtick
tm**kclude Ustenrs tha¢ shoutd Hghtfully be Utted objectl i
Mi,Iriditi,tfw<uset utabstractionof ihe ideai{behint many
fsof**45*44ms.

Many people who have no idea how a computer works
find the idea of object-oriented systems quite natural. In
contrast, many people who have experience with com-
puters initially think there is something strange about
object-oriented systems. (I don't mean to imply that
computer-naive users can create complex systems in an
object-oriented environment more easily than experi-
enced programmers can. Creating complex systems in-
volves many techniques more familiar to the programmer
than the novice, regardless of whether or not an object-
oriented environment is used. But the basic idea about

how to create a software system in an object-oriented
fashion comes more naturally to those without a
preconception about the nature of software systems.) I
had had some programming experience when I first en-
countered an object-oriented system and the idea cer-
tainly seemed strange to me. 1 am assuming that most of
you also have some experience with software systems and
their, creation. So instead of introducing the object-
oriented point of view as if it were completely natural, Ill
try to explain what makes it seem strange compared to
the point of view found in other programming systems.

Software Systems
A software system is a tool for manipulating infonna-

tion. For the purposes of this article, I'm using a very
broad definition of information.

Information: A representation or description of
something.

There are many types of information that describe dif
ferent things in different ways. One of the great insights
in computer science was the fact that information can
(among other things) describe the manipulation of infor-
mation. This type of information is called software.

Software: Information describing the manipula-
tion of information.

Software has the interesting recursive property of
describing how to manipulate things like itself. Software
is used to describe a particular type of information-
manipulation tool called a softloare system.

Software system: An information-manipulation
tool in which the manipulation is described by
software.

A distinction is made in information-manipulation
tools between hardware systems and software systems, A
hardware system is a physical device like a typewriter,
pen, copier, or television set. The type of manipulation
performed by a hardware system is built in and can only
be changed by physical modification. The type of
manipulation performed by a software system is not built
in-it is determined by information, which can be
manipulated.

The virtue of software systems is that the mechanism
developed for manipulating information can be used to
manipulate the mechanism itself. Software systems that
actually manipulate other software systems are called
programming environments.

Programming environment: A software system
that manipulates software systems. An environ-
ment for the design, production, and use of soft.
ioare systems.

5
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Thus, a programming environment is also recursive: it
is what it manipulates. The fact that software systems can
be manipulated is both good news and bad news. Since a
text editorisa software system, it is not "cast in concrete"
and you can change it to conform to your style of
interactiME with text more closely than it does now (using
a programming environment). However. you also may
reduce it to the proverbial "pile of bits" (not a text editor
at all).

Data/Procedure-Oriented Software
The traditional view of software systems is that they

are composed of a collection of data that represents some
information and a set of procedures that manipulates the
data.

Data: The information manipulated by software.

Procedure: A unit of software.

Things happen in the system by invoking a procedure
and giving it some data to manipulate.

As an example of a software system, consider a system
for managing windows that occupy rectangular areas on
a display screen. The windows contain text and have
titles. They can be moved around the screen, sometimes
overlapping each other, (The details of this system are
not important. Its main purpose is to point out the dif-
ferences between the structure of a data/procedure
system and an object»oriented system.)

A window management system implemented as a
data/procedure system would include data representing
the location, size, text contents, and title of each window
on the screen. It would also include procedures that move
a window. create a window, tell whether a window
overlaps another window, replace the text or title of a
window, and perform other manipulations of windows
on a display. To move a window, a programmer would
call the procedure that moves windows and pass to it the
data representing the window and its new location.

A problem with the data/procedure point of view is
that data and procedures are treated as if they were in-
dependent when, in fact, they are not. All procedures
make assumptions about the form of the data they
manipulate. The procedure to move a window should be
presented with data representing a window to be moved
and its new location. If the procedure were presented
with data representing the text contents of a window, the
system would behave strangely,

In a properly functioning system, the appropriate
choice of procedure and data is always made. However,
in an improperly functioning system (eg: one in the prod„
cess of being developed or encountering an untested
situation), the data being manipulated by a procedure

may be of an entirely different form from that expected.
Even in a properly functioning system, the choice of the
appropriate procedure and data must always be made by
the programmer.

These two problems have been addressed in the context
of the data/procedure point of view by adding several
features to programming systems. Data typing has been
added to languages to let the programmer know that the
appropriate choice of data has been made for a particular
procedure. In a typed system, the programmer is notified
when a procedure call is written using the wrong type of
data. Variant records allow the system to choose the
appropriate procedure and data in some situations.

Object-Oriented Software
Instead of two types of entity that represent informa-

tion and its manipulation independently, an object-
oriented system has a single type of entity, the object,
that represents both. Like pieces of data, objects can be
manipulated. However, like procedures, objects describe
manipulation as well. Information is manipulated by
sending a message to the object representing the informa-
tion.

Object: A package of information and descrip-
lions of its manipulation.

Message: A specification of one of an object's
manipulations.

When an object receives a message, it determines how
to manipulate itself. The object to be manipulated is
called the receiver of the message. A message includes a
symbolic name that describes the type of manipulation
desired. This name is called the message selector. The
crucial feature of messages is that the selector is only a
name for the desired manipulation; it describes what the
programmer wants to happen, not how it should happen.
The message receiver contains the description of how the
actual manipulation should be performed. The program-
mer of an object-oriente,3 system sends a message to in-
voke a manipulation, instead of calling a procedure. A
message names the manipulation; a procedure describes
the details of the manipulation.

Of course, procedures have names as well, and their
names are used in procedure calls. However, there is only
one procedure for a name, so a procedure name specifies
the exact procedure to be called and exactly what should
happen. A message, however, may be interpreted in dif-
ferent ways by different receivers. So, a message does not
determine exactly what will happen; the receiver of the
message does.

If the earlier example of the window-management
system were implemented as an object-oriented system, it

6August 1981 © BYTE Publications Inc



Would contain a set of objects representing windows,
Each object would describe a window on the screen. Each
object would also describe the manipulations of the win-
dow it represents-for example, how to move it, how to
determine whether it overlaps another window, or how
to display it. Each of these manipulations would corre-
spend to a selector of a message. The selectors could in-
clude move, overlap, display. delete, width, or height. (In
this article, an alternate typeface is used for words that
refef to specific elements in example systems.)

In addition to a selector, a message may contain other
objects that take part in the manipulation, These are
called the message arguments. For example, to move a
window, the programmer might send the object repre-
senting the window a message with the selector move.
The message would also contain an argument represent·.
ing the new location. Since this is an object-oriented
system, the selector and argument are objects: the selec-
tor representing a symbolic name and the argument
representing a location or point.

The description of a single type of manipulation of an
object's information (the response to a single type of
message) is a procedure-like entity called a method. A
method, like a procedure, is the description of a sequence
of actions to be performed by a processor. However,
unlike a procedure, a method cannot directly call another
method. Instead, it must send a message. The important
thing is that methods cannot be separated from objects.
When a message is sent. the receiver determines the
method to execute on the basis of the message selector. A
different kind of window could be added to the system
with a different representation and different methods to
respond to the messages move, overlap. display, delete,
width, and height. Places where messages are sent to
windows do not have to be changed in order to refer to
the new kind of window; whichever window receives the
message will use the method appropriate to its represen
tation.

Objects look different from the outside than they do
from the inside. By the outside of an object, I mean what
it looks like to other objects with which it interacts (eg:
what rectangles look like to other rectangles or to win-
dows). From the outside, you can only ask an object to
do something <send it a message). By the inside of an ob-
ject, I mean what it looks like to the programmer im-
plementing its behavior. Prom the inside, you can tell an
object how to do something (in a method). For example,
a window can respond to messages having the selectors
move, overlap, display, delete, width, or height.
However, nothing is known outside the window about
how it responds to these messages. (It is known that a
window will move when asked to, but it is not known

how it accomplishes the move.)

The set of messages an object can respond to is called
its protocol. The external view of an object is nothing
more than its protocol; the internal view of an object is
something like a data/procedure system. An object has a
set of variables that refers to other objects„ These are
called its private variables. It also has a set of methods
that describes what to do when a message is received. The
values of the private variables play the role of data and
the methods play the role of procedures. This distinction
between data and procedures is strictly localized to the
inside of the object.

Methods, like other procedures, must know about the
form of the data they directly manipulate. Part of the
data a method can manipulate are the values of its
object's private variables. For example, we might imagirie
three ways that a window represents its location and size
(internally). The private variables might contain:

efour numbers representing the x and y location of the
center; the width, and the height
e two points representing opposite corners of the window
•a single rectangle whose location and size are the same
as the window's

The method that moves a window (the response to
messages with the selector move) assumes that a par-
ticular representation is used. If the representation were
changed, the method would also have to be changed.
Only the methods in the object whose representation
changed need be changed. All other methods must
manipulate the window by sending it messages.

A message must be sent to an object to find out
anything about it fie: our concept of manipulation in-
cludes inquiring about information, as well as changing
information). This is needed because we donft want the
form of an objectfs inside known outside of it. The
response to a message may return a value. For example, a
window's response to the message width returns an object
that represents its width on the display (a number). The
method for determining what to return depends on the
form of the window's private variables. If they are
represented as the first alternative listed above (four
numbers), the response would simply return the value of
the appropriate private variable. If the second alternative
is used (two points),the method would have to determine
the width from the x coordinates of the two corners. If
the third alternative is used Cone rectangle). the width
message would simply be passed on to the rectangle and
the rectangle's response would become the window's
response.

Classes and Instances

Most object-oriented systems make a distinction be-
tween the description of an object and the object itself.
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Many similar objects can be described by the same
general description. The description of an object is called
a class since the class can describe a whole set of related

objects. Each object described by a class is called an in-
stance of that class,

Class: A description of one or more similar
objects.

Instance: An object described by a particular
class.

Every object is an instance of a class. The class
describes all the similarities of its instances. Each instance
contains the information that distinguishes it from the
other instances. This information is a subset of its private
variables called instance variables. All instances of a class
have the same number of instance variables. The values
of the instance variables are different from instance to in-
stance, An object's software (ie: the methods that
describe its response to messages) is found in its class. All
instances of a class use the same method to respond to a
particular type of message (ie: a message with a particular
selector). The difference in response by two different in-
stances is a result of their different instance variables. The
methods in a class use a set of names to refer to the set of

instance variables. When a message is sent, those names
in the invoked method refer to the instance variables of

the message receiver. Some of an object's private
variables are shared by all other instances of its class.
These variables are called class variables and are part of
the class.

The programmer developing a new system creates the
classes that describe the objects that make up the system.
The programmer of the window-management system
would create a class that contained methods correspond-
ing to the message selectors move, display, delete, width,
and height. This class would also include the names of
the instance variables referred to in those methods. These
names might be frame, text. and title. where:

frame is a rectangle defining the area on the
screen,

text is the string of characters displayed in the
window, and
title is the string of characters representing the
window s name

The classes representing rectangles and strings of
characters are included in most systems, so they don't
need to be defined.

In a system that is uniformly object-oriented, a class is
an object itself. A class serves several purposes. In a run-
ning system, it provides the description of how objects
behave in response to messages. The processor running
an object-oriented system looks at the receiver's class
when a message is sent to determine the appropriate

method to execute. For this use of classes, it is not
necessary that they be represented as objects since the
processor does not interact with them through messages
<preventing a nasty recursion). In a system under
development, a class provides an interface for the pro-
grammer to interact with the definition of objects. For
this use of classes, it is extremely useful for them to be ob-
jects, so they can be manipulated in the same way as all
other descriptions. Classes also are the source of new ob-
jects in a running system. Here again, it is useful for the
class to be an object, so object creation can be
accomplished with a simple message. For example, the
message new might be sent to a class to create a new in·-
Stance.

Inheritance

Another mechanism used for implicit sharing in object-
oriented systems is called inheritance. One object inherits
the attributes of another object, changing any attributes
that distinguish the two. Some object-oriented systems
provide for inheritance between all objects, but most pro„-
vide it only between classes. A class may be modified to
create another class. In such a relationship, the first class
is called the superchass and the second is called the
subcUss. A subclass inherits everything about its
superclass. The following modifications can be made to a
subdass:

•adding instance variables
•providing new methods for some of the messages
understood by the superclass
e providing methods for new messages (messages not
understood by the superclass)
e adding class variables

As an example, the window-management system might
contain windows that have a minimum size. These would
be instances of a subclass of the ordinary class of win-
dows that added an instance variable to represent the
minimum size and provided a new method for the
rnessage that changes a window's size.

Conclusion
The realization that information can describe the

manipulation of information is largely responsible for the
great utility of computers today. However, that
discovery is also partially responsible for the failure of
computers to reach the utility of some predictions made
in earlier times. On the one hand. it can be seen as a
unification between the manipulator and the
manipulated. However, in practice, it has been seen as a
distinction between software and the information it
manipulates. For small systems, this distinction is
harmless. But for large systems. the distinction becomes a
major source of complexity, The object-oriented point of
view is a way to reduce the complexity of large systems
without placing additional overhead on the construction
of small systems.m
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VALUES AND OBJEC VS IN PROGRAMMING LANGUAGES*

EL J. MarLennan
Computer Science Department

Naval Postgraduate School
Monterey, CA 93943

1. INTRODUCICiON

The terms value-oriented and objeckoriented are used to describe both programming languages and
programming styles. This paper attempts to eluctdate the differences between values and objects and
argues that their proper discrimination can be a valuable aid to conquering prograrn complexity. The
first section shows that values amount to timeless abstractions for which the concepts of updating, shar-
ing and instant;iation have no meaning. The second section shows that objects exist in time and. hence,
can be created, destroyed. copied: shared and updated. The third sect]on argues that; proper discrimina-
tion of these concepts in programming la.nguages will clarify problems such as the role of state in func-
ilonal programming. The paper concludes by discussing the use of the value /object distinction as a tool
for program organ ization

2. VALUES

Values are apphcative. The term tatfue-or,ented 1% mosi often used in conjunction with appliative pro-
gramming. That is, with programming with pure expre*nons and Without tihe use of assignment or
other Imperative facilities. Another way to put this is that value-orient.ed programming is programming
in th e abse n ce o f side-effects. This style of programming is important because it has many of the
advantages of simple algebraic expressions. 012. that an expression can be understood by understanding
its constituents, that the meaning of the subexpressions is independent of their context, and that there
are simple interfaces between the parts of the expression that are obvious from the syntax of the
expression. That is, each part of an expression involving values is independent of all the others. One
reason for this is that values are read- 04· i.e.. it is riot possible to update their components. Since
they are unchangeable. it is always safe to share values for efficiency. That is, they exhibit referentiat
tran.sparing: there is never any danger of one expression altering something which is used by another
expression. Any sharing that takes plar·e is hidden from the programmer and is done by the system for
more efficient: storage utilization. A voiding updating eliminates dangling referene.e problems and
simplifies de allocation  3 1 .

What are values; We have discussed a number of propefties of values. What exactly are they? The
best examples of values are mathe m atical entities, such as integer, real and complex numbers, hence
we can understand values better by understanding these better.

One charact;cristie of mathemat.iral entities is that they are atemporat, in the literal sense of being
timeless. To put it another way, the concept of time or duration does not apply to mathematical enti-
ties a.ny more than the concept color applies to them; they are neither created nor destroyed. When we
write 2+3 there is no implication that 5 has just come into existence and that; 2 and 3 have been con-
sumed. What is it about numbers thal give them this properly?

Values are abstractions. The fundamental fact that gives mathematical entities and other values their
properties is that they are abstractions. ( universals or concepts). Although a full explication of
mathematical entities is beyond the scope of this paper it; should be fairly clear that the number 2 is an
abstraction that subsumes all particular pairs. This universal nature of abstractions makes them atem-
poral. or timeless. The number 2 can neither be created nor destroyed because its existence is not tied
to the creation or destruction of particular pairs. Indeed. the concept of existence, in its usual sense, is
not applicable to the number 2, It is the same with all values, because all values correspond to abstrac-
Lions: they can neither be crea.t.ed nor destroyed,

The work reported herein was supported by the Foundation Research Program of the Naval Postgraduate School with flindg
provided by the Chief of Naval Research. This paper is a condensation and revision of 161, to which the reader is referred
for further information.

Reprinted with permission from SIGPLANNotices, Volume 17, Number 12,
December 1982, pages 70-79. Copyright © 1982 by B.J. Maclennan. 9



It is also the case that abstractions, and hence values, are immutable. Although values can be
operated on, in the sense of relating values to other values, they cannot be altered, That is, 24 1 = 3
states a relation among values; it does not alter them. When in a programming language we assign z
the value 25 z := 2, and later add one to z, I := Ir=-1, haven't we changed a number, which is a value?
No, we haven't; the number 2 has remained the same, What we have changed is the number that the
name '5' denotes. We can give names to v alues and we can change the names that we give to values,
but this doesn't change the values. The naming of values and the changing of names 15 discussed in a
Imt,er section.

Value, cannot be counted. A corollary of the above is that there is not such a thing as "copies" of a
value. This should be clear from mathematics: it is not meaningful to speak of this 2 or that 2; there is
just 2. That is, the number 2 is uniquely determined by its value. This is because an abstraction is
uniquely determined by the things which it subsumes, hence, anything which subsumes all possible
pairs is the abstraction 2. Therefore, the concept 'number' is not even applicable to abstractions; it
makes no sense to ask how many 2's there are. In a programming language, it. is pointless to make
another copy of a value: there is no such thing. There is also no reason to make such a copy since
values are immutable. (lt is, of course, possible to make copies of a representation of a value: this is
discussed later.)

It is also meaningless t.o talk about the sharing of values. Since values are immutable. cannot be
counted, and cannot be copied. it is irrelevant whether different program segments share the same
value or different "copies" of the value, Of course, there might be implementation differences. If a
iong string va]ue is assigned to & variable it will make a big d i ffe re n c whether a fresh copy must be
made or whether a pointer to the original copy can be stored, While this is an important implementa-
tion concern. it is irrelevant to the semantics of values.

Values are used to modet abstractions. We have discussed a number of the characteristics of value s
but have not discussed whether values should be included in programming languages, or, if they are,
what they should be used for. The answer to this question lies in the relation we have shown between
values and abstractions: values are tbe programming language equivalent of abstractions. Thus. values
will be most effective when they are used to model abstractions in the problem to be solved. This is in
fact their usual use, since integer and real data values are used to model quantities represented by
integer and real numbers. Similarly. the abstraction 'color' might be m odeled by values of a Pascal or
Ada enumeration type, (RED. BLUE, GREEN). On the other hand, it is not e.ommon to treat com-
pound data values. such as complex numbers or sequences. as values. If done, this would eliminate
one source of errors, namely. updating a data structure that is unknowingly shared 131, Value-oriented
languages, such as the languages for dat>a-flow machines and functional programming, have only values.
13 there any need for objects at all? This is answered in the following sections.

3. OBJECTS

Computing con be viewed as sinutation. It has been said that computing can be viewed as simulation
14] . This is certainly obvious in th e case of programs that explicitly simulate or model some physical
situation. The metaphor can be extended to many other situations. Consider an employee data base:
each record in the data base corresponds to an employee. The data base cam be said to be a simulation,
or model. of some aspects of the corporation. Similarly, the data structures in all operating system
often reflect the status of some objects in the real world. For instance, they might reflect the fact that a
tape drive is rewinding or in a parity-error status. The data structures can also reflect logical situations,
such as the fact that a tape drive is assigned to a particular iob in the syst.em.

A data structure is needed for each endty, Sim ulation is simplified if there is a data structure
corresponding to each entity to be simulated. since this factors and encapsulates related information.
This is exactly the approach that has been taken in objectroriented programming languages, such as
Smalltalk 4.7 . The usual way to structure a program in such a language is to create an object for each
entity in the system being modeled, These entities might be real-world objects or objects that are only
real to the application, such as figures on a display screen. The messages these objects respond to are
just the relevant manipulations that can be performed on t;he corresponding real entities. Given this
relationship between programming language objects and real world objects, we will try to clarify the
no tion of an object..

I0
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What G an ob,ket¢ in our programming environment we have objects and in the real world we have
objects, Just what is an objee.t? When we attempt to answer this question we immediately find our-
selves immersed in age-old philosophical problems. In particular, what makes one object different from
another? One philosophical answer to this question is to say that while the two objects have the same
;orm, they have different Eubstance. To put this is more concrete terms 5 we could say that the two
objects are alike in every way except that they occupy different regions of space.

We find exactly the same situation arising in programm ing languages. We might have two array
variables that contain exactly the same values, yet they are two different variables. What makes them
different? They occupy different locations. So by analogy. the form of the array variable is the order
and value of its elements while its substance is the region of memory it occupies.

Objects tan be instantiated. There is also a less philosophical way in which we distinguish real world
objects: we give them proper names. We find an exactly analogous situation in programming languages.
Programming objects, such as the array variables already mentioned, generally have a unique name:
the reference to the object. This is generally closely related to the region of storage the object occupies.
This is not necessary, however, as we can see by considering a file system. It is easy to see that files
are object,s: it is quite normal to have two different files with the same contents. Of course, if the files
are to be dist:inguished, then they must have disitnel names For our purposes, we will not be too con-
cerned about what indE.iduathg element is used to distinguish objects: whether it is some form of
unique identification (such as a capability). or whether it 18 implicit in the region of storage occupied;
we will assume that each object is different from every other object even if they e.ontain the same data
values. In general. we can say that the uniqueness of an object is determine:d by its ezternal relations
and is independent of its internal relations and properties. This is opposed to a value, which is com-
pletely determin ed by its internal relations and properties (e.g., a set is completely determined by its
elements). Thus there might be any number of nstanee, of otherwise identical objects. This leads to a
number of further consequences.

Objects ean be changed. We have said that the identity of an object is inde pendent of any of its
internal properties or attributes. For instance, even if all of the elements of an array variable are
changed, it is still the same variable (because it occupies the same region of storage). This is of course
like real world objects, for they too can change and retain their identity. Values, on the other hand can
never change. For instance. if we add 5 to 1+24 we don't change 1+24 we compute a different value,
6+2£ This changeability, this fact that an object might have one set of properties at one time and a
different set; at another time, is a distinctive feature of objects (and of programs).

Obi.eis have state. This changeability of objects leads to the idea of the state of an object: ihe sum
total of the internal properties and attributes of an object at a given point in time. Thus, we can Bay
that the state of an object ca.n be changed in time. State is of course a central idea ili computer science,
so it is not surprising to find that objects are at the heart of computer scien;ce. Since the state of an
object can change in time, it is certainly the case that. objects exist "in time," i.e., they are not atem-
poral like values.

Objects can De created and destroyed. The fact that objects are not atemporalleads to the tonclusion
that they can be both created and destroyed. This is familiar in programming languages where, for
instance, a variable might be created every time a certain block-is entered and destroyed every time it is
exited. Many languages also provide explicit means for creating and destroying objects (e.g., Pascal's
'new' and 'dispose'). Since values are atemporal, it is meaningless to speak of their being either
created or destroyed.

Objects ean be shared Since there can be any number of instances of otherwise identical objects and
since objects can change their properties in time, it is a crucial question whether an object is shared or
not. This is because a change made to die object by one sh arer will be visible to the other sharer.
Such side-effects are common in programming and are often used by programmers as a way of com-
municating. People also frequently use shared objects as means of communication. For instance, two
persons might communicate by altering the state of a blackboard.
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Recall that in our discussion of values we found that the issue of sharing didn't apply. Whether a
particular implementation chooses to share copies of values or not is irrelevant to the semantics of the
program; it is strictly an issue of efficiency. Sharing is a crucial issue where objects are concerned.

Computer science as objectdied mathematics. We can see now an im portant differe nce between the
domain of mathematics and the domain of computer science. Mathematics deals with things such as
numbers, functions, vectors, groups. etc. These are all abstractions, i,e.. values. It has been said that
the theorems of mathematics are timeless, and this is literally true. Since mathematics de als with the
relations among values and since values are atemporal. the resulting relations (which are themselves
abstractions and values) are atemporal. Conv ersely, much of computer science deals with objects and
with the way they change in time. State is a central idea. It might not be unreasonable to call corn.
puter science objectified mathematics, or object-oriented mathematics.

It has frequently been observed that the advantage of applicative programmin g is that it is more
mathematical and eliminates the idea of state from programming. We can see that this means that
applicative programming deals only with values (indeed, several languages for applicative programming
are called "value-oriented" languages) . Really, applicative programming is just mathematics.

Th ese ideas can be summarized in two observations:

Programming fs object.-oriented mathematics.

Mathematics is value-oriented programming.

These two principles show the unity· between the two fields and isolate their differences.

4. VALUES AND OBJECTS IN PROGRAMMING LANGUAGES

Most languages confuse them. Both va,lues and objects are accommodated in most programming
languages, although usually in a very asymmetric and ad hoc way, For example, a language such as
FORTRA N supports values of several types, including integers, reels, complex numbers and logical
values. These are all treated as mathematical values; for example, it is not possible to "update" the
real part of a complex number separately from the im aginary part. Of course, it is possible to store all
of these values in variables. but that is a: different issue, as we will see later. On the other hand, FOR-
TRAN provides objects in the form of updatable, sharable arrays. This pattern has been followed with
few variations in most other languages. Al] of these languages unnecessarily tie the value or object
nature of a thing to it;s type, usually by treating the atomic data types as values and the compound data,
types as objects. We will argue below. that this confusion complicates programming.

Programming languages are most; often deficient in their treatment of compound values; in partial-j
lar. they rarely provide recursive data types as Hoare described them !31. They tend to confuse the iog-
ical issue of whether a thing should be an object {i.e,, it is shared, updatable, destroyable, etc.) with the
implementation issue of whether it should be sh ared for efficiency. We will see how this can be solved
later.

Afathematics deals poorly with ob,kets. We have said that mathematics is value-oriented; that; is, it
deals with timeless relations and operations on abstractions. Concepts that are central to objects (and
computer science), such as state, updating and sharing, are alien to mathematics, This is notto say that
it is impossible to deal with objects in mathematics; it is done every day, only indirectly. For instance,
]t is common to deal in physics with systems that change in time: they are re prese nted mathematically
by functions of an independent: variable representing time. The relationships between objects can be
represented as differential equations (or difference equations if state changes are quantized). Similarly:
mathematics can distinguish instances of an object; by attaching a unique name (generally a natural
number) to each instance of a value. These techniques work but are awkward. A more fully developed
attempt to apply the concepts of mathematics to the description of objects can be seen in denotational
semantics. Here the state is explicitly passed from function t.o function to re present it:s alt.eration in
lj] me.

Fen theory deal, poorly with va/Ues. In our fen theory 5 we attempted to deal with objects more
directly by developing an axiomatic theory of objects. This was done in two ways: ( 1) we discarded the
axiom of set theory that forces two sets with the same values to be identical. This permitted multiple
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instances of the same set. 12) An axiont was inserted that required there to be at least a countable
infinity of instances of each set. The result was an object-oriented theory of sets and relations. This
worked well for describing many of the properties of objects and for defining the semantics of those
programming language constructs -that are object-oriented. Unfortunately, it su ffered from the dual
problem of mathematics: it was awkward to deal with values. What is 2? Is it the name of some dis-
tinguished object that we have chosen to represent 2 or does it denote any object with a certain struc-
turef There are related problems with operations on values. For instance, which 5 does 2+3 return?
These are all problems of attempting to deal with values in an object-oriented system. Values are
inherently extensenal while fen theory is inherently intensional (see I 21, p. 109). The solution adopted
in fen theory was to treat values as equivalence classes of objects in the supporting logic. This was pos-
sible because that logic was extensional (i.e., value-oriented).

Computers Use objects to represent values. These are exactly the issues that must be faced in de. aling
with values on a computer. Abstractions are not physical objects {except so far as they exist in our
brains), so to deal with them they must be represented or encoded into objects. We do this when we
represent the number 2 by the numeral '2' or the word 'two' on a piece of paper. Once a value has
been represented as a.n object it acquires some of the attributes of objects. Clearly, whenever a value is
to be manipulated in a computer it must be represented as the state of some physical object. Typically,
there will be many such representing objects in a computer at a time. For instance, 2 can be
represented by a bit pat.tern in a register and in several memory locations. Therefore, everything "in"
a computer is an object; there are no values in computers. This does not imply. however, that values
should be discarded from programming languages.

Programmers need ualues, Most conventional languages have both values and objects, although a
purely object-oriented progra;mming language could be designed. This could be done by storing every-
thing in memory and then only dealing with the addresses of these things. It would be like having a
pointer to every object. It would then be necessary for the programmer to keep track of the different
instances of what were int;uitively the same value so that he wouldnh accidently update a shared value
or miss considering as equal two instances of the same value. Some languages actually come close to
this, such as Smalltalk. Unless such a language were carefully designed, it would be almost impossible
to deal with values such as numbers in the usual way.

Programmers need objects. Conversely, programmers need objects in their programming languages.
There have. for sure, been completely value-oriented programming languages. These include the FP
and FFP systems of Backus 'la. It is interesting to note, however. that Backus went on to define the
AST system, which includes the notion of state (and implicitly, of objects)· Applicative langua.ges were
originally developed in re action to what was surely an overuse of objects and imperative features in pro-
gram ming. Yet, it seems clear that we cannot eliminate them from programming without detrimental
effect. For example, it is not uncommon to see applicative programs pass large data structures, which
represent the state of the computation, from one function to the next. The result in such a case is not
great,er clarity. but less. We should not be su rprised to have to deal with objects in programming; as we
argued before, this is a natural outgrowth of the fact that we are frequently modeling rea:1 world objects.
A better solution than banning objects is to determine their proper a.pplication and discipline their use.

We should use approp,·iate mode/*19 took This suggests that programmers should be clear about what
they are trying to model and then use the appropriate constructs. If they are modeling an abstraction,
such as a number, the.n they should use values: if they are modeling an entity or thing that exists in
time, then they should use an object. This implies that languages should support both values and
objects and the means to use them in these ways. To put it another way. we must develop an appropri-
ate discipline for using values and objects and linguistic means for supporting that discipline.

Names should be fixed. How can we arrive at such a discipline? How can we tame the state? One
of the motivations for value-orient,ed programming is the incredible complexity that can result from a
state composed of hundreds or thousands of individual variables. all capable of being changed (the Von
Neumann bouteneck) . We can see a possible solution to this problem by looking at natural languages.
Generally, a word has a fixed meaning within a given context. This holds whether the word is a com#
mon noun or a proper name. We do not use a word to refer to one abstraction one moment and
another the nexti,or to refer to one object one moment and another the next. Yet. this is exactly what
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we do with variables in programming languages. To the extent that we need temporary identifiers,
natural languages provide pronouns. These are automatically bound and have a very limited scope
(generally a sentence ortwo).

Can the se ide as be applied to programming languages? It would seem so; let's consider the coil be-
quences. Suppose that names in programming languages were always bound to a fixed value or object
within a context: effectively all names would be constants. Similarly, whenever an object was created it
could be given a name that would refer to that object until it was destroyed. There would be no "varj-
ables" that can be rebound from moment to moment by an assignment statement. Variables in the
usual sense would only be allowed as con*cnents· of the state of an object and the only allowable
assignments would be to these components.

Would it be possible to program in such a language. or would it be too inconvenient? Without actu-
ally designing it is difficult to tell. We can only point to the fact that a considerable amount of good
mathematics has been done without the aid of variables, not to mention a considerable amount dealing
with rea] world objects. Such a language could provide. as does mathematics, mechanisms for declaring
constants of very local scope. Some languages do provide these mechanisms already (e.g., 'let
1 - (a-b)/2 in ..,',or 'sin(t)+cos(t) where t = ...').As suggested by natura] languages. it might be
possible to provide some sort of pronoun facility. Hence. what we arr describing is a programming
language that· js variable-free. but doe not do awa> with objects. values. or names.

5. CONCLUSIONS

In this paper we have distinguished the two concepts 'value and 'object:. We have shown that
values are abstractions. and hence atemporal. unchangeable and non-instantiated. We have shown that
objects correspond to real world entities. and hence exist in time, are changeable. have state. are instan-
tiated. and can be created. destroyed, and shared. These concepts are implicit in most programming
languages, but are not well delimited.

We claim that programs ran be made more manageabie by recognizing explicitly the value,/object
distinction. This can be done by incorporating facilities for handling values and objects in programming
language5.
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OBJECT ORIENTED
PROGRAMMING

BY GEOFFREY A. PASCOE

What features must a language have
to be considered an objectroriented language?

THERE ARE AS many different views
of what object«iented programming
is as there are computer scientists and
programmers. Because the term was
first used to describe the Smalltalk
programming environment developed
at Xerox PARC {see references 1-5),
this article will present object-oriented
programming concepts, terminology.
and characteristics from that perspeo
tive. 1 will stress the differences be-

tween an object·oriented program-
ming style and the more conventional
procedure-oriented style. I hope to
show that a language must have four
elements-to support object-oriented
programming: information hiding.
data abstraction. dynamic bindinfl
and inheritance (Some languages that
have one or two of these elements
have been improperly called object
oriented) I will foilow this with a
discussion of the advantages and dig
advantages of object-oriented pro.
gramming languages.

DATA PROCEDURES VS.
OBIECT MESSAGES
Most programming languages sup-
port the 'data-procedure" paradigm.

Active procedures act on the passive
data that is passed to them. A typical
example might bea square root func-
tjon. sq®0, that takes a number and
returns its square root

In a strongly typed language such
as Pascal. it would be typical to have
a different version of sqrt<x) for each
data type of x, usually returning a
floating-point result. A late-binding
language such as LISP detects x's data
type at run time and performs the ap-
propriate operations for that data
type. Such generic operations are
generally primitives restricted to a
small class of data types such as
numbers, or they are functions de
fined in terms of such primitives.

Object.oriented languages employ
a data or object-centered approach to
programming. instead of passing data
to procedures, you ask objects (data)
to perform operations oh themselves.
1b emphasize this difference I will use
an objectroriented expression syntax
of my own invention. The object name
is followed by :operation, followed by
any further arguments. and ter.
minated by a period (in some ways
the syntax is similar to that of Small-
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talk-80. though simpler}. For example,
an expression to take the square root
of x will look lIke this:

x:sqrt

The implication is that x is asked to
perform the :sqrt operation on itself.
You say that x is the receiver of the
message:sqrt.

A more complicated example would
be the dotproduct operation. The
dot-product of two one-dimensional
vectors. x and y. fs computed, produo
ing a scalar result:

x:dot y.

Here, x is told to perform a dot-
product operation with itself and the
argument y. You could take the
square root of the dot product of x
and y and assign the result to the
variable z in the following manner

z + (x :dot y) :sqrt

Geof» A. Pas¢oe (1027 Scituate Harbor.
Pasadena, MD 21122) is aresearcher iM the
Department of Defe,!sts Computing Sustems
Research Division and comodemtor of the
Smalltalk conference off BIX.
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using parentheses to indicate the
order of evaluation, although the
parentheses are really not needed
here. assuming left-to-right evaluation.

SOME TERMINOLOGY
The basic terminology of obiect-
oriented programming is Ulustrated in
the text box -Data Structures" on
page 142. Theobject that I have been
referring to {i e. x. in the sqrt exam-
pie) is an ifistance of a class. The class
provides all the information necessary
to construct and use objects of a par-
ticular kind. its instances. (For this
reason, a class is sometimes called a
factory j Each instance has one class:
a class may have multiple instances.

The class also provides storage for
methods. Methods are simply pro-
cedures that are invoked by sending
selectors to a classs instances (aiso
called sending messages). The
methods reside in the class to save
storage, since all instances of a class
have an identical set of methods.
Methods may a]locate temporary vari-
ables for use during the execution of
the method. These temporary van-
ables are much like local variables in
Pascal procedures in that their value
is lost when you leave the method.

Each instance has storage allocated
for maintaining its individual state.
The state is referenced by instance vark
ables. Instance variables may be primi·
tive data types such as integers other
objects, or both. depending on the
language Each object has its own set
of instance variables. Both temporary
and instance variables may be freely
referenced within the scope of an ob-
ject's method. but unlike temporary
variables the value of Instance vari-
ables is not lost when you leave the
objects method,

Computation is performed by send-
ing messages to objects, which in-
vokes a method in the object's class.
Typjcally a method sends messages
to other objects, which invokes other
methods. etc.. until you reach the
point where a primitive Method is in-
voked. Here ends the chain of mes-

sagesends. Each message-send even-
tually returns a result to the sender
le.g., x :sqrt returning the square root
of x). The end result of all these mes-
sage-sends is usually the changing of
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the state of one or more objects
Sometimes however. a message is
sent simply to invoke some primitive
having a side effect external to the
world of objects, for example. access-
ing an external file system or control-
ling hardware.

']b fully support object-oriented pro
gramming a language must exhibit
four characteristics: information
hiding, data abstraction. dynamic
binding and inheritance I will exam-
ine two languages, Ada and Modula-2,
that have been mistakenly called
object-oriented in order to illustrate
why all four characteristics are neces-
sary and why conventional procedure··
oriented languages cannot adequately
support object©riented programming.

INFORMATION HIDING
Information hiding is important for en-
suring reliability and modifiability of
software systems by reducing interde-
pendencies between software com-
ponents. The state of a software
module is contained in private van
ables, visible only from within the
scope of the module, Only a localized
set of procedures directly manip-
ulates the data. In addition, since the
Internal state variables of a module
are not directly accessed from with..
out. a carefully desjgned module in-
terface may permit the internal data
structures and procedures to be
changed without affecting the imple-
mentation of other software modules.

Most modern languages. even FOR-
TRAN. to some degree support infor-
mation hiding. ISO (standard) Pascal
is one notable exception. since it pro-
vides no way to declare static varj-
able within the scope of a procedure.

DATA ABSTRACTION
Data abstraction could be considered
a way of using information hiding. A
programmer defines an abstract data
type consisting of an internal repre-
sentation plus a set of procedures
used to access and manipulate the
data. Modula-2 provides excellent
data abstraction mechanisms Listing
l is a fragment of Modula-2 module
that Implements a stack as an abstract
data type (called an opaque type in
Modula-2 terminology See reference
6). Variables of type Stack may be

declared and manipulated in other
program units.

Modula-2's data abstraction mech-
anism provides a certain degree of
protection since no direct access to
the internal state of a stack is pro-
vided. The stack is manipulated
through the module's processing and
query procedures. But there are a

couple of problems with the Modula-2
solution. One is that the procedures
used by a module must have either
unique or qualified names. For exam-
ple. if a module uses (imports) two dif-
ferent abstract data types. Stack and
Queue, and variables of these types
must be initialized, then the initializa·
tion procedures defined for these
types must have different names, such
as InitializeStack and InitializeQueue,
or their usage must be qualified. as
in Stack.Initialize and Queuelnitialize.
This makes the resulting program less
versatile But more important than the
need for unique identifiers is the
drawback that Modula-2 abstract data
types can operate on only one type
of data. Stack, therefore, can store
only integers

Ada partially solves both these
problems through two language fea-
tures: operator overloading and
generic program units (see reference
7). Operator overloading permits a
program to use multiple operators
with the same name. The distinction
between operators can be deter-
mined at compile time by examining
the types and number of parameters,
just as + can be used to add either
integer or real numbers in most
modern languages. Generic program
units permit the definition of a
module to be used with different data
types. The generic program unit is a
procedural template that can be
parameterized with actual types dur-
ing compilation of programs using its
capabilities.

A problem still exists if you wish to
use the stack to store heterogeneous
elements Neither compile-time solu-
tion. operator overloading or generic
program units, is sufficient. The solu-
tion is dynamic binding.

DYNAMIC BINDING

Dynamic binding is needed to make
full use of this code for stacking other
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types of data. Consider the addition
of a procedure Print, to the Stack-
Handler module that prints the con-
tents of a stack. If you use the stack
for storing integers, floating·point
numbers character strings, etc., a
traditional procedure·oriented ap-
proach dictates that you include a

case statement to check at run time
that the correct printing procedure for
an element's type is used. Fying to
print an integer with a procedure
designed to print character stnngs is
potentially disastrous. The resulting
problem is that every time you add
a new type of data to the software sys-

Listing i. Definition aMd implementation modules for the abstract data type
Stack.

DEFINITION MODULE StockHandler;

TYPE

Stock; (* Opaque type *)

StackType = INTEGER;

PROCEDURE Initic-l ize(VAR s: Stack): BOOLEAN;

PROCEDURE Push(s: Stack;
value: StackType): BOOLEAN;

PROCEDURE Pop(s: Stack;
VAR value: StookType): BOOLEAN;

PROCEDURE IsEmpty(s: Stack): BOOLEAN;

PROCEDURE IsEmpty(s: Stack): BOOLEAN;

PROCEDURE IsFull(s: Stock):BOOLEAN;

END StackHondler.

IMPLEMENTATION MODULE StackHandier;

FROM SYSTEM IMPORT TSIZE;

FROM storage IMPORT Allocate, Available;

CONST

BufferSize = 1000:

TYPE

Inde*Range = [0..BufferSize];

Sta¢kRecord =
RECORD

index: IndexRonge;
buffer: ARRAY [1.„Buf ferSize] of StockType

END;

Stack = POINTER TO StackRecord:

(* code for implementation part of Initialize,
Push, Pop, IsEmpty, and Isfull goes here *)

BEGIN (* StackHandler *)
(* No Initialization Required *)

END StackHandler

17 AUGUST 1986 •BYTE

-

 )



tem, you must modify all such case
statements and recompile-a time
consum ing and error-pron e pro-
cedure. ideally, additions should re-
quire only additions, not modifica
tions.

The object-oriented approach
pushes the responsibility for printing
elements onto the objects them-
selves, Each object is sent the exact
same message selector. Print. so that
it will print itself in the proper way.
This is known as polgmorphism, since
:the same message can elicit a dif-
ferent response depending on the
receiver. Operator overloading in Ada
does not exhibit this form of dynamic
polymorphism since the address of
the procedure invoked is fixed at com-
pile time

This model of object-oriented pro
gramming can be improved. As pre-
sented thus far, the addition of a new

type of object requires writing entirely
new procedures for common opera
tions such as Print. What's worse js
that there wil] be a great deal of
similarity between different Print
methods. requiring continual rewrites
of methods that differ sjightly or not
at all. This burden is Ukely to be so
great that programmers would avoid
the creation of new object types, sig-
nificantly reducing the practical
usefulness of object-oriented pro-
gramming systems. inheritance is a
mechanism that largely relieves pro-
grammers of this burden.

INHERITANCE

Inheritance enables programmers to
create classes and, therefore objects
that are specializations of other ob-
jects. For example. you might create
an object. Trumpet. that is a spe-
cialization of a Brasslnstrument,
which is a specialization of a Wind-
Instrument, which js a specialization
of Musicalinstrument, etc. A Trumpet
inherits behavior that is appropriate
for Brassinstruments, Windinstru-
ments, and Musicallnstruments.

Creating a specialization of an exist-
ing class is called suklassing. The new
class is a subclass of the existing class,
and the existing class is the superdass
of the new ctass. The subclass inherits
instance variables. class variables, and
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methods from its superclass. The sub
class may add instance variables class
variables, and methods that are ap
propriate to more specialized objects
In addition. a subclass may override
or provide additional behavior to
methods of a superciass. Methods are
overridden when you provide a new
method for an 0]d method's selector.

The mechanism to add new be-
havior to an existing method tends to
be languagedependent. In those ian·
guages most closely modeled after
Smalltalk, this is accomplished by
embedding a message-send to the
pseudovariable super in the new defini·
ton of a method (see the text box
Pseudovartables" on page 144). For

example suppose you have an initiali-
zation method. initialize, defined in a
superclass. H a subclass adds some in-
stance variables, x and y. that must
also be initialized to zero, then both
initialization behaviors will be ex-

hibited by the following method:

initialize
super initialize
X-y+-0

The initialization in the superclass
is performed, followed by the added
initialization behavior. Depending on
the placement of the messagesend
to super. the new behavior may
precede foljow or surround the exist
ing behavior.

Inheritance enables programmers
to create new classes of oblects by
specifying the differences between a
new class and an existing class in-
stead of starting from scratch each
time. A large amount of code can be
reused this way.

ADVANTAGES

Object-oriented languages have many
advantages over more traditional
procedure*ortented languages. Infor-
mation hiding and data abstraction in-
crease reliability and help decouple
procedural and representational spec-
ification from implementation.
Dynamic binding increases flexibility
by permitting the addition of new
classes of objects (data types) without
having to modify existing code In-
heritance coupled with dynamic bind-
ing permits code to be reused. This

i8

DATA
STRUCTURES

T he class data structure in figure Acontains information needed to
construct and use object instances. The
first and second fields indicate the
number of instance variables and their
names. respectively The names are
needed so that when methods are
compiled. the instance variable names
can be identified as referring to in-
stance variables

The third field of the class data struc
ture isa flag that indicates whether an
instance contains a variable number of
indexable instance variables Arrays are
examples of objects that may have a
variable number of instance variables,
The instance variables of an array are
accessed by indexing instead of by
names. Since arrays of different sizes
will respond to the same protocol (the
set of messages to which an object
responds}, it does not make sense to
have different classes for each array
size.

The class variable field contains

storage for variables shared by all in-
stances. Class variable names are also
stored here. Class variables can be con-

venient for storing information that
should be common to all instances of
the class. Not only does this save stor-
age, but it greatly simplifies changing
shareel information. Otherwise. all in-
stances of a class would have to·be
located to change an instance variable.

The method dictionary contains pairs
of s;electors and methods. When a meg
sage is sent to an oblect the class's
method dictionary is searched for a
method to execute.

The superclass field points to the
superclass of this class. The superclass
is another class data structure that has
ali the same fields as this class. Other
instance variables, dass variables. and
methods may be defined in the super
class.

]f during a message-send a method
is not found in the instance's immediate

class. the superclass method dictionary
is searched. If it is not found there, the
superclass's superclass method die
tionary is searched, and so on. until the
class at the root of the hierarchy (most
often called Object) is searched and
found not to have a matching selector.
In this case an error is returned.

Note that each instance contains a
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Figure A: Data structures illustrating concepts related to object-oriented programming. Arrows indicate pointers.

pointer to its class and a field in-
dicating the ]ength of the instance The
pointer to the class is needed so that

the class, and therefore an oblect's
methods. may be easily located when
the instance is sent a message Storing

length information in the instance aids
the storage manager and is useful
when dealing with indexable instances.
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has the attendant advantage of reduc-
ing overall code bulk and jncreasing
programmer productivity, since you
have to write less original code. In.
heritance enhances code "factoring"
{see references ] and 2). Code factor-
ing means that code to perform a par-
ticular task is found in only ore place,
and this eases the task of software
maintenance.

DISADVANTAGES

Object-oriented languages have a few
characteristics that are considered

disadvantages by some. The one most
often debated is the run-time cost of

the dynamic binding mechanism. A
message.send takes more time than
a straight function call. Some studies
have shown that with a well-

implemented messager this overhead
is approximately 1.75 times a stan
dard function call (see references 8
and 9). Actual differences in execution
speed between traditional languages
and their object-oriented counter-
parts, however, do not prove to be
very significant. This is most likely due
to the fact that the overhead applies
only to message-sends and that
messagesends accomplish more than
a function call. Often, some of the
work done automatically by a
message-send must be done by the
programmer anyway using code sur-
rounding function calls or even multi-
pie function calls. ]n fact. a case can
be made that in large applications the
ability to standardize and fine-tune

yntactically, pseudovariables are
treated the same as normal vark

ables. Their semantics, however, are
different since they cannot be assigned
a new value during any particular in-
vocation of a method.

Two important pseudovariables in
Smalltalk are self and super. Both self
and super refer to the object that
received the message currently being
processed. For example. it there hap-
pen to be 22 different rectangle ob-
jects currently existing and one of
them is sent the center message. then
the system wili set both the pseudo-
variables self and super to refer to
that rectangle. The difference between
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the functionality supplied with the
message-sends can make the applica-
tion run faster than a traditional

counterpart. The primary reason is
that messaging obviates much of the
variability in function setup code that
results from different programming
styles and skill levels. Messaging also
eliminates the complex code often
needed when traditional programs
have to simulate dynamic binding.

Another disadvantage often cited is
that implementation of oblect-
oriented languages is more comp]ex
than comparable procedure-oriented
languages, since the semantic gap be-
tween these languages and typical
hardware machines is greater. There-
fore more software simulation is re-

quired. Fortunately you pay the cost
of implementation only once for a
given machine.

Another potential problem is that a
programmer must learn an often ex-
tensive class library before becoming
profident in an object-oriented lan-
guage As a result. object-oriented lan-
guages are more dependent on good
documentation and development
tools such as Smalltalk-80 browsers
(see references 2 and 4).

CONCLUSION
There are other important concepts
In object-oriented programming that
I haven't covered because they either
do not fit well into the Smalltalk
model or are not central to object-
oriented programming. Two that re-

these two pseudovariables lies in the
way that the message lookup is per·
formed.

When self is sent a message. the
message lookup algorithm is identical
to the way a lookup is performed when
the message is sent externally starting
in the object's direct class.

When super is sent a message, the
lookup is performed starting in the
superclass of the class In which the
method that is currently executing is
found. Note that this is not necessari·
ly the superclass of the object's class
This pseudovariable mechanism gives
objects a controlled way of accessing
superdass methods.
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PSEUDOVARIABLES

quire at least abbreviated mention are
multiple inheritance and automatic
storage management.

Multiple inheritance allows a class to
have more than one superciass. The
potential for code sharing is greater,
but the possibility of conflicts be-
tween multiple superclasses increases
the complexity of such systems. Cer-
tam flavors of LISP get a great deal of
power by using multiple inheritance.

Automatic storage management. though
not necessary is so useful that it
almost qualifies as a fifth major ele-
ment. Automatic storage manage
ment techniques such as reference
counting and garbage collection per·
mit programmers to Ignore details
concerning the release.of an object's
storage. Applkation code becomes
cleaner. and the overall system be-
comes more reliable.

Object-oriented programming pro-
vides major advantages in the pro-
duction and maintenance of software:

shorter deve]opment times. a high
degree of code sharing (good factor-
Eng), and malleability These advan-
tages make object-oriented program-
ming an important technology for
building complex software systems
now and in the future. I
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Object Oriented Programming
Tim Rentsch

Computer Science Department
University of Southern California

Los Angeles, Cali fornia 90089-0782

Recently I had the opportuhity to read the Intel manuat introducing the iAPX 432 architecture.
The manual is an amalgam of an informal overview of the hardware, a quick tutorial review of
computer architectures in general, an introduction to the advanced concepts of the 432 in particular,
and marketing hype proclaiming the advantages of the 432 over its competition. The 432's
architecture has many interesting, unusual characteristics, and Intel is wise to introduce them in a
form which is quickly assimilable. What most caught my interest is the claim that the 432 supports
the "object oriented design methodology."

What is object oriented programming? My guess is that object oriented programming will be in
the 1980's what structured programming was in the 1970's. Everyone will be in favor of it. Every
manufacturer will promote his products as supporting it. Every manager will pay lip service to it.
Every programmer will practiceit (differently). And noonewill know just whatitis.

Surely there's a better way. I hope this paper will clarify object oriented programming by
characterizing its more important aspects. These characterizations, while not a definition per se,
should at least provide a better understanding, and ideally a commonly-held one. Thus I hope we can
avoid the deplorable and confusing situation just described.

History

The immediate ancestor of object oriented programming is the programming language Simula.
The Smalltalk programming system carried the object oriented paradigm to a smoother model.
Although other· systems have definitely shown some object oriented tendencies, the explicit
awareness of the-i€lea - including the term "object oriented" - came from the Smalltalk effort.
Furthermore, Smalltalk is still the strongest represent,ative of object oriented programming in the
sense of being the most unified under a single (objectoriented) paradigm. Commentson some related
efforts will be given in a later section. For now it is enough to note that object oriented programming
arose when Smalltalk was developed and therefore the history of Smalltalk serves as the histiory of
object oriented programming.

Smalltalk is the software half of an ambitious project known as the Dynabook. The Dynabook is a
sort of computer holy grail, with the goal of being a truly personal computer. The Dynabook
ultimately is expected to handle with equal facility any and all kinds of information management,
and to be all (computer type) things to all people. Accordingly Smalltalk has to carry quite a burden
of expressiveness and convenience.

Alan Kay is the man chiefly responsible for the vision of the Dynabook. In the iate 1960's he did
work on a preliminary version, known in that incarnation as the Flex machine. Then in the early
1970's he went to the Xerox Palo Alto Research Center and there formed the Learning Research
Group. Alan's goal was still a truly useful personal computer, with the Xerox Alto being the interim
hardware for the Dynabook, and with LRG doing Smalltalk as the software.

Smalltalk drew heavily from Flex, which in turn was an "Eulerized" version of Simula, While a
LISP influence is clearly evidenced in the deeper structure of Smalltalk, the class notion from Simula
dominated the design. The language became completely based on the notion of a class as the sole
structural unit, with instances of classes, or objects, being the concrete units which inhabit the world
of the Smalltalk system. Smalltalk did not completely give up its LISP heritage; rather that heritage
is felt more as a flavor ofthe system than as specific ideas of the programming language.

Reprinted with permission from SIGPLANNotices, Volume 17, Number 9,
September 1982, pages 51-57. Copyright © 1982 by Tim Rentsch. 21



Relationship of Smalltalk to Object Oriented Programming

More than a programming language, Smalltalk is a complete programming environment, all of
which reflects the object oriented philosophy. Object oriented programming is so much a part of
Smalltalk that it is difficult to tell where one leaves off and the other begins. While the entire
Smalltalk system is worthy of investigation in its own right, we are now concerned only with objectj
oriented programming, which is just a part of the Smalltalk system. A brief discussion will make
clear the distinction and remove confusion about which term means what.

Note: this paper is not a tutorial on the Smalltalk language. I will discuss the internals and specifics of Smalltalk
only insofar as they relate to the topic at hand. Readers unfamiliar with Smalltalk may wish to read the references
first„ although I have tried to make this unnecessary. I suggest to the confused reader that he finish reading this
paper, then consult the referencesto clear up any confusion,then (optionally) read this paper again,

Smalltalk may be thought of as comprised of four pieces, 00., a programming language kernel, a
programming paradigm, a programming system, and a user interface model. These pieces are fuzzily
defined and not explicit within the actual Smalltalk system. They are basically hierarchical, though
there is overlap and some convolution. Thus the user interface is built on the programming system,
which is built following the programming paradigm and using the programming language kernel.

The programming language kernel is the syntax and semantics as determined by the Smal Italk
compiler. The programming paradigm is the style of use of the kernel, a sort of world view or
"meaning" attached to the entities in the kernel. The programming system is the set of system objects
and classes that provides the framework fur exercising the programming paradigm and language
kernel, thethings necessary to make programming possible and convenient. The user interface model
is the use and usage of the systems building materials in order to present the system to the user - in
other words, the given user interface plus the user interface "flavor." The combination of these four
pieces is the Smalltalk system.

Although I have represented the pieces as separate and independent they are not,really- In fact theyare inseparable
and very interdependent. Not only could each piece itself not exist in a vacuum, the design for each piece influenced
the design for all the other pieces. i.e., each design could not exist in a vacuum. A nlore faithful representation would
be as interrelated aspects of the Smalltalk system. Following the note, however, I shall continue t,o consider them as
pieces" rather than "aspects."

Using this view of the Smalltalk world, imagine a line drawn within the programming system
piece such that the objects and classes relating to the user interface model are on one side and the
objects and classes relating to the programming paradigm and language kernel are on the other. We
now find Smalltalk divided naturally into two parts: a user interface part, and another part. This
other part is the object oriented programming aspect of Smalltalk. With the understanding that by
r'Smalltalk" I mean only as much of Smalltalk as is below the line of the user interface part, I shall
henceforth use the terms "Smalltalk" and "object oriented programming" interchangeably.

Characterizing Object Oriented Systems

Object oriented programming is not programming using a Simula-like class concept, just as
structured programming is not GOTO-less programming. Most of the definitions of structured
programming fail to impart any real understanding of the term. We can do better by characterizing
object oriented programming rather than giving a formal definition.

No explanation of object oriented programming could get off the ground without a discussion of
objects. In characterizing such systems we are interested not in what an object is but in how an object
appears. In what follows an object is always viewed from outside (the characterization of objects), not
from inside (what objects ' ' are").

It is no accident that in explaining object oriented programming objects are viewed from outside,
The shift of viewpoint from inside to outside is itself an essential part of object oriented programming.
In my experience this shift occurs as a quantum leap, the "ahal" that accompanies a flash of insight.
In spite of this, I am convinced that the view from outside is the natural one - only my years of
training and experience as a programmer conditioned me to "normally" view objects from inside.
Probably due to the influence offormal mathematics, programmatic behavior was originally thought
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of as extrinsic. For understanding complex systems, however, intrinsic behavior provides a better
metaphor, because people think that way (for example, children learn Smalltalk very quickly.) As
Dijkstra cautions, we must be careful not to think something is convenient just because it is
conventional. The first principle of object oriented programming might be called intelligence
encapsulation: view objects from outside to provide a natural metaphor of intrinsic behavior.

Objects

The Smalltalk world is populated by items seen uniformly to be "objects." These "objects" are the
sole inhabitants of an otherwise empty universe. This is not just a trick of nomenclature; the items
are uniform in a number of ways, that uniformity producing the items' "objectivity.- In what ways
are objects uniform?

Objects are uniform in that all items are objects. An item found floating in the void ofSmallialk's
universe is certain to be an amorphous blob. The blob has the proper·ties of objectness. inherent
process:ing ability, message communication, and uniformity of appearance, status, and reference. The
item being amorphous means that no other properties are evident. The objeet may possess properties
outside objectness. but these are made available by the whim of the object - any such properties are
not visible to an outside observer.

Objects are uniform in that all objects are equally objectlike. What this means is that all objects
communicate using the same metaphor, namely message passing. Objects send messages to
communicate with objects. (Message sending is discussed later in the paper.)

Objects are uniform in that no object is given any particular status. Thus, "primitive" objects,
such as integers, are objects just like any other. Also, system"objects, suchas class Class, are objects
just like any other, Finally, user defined objects are objects just like any other. There are no -second
class citizens."

Not only are objects themselves uniform, the means of referring to objects is uniform. An object is
always dealt with as a whole, by using its (system internal) name; a given name may name any
object, since all objects have the same kind of names. It follows that there is no way of opening up an
object and looking at its insidesy or updating (smashing") its state. What is more important is that
the concept of opening up an object does not exist in the language. (This is like trying to imagine that
something is true that can't be thought of in the first place.)

Ofcourse it is possible for the object itself to act as if it could be opened up. With suitable methods
an object can choose to provide behavior that duplicates, say, a Pascal record. Pascal records can
certainly have their insides looked at, or their state updated (or smashed). The distinction is that the
object itself has chosen to provide this behavior - it is riot part of the language. Furthermore, most
objects do not normally provide such behavior. In a true object oriented system, this is as true of the
system philosophy as of the actual mechanisms,

Processing,Communication,and Message Sending

For a processing system to be a useful one, processing activity must take place. In Smalltalk, the
processing activity takes place inside objects. An object, far from being inert matter, is an active,
alive, intelligent entity, and is responsible for providing its own computational behavior. Thus
processing capability is not only inside the object, it is everpresent within and inseparable from the
object.

The other property essential to a programming system is communication. An object in process
may at times be entirely self sufficient, but when it is not it must have some way of interacting with
objects outside of itself. Also, the user wants processing done to bring about his wishes. Both of these
are needs of communication, and both are served by the mechanism of message passing.

Objects process and send messages to effect the user's desires as well as their own„ A user asks an
object to carry out some processing activity by sending to the object a message. The object may in turn
ask other objects for information, or for some computational work to be done, by sending them
messages, and so on.

Message sending serves as the uniform metaphor for communication in the same way that objects
serve as the uniform metaphor for processing capability and synthesis. This uniformity is an
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importantpart of Smalltalk. In what ways is message sending uniform?
Message sending is uniform in that all processing is accomplished by message sending. The same

mechanism serves to do addition, compute arctanh, request the most complicated file service
operation, or provide whatever behavior is available from a user defined object. No other mechanism
- such as "operating on data" - is available.

Message sending is uniform in that one message is just like another. By this I do not mean that
all messages are identical, or that all messages have the same format, but that messages are sent the
same way irrespective of the recipient. An example should clarify this: the message "+ "to an
integer, denoting addition, is sent the same way as the message  + " to a dictionary, (possibly)
denoting adding an entry.

The distinction between communicating and accomplishing processing is a fine one in Smalltalk.
Objects reae:t to messages sent to accomplish processing by sending messages to accomplish
processing. The buck has to stop somewhere (and indeed it does), but it seems as if it could be passed
on indefinitely. A corollary of messages all being sent the same way is that each ob.ject potentially
can respond to any message by sending other messages in turn. The principle as it, applies to object
oriented programming is: any object can accomplish processing requested by any message by
directing message flow to other objects.

Messages

As the sending of a message is the only way of communicating, the message itself must be the
information to be communicated. Conceptually a message is the text of the message-request.
Additionally a message may be parameterized by sending along with the text one or more object
names. The object name parameters are part of the language of discourse and are different from the
text in that the text is constant whereas the parameters may vary. An object responds to a message
with a reply, which is an object name.

A message serves to initiate processing and request information. The text of the message informs
the object what is requested. The parameters supply any additional necessary information or
computational ability. The reply confirms activity completed and returns the information requested.

There is a subtle but important distinction between a conventional procedure call, which denotes
an action, and sending a message, which makes a request. In a typical procedural programming
language it is hard to give up the notion that the caller of a procedure is somehow -in control." The
caller and callee share a language, a set of procedural interfaces, by which the caller directs the callee
to perform actions. In Smalltalk, on the other hand, a message is a request of what the sender wants
with no hint or concern as to what the receiver should do to accomodate the sender's wishes. The
sender, presuming all objects to be quite intelligent. trusts the receiver to do "the right thing" without
worrying about exactly what the right thing is. Thus assured, the sender relinquishes control
philosophically as well as actually, so that the interpretation of the message is left entirely up to its
recipient. This notion, a sort of call by desire, is central to the object oriented philosophy.

Sharing

In order to meet the goals of the Dynabook project, Smalltalk must do more than provide
computational activity in situ. A successful personal computer system will be understandable,
usable, modifiable, and adaptable. Allofthese requirements can be met by a facility for sharing.

Sharing allows understanding because it is a good match to the way people think. For example,
the earth and a basketball are different, yet each has the property round. There isn't one "round"

that belongs to the earth and another that belongs to the basketball: the common attribute round is
shared. People model the universe by collecting together archetypal attributes and allowing them to
be shared by the things to which they are common.

Sharing makes for a usable system by facilitating factoring, the property of one thing being in
only one place. Successful factoring produces brevity, clarity, modularity, concinnity, and
synchronicity, which in turn provide manageability in complex systems. In a project as ambitious as
the Dynabook, manageability is essential to usability.

Sharing increases the ease of making modifications. This may sound paradoxical, since changing

24



shared parts increases the chanee of producing unforeseen consequences- The paradox disappears on
realizing that sharing is not a binary decision but a spectrum from totally shared to totally
individual. One can choose an appropriate place for a modification by moving around in the sharing
spectrum, whereupon consequently the level of detail is neither too great nor too trivial. To put this
another way, you can concentrate on what must be changed, not what must be left alone. This is
made possible by an explicit framework providing a spectrum of sharing.

Sharing provides for adaptation by being variable along another dimension, the dimension of
individuality. What this means is that attributes can be shared by a group while allowing for
individuals within the group to reinterpret some "shared" behavior as it applies to the individuals
themselves. The previous sharing spectrum varies as to which objects share which collections of
attributes; the dimension of individuality determines to what extent individuals within a given
collection actually share the "common" attributes. The result of allowing individual variability is
that, given something close to what you want, it is easy to produce exactly what you want by
overriding shared behavior with individual behavior - to adapt. This situation of "I want something
justlikethat, except ..." invariably arises in real use. Adaptation is supported by sharing in thisform
and is referred to as differentialprogramming.

Smalltalk meets the goals of sharing by providing a framework of classing, subclassing, and
superclassing, collectively referred to as inheritance. In relation to object oriented programming
what is important is not the mechanism of classing and sub-superclassing but the provision for the
merits of sharing. Inheritance is also an excellent paradigm - probably any particular framework
would be ·-· for elucidation, providing as it does a sort of road map for the system universe. The
conclusion: object oriented systems provide an explicit framework for sharing so as to accrue the
attendant advantages.

Notes on Related Systems

Smalltalk remains the model object oriented system: But no programming language is an island,
and a mention of other systems is clearly called for. Following is a capsule summary of relevant
systems. The point here is to view the work as it relates to object oriented programming, not to
appraise the merits ofthe various systems.

A group of installations with Burroughs B220's used a clever scheme to insure portability of files
from one installation to another, in order to get around the difficult;y of not having operating systems.
A file was arranged as a trans fur vector with relative pointers, followed by actual 8220 code,followed
by data. Although the code and representation of data varied from installation to installation, the
desired effect could be obtained by reading the file into a standard memory location and branching
indirectly through the appropriate location in the transfer vector. This idea was later carried over
into the operating system of the B5000. Indeed, the entire architectural concept of the 85000 pointed
in this direction, offering the first hardware implementation of what are now known as capabilities.
Unfortunately, the B5000 is almost legendary for being ahead of its time, unappreciated, and
misunderstood, and so the impact of the earliest object oriented ideas was hardly felt.

The -Sketchpad system of the early 1960's is an object oriented system that apparently was
programmed using an object oriented style. But Sketchpad is a graphical interaction system, not a
programming system. While Sketchpad was one of the earliest object oriented systems, its
application to programming systems was not widely appreciated, perhaps because the object oriented
philosophy was not explicit enough.

The programming language Simula is an ALGOL based simulation language which first
introduced the class concept. Simula certainly can be used with a style which is highly object
oriented. But old ideas die hard, and Simula's extensions over ALGOL were used in support of
simulation features with traditional ALGOL style programming taking up the Black. In practice,
Simula falls short of realizing object oriented programming for several reasons, One, primitive data
types, system data types, and user data types do not all have equal status, Two, the extensions to
ALGOL, while including the class concept, also included many features" such as INSPECT and IN,
which are contrary to the object oriented philosophy. Three, the object oriented metaphor has not

-
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really caught on in the Simula community, due to the roots of the language in ALGOL. Four, the
typing mechanism in Simula often makes it difficult to realize the free-spiritedness ofobject oriented
programming. If Sketchpad is an object oriented system without the language, Simula is an object
oriented language which is rarely used in an object oriented fashion.

The LISP-AI notion of frames captures well the idea that behavior rides along with the thing
whose behavior is being described. Also, the resemblance of the common/default mechanism of
frames to the inheritance mechanism of Smalltalk is striking. I think of frames as an object oriented
extension to LISP. Similar to Simula, however, the problem with frames is that the LISP notion very
strongly remains, so that the inclination towards the object oriented philosophy is not nearly so
strong, nor as clearly defined, as in a completely object oriented system.

The programming language Alphard is related but still in a rather uncertain state. After more
use the character of Alphard will be clearer, but generally speaking Alphard centers on abstraction,
which is roughly evenly divided between data encapsulation and abstract data types. If anything
Alphard leans to the abstract data types side, though not so far as, for example, algebraic axiomatic
specification. One clear oversight is that Alphard does not use inheritance in any strong fashion.

The programming language ADA, though still in the implementation stages, is clearly centered
and focused on data encapsulation. The sense of operating on data is very strong in ADA, from syntax
to operator overloading to separation of types from modules. Generic procedures capture some, but
not nearly all, of the polymorphism inherent in object oriented programming, and ADA's facility for
inheritance is weak at best. ADA has followed traditional (i.e., ALGOL style) language design
principles so that the issues of implementation and usage would be clear at the outset ADA is one of
the few languages that was designed with extensive, specific requirements definitely given a priori,

none of these requirements mentions object oriented programming.
The programming language CLU makes a serious effort in the object oriented direction. The

sense of unification of reference mode is very strong in CLU, narrowing the distinction between
different object categories. CLU falls a little short on the syntax side, which is stUl a conventional
functional (i.e., data oriented) format. Also, the typing mechanism of CLU doesn't give a sense of
freedom to the "receiver" of a message, since the particular response mechanism is specified by the
type, which is known and explicit in the source at the call site. This restriction shifts the sense of
control from the receiver (object oriented) to the sender (data oriented). Furthermore, C LU resembles
AIphard and ADA in lacking a good inheritance mechanism. As with Alphard, CLU tries to balance
abstract data types with data encapsulation by centering on abstraction, but CLU leans to the data
encapsulation side more than Alphard does. Even so, CLU remains as the strongest traditional"
contender for supporting object oriented programming.

Conclusions

It is usual to understand new ideas in terms of familiar ones. Object oriented programming might
be (and probably already has been) likened to abstract data types, data encapsulation, information
hiding, and modularization- This may be more palatable to some audiences, but it ducks the issue.
These comparisons neither do justice to, nor capture the essence of, the object oriented methodology.
To quote Alan Kay:

"Though Smalltalk's structure allows the techniques now known as data abstraction
to be easily (and more generally) employed, the entire thrust of its design has been to
supercede the concept of data and procedures entirely; to replace these with the more
generally useful notions of activity, communication, and inheritance."

Object oriented programming holds great promises but is not yet widely understood. In spite of
object oriented programming just now becoming popular, the term of its use is already in danger of
being overworked and misunderstood. My goal has been to argue for an understanding of object
oriented programming, not just a dogmatic definition. Let us hope that we have learned our lesson
from structured programming and find out what the term means before we start using it.
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SOFTWAREACs
BY LAMAR LEDBETTER AND BRAD COX

A plan for building
reusable software components

THE SOFTWARE WORLD has run
headlong into the Software Crisis-
ambitious software projects are hard
to manage too expensive. of media.
cre quality and hard to schedule
reliably Moreover, all too often, soft-
ware delivers a solution that doesn't
meet the customers' needs. After
delivery, if not before, changing re-
qulrements mean that systems must
be modified.

We must build systems in a radical-
ly different way if we are going to
satisfy tomorrow's quantity and quali-
ty demands. We must learn to build
systems that can withstand change.

Some system developers are al-
ready building software much faster
and of better quality than last year.
Not only that. the systems are much
more tolerant of change than ever
before, as a result of an old tech-
nology called message/object pro
gramming. This technology, made
commercially viable because of the
cost/performance trends in hardware,
holds the key to a long-awaited
dream-software reusability A new in-
dustry is developing to support the
design. development. distribution,
and support of reusable Software-]Cs
{integrated circuits). A forthcoming

series in UNIX/World will address mes-

sage/object programming

MESSAGE/OBJECT PROGRAMMING
AND SOFTWAREACS
In this article well look at the con-
cepts of message/object programming
and how they support the building of
Software4Cs," as we call them, by
satisfying the requirements for re-
usability

A Software-IC is a reusable software
component. It is a software packag-
ing concept that combines aspects of
subroutine libraries and UNIX filter
programs. A SoftwaredC is a standard
binary file produced by compiling a
C program generated by Oblective-C

The notion of objects that communi-

cate by messages is the foundation of
message/object programming and
fundamental to Software-]Cs. An ob
ject includes data. a collection of pro-
cedures (methods) that can access that
data directly, and a selection mecha-
nism whereby a message is transjated
into a call to one of these procedures.
You can request objects to do things
by sending them a message,

Sending a message to an object is
exactly like calling a function to
operate on a data structure with one
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crucial difference Function calls
specify not wfiat should be acorn-
plished but how. The function name
identifies specific code to be ex-
ecuted. Messages. by contrast, specify
what you want an object to do and
leave it up to the object to decide
how

REQUIREMENTS FOR REUSABIUTY
Only a few years ago hardware de-
signers built hardware much as we
build software today They assembled
custom circuits from Individual elec-
trical components (transistors. re
sistors, capacitors. and so on), lust as
we build functions out of low-level
components of programming lan-
guages {assignment Statements. con-
ditional statements function calls. and
so on). Massive reusability of hard-
ware designs wasn't possible until a
packaging technology evolved that
could make the hardware environ-

ment of a chip {the circuit board and
adjoining electrical components) rela-
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und Brad Cox E vice president of Productiv*
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JTUNE 1985 •BYTE



tively independeht of the detailed
workings of that chip. The IC quickly
developed to the point that multiple
chip vendors now vie to sell their
hardware design effor't in a market for
reusable hardware designs.

One concept that stands out in
hardware systems is that many of the
components perform unique services.
Services are provided upon request,
and the requester need not be con-
cerned with the internal methods or

data used, only the result. The equiv*
alent software concept. encapsulation. is
fundamental to success iii software

reusability Encapsulation defines a
data structure and a group of pro.
cedures for accessing it. Users access
the data structure only through a set

MAILBOX DEVELOPER'S
RESPONSIBILITY

122] theMailbox

EXPENSE -11- -

5 --- -

Mailbox Implementation =23

selectnemForReoding zz

/* gelect ner */

switch (mlem)-1
cose MEMO; -
cose EXPENSE:

MEMO

SOFTWARE-ICs

of carefully documented, controlled,
and standardjzed interfaces.

The concept of messaging is also
prevalent in the hardware world. It is
through messaging that the loose
coupling of components is achieved
and the division of responsibility be·
tween the user and the supplier is
defined and enforced.

The hardware industry has also
achieved a high degree of reusability
through the development of stan-
dards. There are standards for inter
connection, power. and processing.
for example. In contrast, in the soft.
ware world standards for the syntax
and semantics of only a few lan-
guages have been defined and
adhered to across a range of hard-

FORMS DEVELOPER'S
RESPONSIBILITY

CONTENTS

( displayMemo 7

£ Subroutine 
 EXPENSE TYPE -r-

L

CONTENTS

displayExpense
Subroutine

/' MEMO TYPE

ware. There have also been many un-
successful attempts to define stan·
dards for the implementation of soft-
ware algorithms and applications
{such as GOTONess programmjng, no
global data. loose coupling, tight
binding, and data hiding. among
others). Stressing strict static "type
checking" as a standard helps solve
the problems of jntegration and de-
bugging but does not change the
basic operator/operand concept em-
bodied in most languages: it only
moves it to. a higher level of abstrac
tion, To reuse modules developed
using the operator/operand concept,
you have to hope that the output of
one module is compatible with the
type" of the input of the receiver,

redefine the type of the operands jn
either the receiver or sender. or trans-
form the operands. Because of the
complexity there has been little proe-
ress in the definition of standards for
reusability in the operator/operand
model. In contrast useful standards
for reusability are in use or being
developed in organizations that have
embraced the message/object para-
die.

In the hardware world. the functions
of standard components are weil de-
fined and identifiable. Given a knowl-
edge of the functions available and a
high level of standardization. hard-
ware designers routinely integrate re-
usable hardware components into
new systems. Standard functions are
easy to identify because they map
into the real-worid model of hardware
systems. In the software world. the
definition of standard. identifiable
functions Is still a dream, even with
our 'standard" utility libraries. If soft·
ware reusability is to become a reali-
ty, languages must support a more
direct mapping from the model of the
real-world functions to the implemen-
tation

Figure 1 - Mailbox USING the operator/operand model. The Mailbox developer
must specify how to display the form by checking the form type and caing the
correct subroutine As a result, every form t#pe must be enumerated and the
implementation changed as form types are added or deleted.

Hardware components are deliv-
ered in an unmodifiable form. That
means that standard functions are

proteded. if SoftwareACs are to
become a reality the languages and
standards must support the delivery
of components that operate as adver-
tised and are immune to modification
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by the system builder. If the system
builder wants different functions, he
must go back to a Software-]C "foun-
dry" for a new component.

Reusability can have several mean-
ings in both the hardware and soft-
ware worlds. A hardware designer
would never think (as we do in soft-
ware) of starting the design of a
modification with a blank piece of
paper or by looking at the design of
all of the connecting components. A
designer also doesn't worry about
needing to modify the interfaces or
components not affected by the
change. Modified components "in-
herit" most of the previous implemen-
tation and contain only the changes
necessary to provide the required
new behavior. The inheritance of

alleady-working methods by a new
Software-IC has tremendous produc-
tivity implications.

WHY DXDN'T SOFTWARDICS
EXIST BEFORE?
One of the main reasons SoftwareCs
didn'texist before is that the cost per-
formance of hardware did not support
the requirement that computer cycles
must be used ("wasted' 1 to enhance
software reusability The cycles were
too expensive, and performance op-
timization was necessarily a primary
goal. Strict implementations such as
Smalltalk-80 consume orders of
magnitude in performance. Less rev-
olutionary implementations of the
message/obiect paradigm, such as
Objective-C. while paying some per-
formance price are viable for com-
mercial systems and are in use today
in companies building major software
systems,

Most of us have been taught to
think within the conceptual framework
of operators and operands. That
framework has led many to conclude
that the complexity involved in re-
using a software component far ex-
ceeds the possible benefits.

in order for Software-]Cs to work.

the manner in which systems evolve
has to be fundamentally different. The
concept of Inheritance. discussed in
detail later, is that fundamental dif-
ference The concept of Software-]Cs

SOFTWARDICS

Encapsulation
is fundamental
to success

in software reusability.
also demands a level of standardiza-
tion in system implementation that
has not been feasible until recently
Finally the market for SoftwaredCs is
a recent reality created by the recog
nition that what [ call the Software

Crisis can be solved only by fun-
damental charges in the way we build
systems. It is no longer competitively
viable to Ignore the products of pre-
vious development efforts if there is
any way to reuse or reapply those
products.

OBJECTS. MESSAGES, AND
ENCAPSULATION
The distinction between specifying
what should be done as opposed to
how it should be done is subtle and
often misunderstood. It is. however. a
crucial ore because as has been
demonstrated in the hardware world,
it is central to reusability

By way of example imagine a pro-
grammer building an electronic mail
box in an electronic office system, and
focus on the mailbox developefs role
as a user of services provided by his
supplier, the developer of the forms
being mailed. The mailbox developer
must provide a way to implement the
intention to display the selected item.
H he does this using the conventional
operator/operand model and specify-
ing how not what, as depicted in
figure L the code given in listing la
results.

Notice the separation of responsk
bilities. Because the mailbox devel-
oper is responsible for deciding how
to implement the function that is
called selectltemForReading, the
code must enumerate every data ty:pe
the forms developers might provide.
This results in code that is inherently
nonreusable: the case labeis explicitly
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state that this mailbox is useless

exce pt for memo a nd ex pen se
contents,

Now notice what happens in the re-
written code (listing lb) using mes·
sages and objects as depicted in
figure 2. The message expression,
item display. commands the object.
item. to display itself. thus specifying
only what the obiect is to do. How the
object is to do it Is decided by the
forms developers so the mailbox
code becomes Independent of its
contents.

The technical term for this is dYnamic
binding. Dynamic binding and encap-
sulation are at the root of the re-
usability provided by this variety of
message/object programming

Some modern programming lan.
guages (Ada, Modula-2. and CLU. for
example) provide a different form of
encapsulation by binding statically at
compile time. While this certainly is
an improvement over traditional lan-
guages like C and Pascal, it provides
no new help in solving the reusabili-
ty problem. The mailbox example
coded in any of these languages
would still need the switch statement.

The notion of a Software-IC, in
which reusable code is built and

tested by a supplier and then
delivered to consumers in binary
form. is not possible without dynamic
binding.

USING SOFTWARE>ICS
We will demonstrate the use of Soft-

ware-ICs by building a simple pro·
gram that counts the unique words in
a file. For the sake of comparison. we
will discuss two different solutions
based on reuse of existing software
and then turn our attention to the
Software-IC solution.

The subroutine-library solution
would reuse library functions for
managing files. printing results. and
comparing strings. Custom software
would be required for the word
parser. hash function, hash tableto]-
lision handling, counting words in the
hash table and printing the formatted
results Much of the significant new
development and debugging effort
concerns algorithms that have been
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U*Mg 1. Operator/operand versus message/object impleme;ltations. List#105 la
and 1 b are, respectively, examples of portions of code that create an electronic
Mailbox Using comventional (opemtor/operand) aMd message/object modek
Comparing the two illustrates the difference between the Mailbox developer
spedfuing -how J versus "what.

(la)

sdectitemforReading(theMailbox) {

/* Select an itern in theMailbox and i , '/

/' check the item type flag N
switch¢tem->type)

/• Now call the appropriate display subroutine */
(

case M EMO displayMemo(Item) i break
case EXPENSE: displayExpense¢tem), break.

default error(-unknown contents"); break,
}

1

(lb}

selectltemForReading(theMailbox) {

M Select an item in theMailbox and... 7
[item display}. r Send item a message to display itself V

}

Listing 2: Using So#war€-ICs. This message/object program couRS the unique
words in a file using preexisting Software-]Cs from the Objective-C library: Set
and String.

// Reads words frorn stdin and counts unique ones main{ ) {
extern id String. Set; // Specify object (instance) factory ids
id uniqueWords, currentWord, U Local object (i nstance) ids
char but[MAXBUF], U Word buffer

uniqueWords = [Set newl; //Create a new empty set instance
while (nextWord(buf) m = EOF> { // forEachWord

currentWord = [String str:bull; U Create a string instance for each word
[uniqueWords filter:current\Nord],// Store unique ones In Set

}
printf¢'The number of unique words is 0/od \ n : [uniqueWords size]):

1
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implemented in many previous appli-
cations. Once working, however. the
implementation should be fairly
efficient

A UNIX·style solution would consist
of small 'tools" connected by pipes.
The ofkheshelf utilities that could be
reused include tr (translate charac-
ters), sort (sorting urtlity), and wc
{word-count utility). The programmer
would have to custom-build a script
for assembling the utilities. This par-
ticular problem requires a good work-
ing knowledge of applicable UNIX
utilities but no custom software. The
implementation would be noticeably
slower than both the subroutine
library and Software-]C solutions.

The Software[C solution involves

assembling two prefabricated
Software-]Cs from a library of com-
ponents A String is used to hold
words, and a Set can be used to hold
the unique words. Both are standard
components in the library released
with Objective-C. The performance of
the Software-[C solution would not be
as good as the first solution. but it
would certainly be acceptable and
could be optimized by tuning. The full
text for this solution. except for the
small function nextWord(). which
parses words from the input stream,
is presented in listing 2.

The two external symbols Set and
String identify a pair of factory objects
whose function is to produce in-
stances of their classes {Software-ICs}
Each class defines behaviors and

dedaresdata forta} its factory object
and (b) its i nstances, The two local
symbols uniqueWords and current·
Word identify instances. which will be
manufactured by Set and String at run
time.

The notion of a

So#ware-1 C is Mot

possible without
dgnamic binding.

-

--



In this example String responds to
a str: message by allocating enough
space to hold the characters in the
message argument buf. The next
statement commands the set unique-
Words to perform the filter: function
on currentWord.

How are reusable sets possible,
since they must work properly with
many differentkinds of contents? For
example the same Set code may
need to compare strings, points, sym-
bols, and so on, often within the same
application. The answer is that
dynamic binding allows the Set to
legitimately consider equality testing.
for example, none of its business. In-
stead, jt pushes that decision back
onto its contents. When it needs to

test the equality of two items. it mere-
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ly commands one of them to report
whether it isEqual: to the other.

CLASSES, METHODS, AND
INHERITANCE
So far we have focused primarily on
encapsulation. This technology
should be thought of as an aid to
using the services in a system. It also
provides some advantages for the
suppliers {builders) of message/object
systems as well. Consider the lot fae
ing the builders of three familiar corn·
ponents of an office-automation sys-
tem: Mallbox, Envelope and File
Folder.

At one level a Mailbox is very dif-
ferent from a FileFolder but they are
similar in that they are kinds of con-
tainers. Each will have some amount

**RKS EDEVELOPER*
%#25*0Nstat!„j¥Y

=Z

of code involved in managing collec-
tions of other objects.

Inheritance allows containment
code to be built stockpiled and
thereafter reused as often as needed.
This is done by building a class
named Container. whose methods

support the operations we expect of
containers: adding elements remov-
ing them. expanding and shrinking
their internal capacity as needed.
Thereafter, specialized container
classes like Mailbox. Envelope. and
FileFolder are built by describing only
how each subclass differs. They may
differ by having additional private
data fields or by having additional (or
modified) behaviors. Figure 3 depicts
a typical inheritance hierarchy.

To design a new capability. the pro·
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jINHERifS FROMi

iMEMot di 23{82*447';3392%2 gONTA#NER»4** ¢.METACE**f
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Figure 2: Mailbox using the message/object model. The M,flbox message to displag itself. As a resut. form tupes can ke added
developer sped#es what the form should do b, sending it a or deleted without changing the Matfbox implementation.
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Figure 3: Inheritance. New speciatized classes can be, and
almost alwals are. defined b, infieriting the data and behaviors
of oider generic classes then specifying only how the new ones
differ. Figure 3a shows how the classes Contairier. Filefolder, apid
Mailbox are created.· 36 explaiMS the notation used. Note that,

for geample, the definition of Container includes ottly definitions
for methods B and D. it inherits defi'nitions for methods A and
C front Arrag: these definitions do not need to be explicitly
specified 80 the programmer, nor do thel take ang room in the
definition Of CORMiner.
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OBJECT 
COLLECTION FORM ARRAY

EXPENSE ENVELOPE CONTAINER

/ 1
DICTIONARY 4 >'BAG MAILBOX FILEFOLDER

,ww.*

Figure 4: Opportunities to reuse work emerge. As the design proceeds,
similarities to previously developed Software ICs become apparent. and a large
degree of reuse resulti

Declarations. Point.m

==Point:Object (Geometry. Primitive){
short *Loc, yloci

}
+ x.(int)xy'(Intly
+ fromUser

-(int)x

120000  5 ·· 8 C

10©000 - j r )-:Itj-1, j< OOBJ-C

a 80000 r
8
 60:000 -

2 4000   '<

===2:1

3-D GRAPHICS» u »SAO  «toSPREADSHEET
CUSTOMER EXPERIENCES

Figure 5: Productivity experiences. Actual decreases in lines of code experienced
4 PP] customers using Objective-C in three different application areas.
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The manner in which
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sustems evolve has
to be fundamentally

di#erent.

grammer's thoughts turn immediately
to "What do I already have that is
most li ke the thing 1 need ?" (see figure
4). For example. to develop an Enve·
]ope the programmer focuses on
describing how Envelopes should dif-
fer from Containers. Envelopes differ
from Containers by for example hav-
Ing additional data variables such as
returnAddress, targetAddress. and
stamp. Envelopes also differ by ex·
hibiting additional behaviors (or
methods). for example maillo:,open.
and discard. Note that no methods

need be defined for adding and re-
moving contents from envelopes
because they and the data variables
that support them. are acquired auto-
matically or inherited, from Container.

FileFolders and Madboxes wil] have
their own distinctive implementations.
However, only their differences from
a Container need to be designed,
coded, tested. documented. deliv-

ered. and maintained. Their contain
ment abilities were developed once
and thereafter reused. Containment is

defined consistently systemwide. You
add a letter to a Mailbox in precisely
the same manner as you add a letter
to a Filefolder

SYSTEM BUILDING WITH
SOFTWARE-ICS
System requirements normally model
data. data flow. and actions on data.
in traditional system building. the sys
tem requirements must then be
mapped into the operator/operand
model in order to optimize the imple-
mentation on a computer. Message/
object programming allows a more
direct representation of the real-world
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HANDLES ANY "#DEFINE"
AND "#INCLUDE" DIRECTIVES
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TRANSLATES MESSAGE

EXPRESSIONS AND CLASS
HIERARCHY INTO C FUNCTION

CALLS ANDDATA STRUCTURES

Message/object

programming allows a
more direct

representation of the
real-world model in

the code.

model in the code. The result is that
the normal radical transformation

from system requirements (defined in
users' terms) to system specifications
(defined in computer terms) is great-
Iy reduced,

Software-[Cs directly support the
concept of rapid prototyping {or, in
hardware terms. breadboarding). The
ability to demonstrate a subset of a
system's final functionality (particular-
ly the human interface) ina rapid pro-
totype helps ensure that the system
built is the system needed.

No matter how well the delivered

system satisfies the requirements,
people usually have an immediate
desire to change/evolve the system.
Fortunately. as we have seen, it is
possible to build changeable systems.

System builders using Oblective-C
employ a combination of aids to
enhance the reusability of their Soft-
ware-[Cs. The standard libraries, for
example are documented using a
catalog composed of Software-1C
specification sheets. Table 1 sum-
marizes the specification sheet for a
Software-IC called Point.

PARSING AND STANDARD C COMPILER
CODE GENERATION

Figure A: Objective-C-a Superset of the C language. Objective-C B actually a
fl@rid language whose message/object suntax is changed to standard C @Intax bu
the Objective-C compiler.
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CONCLUSIONS

The tools ex ist today in the software
wor]d to build Software-ICE They are
in use jn a number of major com-
panies and have demonstrated (see
figure 51 code bulk reductions of be-
tween 2.5-1 and 5-1

As the use of Software[Cs spreads.
productivity in the software world
should improve much as hardware ICs
improved productivity in the hard-
ware world. The use of Software-]Cs
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Table I: Software-IC specibcation sheets This is a condensed version of the
specification sheet for the Point Software-IC. The complete version contains 21
methods (versus the 9 shownl

Point

Instance variables { short xLoc yLoc }

Mhents· Object
inherited by.
Referenced by Point Rectangle
Refers to Geometry Point Primitive _Object_Object_csav mig fprintf Imul sqrt

Discussion

Points are vectors (1.e, coordinates) on a two-dimensional plane When displayed on
a graphics terminal. the origin is at the top left, the horizontal axis increases to the
right

Instance Variables

*Loc A shot integer specifying the vallie for the horizontal axis (eg column)
xLoc A short integer specifying the value for the vertical axis (eg., row)

Instance Creation

+ x:(int)xy=(int) y
Replies a new point at coordinates (x@y)

+fromUser

Prompts the user to specify the coordinates tor a new point The default
implementation is

Instance Variable Access

Unless otherwise specified thes& methods reply to tne receiver
-(int)x Replies [he x-coordinate of the receiver
-(int}y Replies the y coordinate of the receiver
-X:Ort)xy:(int)y

Sets the coordinates of the receiver to (x@y)

Conditionals

In the following. words like "isAbove" or Vs[_eft" are with respect to a screen oriented
point of reference. not the numerical magnitudes of the coordinates For example.
the point (0,0) is above and to the left of all other positive coordinates.
-(BOOL),sBelow:aPoint

Replies YES of receiver is below aPoint

Equality Testing
-(int)hash

Repies *Loc - yloc
- (BOOL)isEqual:aPoint

The receiver and someObect are equal d and only d they are both points and
have equal coordinates

Printing
-printOn:(IOD)an IOD

Prints the receiver as fprintf(anIOD.")O/od@O/od)", *Loc. yloc)

(continued,
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also will promote the evolution of op-
timized system-building methodolo
gies and tools. just as semiconductor
foundries produce both standard and
custom [Cs. Software-IC foundries will
do exactly the same in the software
industry. 1
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Chapter 2: Smalltalk: An Object=Based Language

Object-oriented programming is partly a point of view. It
is possible to some extent in any language. Some languages
assist the user in maintaining the object-oriented point of
view, and others do not. In this sense, object"oriented
programming is siinitar to structured programming. It is a
way of organizing programming tasks and can be accom-
plished in any language, but it is greatly facilitated by a sup-
portive language.

Smalltalk is the most objectsupportive language and is,
in fact, totally grounded in the object philosophy.

Objects in an object·based language are like paragraphs
m prose or theorems in mathematics: they are the basic
higher-level structuring device from which the whole is con-
structed.

The first paper, -Microelectronics and the Personal Com-
puter," by Alan C. Kay, pertains to the origins of Smalltalk.
In fact, Smalltalk grew out of Kay's vision of the dynabook:
a graphically-oriented, notebook-size computer for personal
use. Kay describes the origins and goals of the Smalltalk lan-
guage as it relates to the dynabook.

This paper was written about 10 years ago. In the first line
it prophesies that "in about a decade many people will pos-
sess a notebook-size computer with the capacity of a large
computer today. " If Kay would have used the word "desk-
top" rather than "notebook-size," he would have been right
on the mark. As you read the paper, you might ask yourself
if your personal computer achieves for you the vision Kay
had when he wrote the article and, if not, would Smalltalk
help?

Kay views the computer as a device that can simulate any
process. To get the most from the machines users will have
to do some programming to truly get the machine to respond
to their needs. (Kay may have missed the mark here. The
versatility of canned programs such as Lotus 123 was not
foreseen.) Even children should be able to use the machine
effectively. Kay sees the computer as made up of many
"activities," that is, entities that exhibit certain behavior
when sent a particular message. "The host computer is in
effect divided into thousands of computers, each with the
capabilities of the whole. " This is the vision that led to the
object-oriented approach of Smalltalk.

Kay describes three levels of computer languages. The first
is that of dealing with procedures and data. The second is
Smalltalk, dealing with objects, messages, and families of
objects. Interestingly, Kay sees a language level that is higher

than any object-based language. that of the observer lan·
guage. What constitutes an observer language is, however,
only very briefly described.

Kay describes how children relate to computers. He is par-
ticularly keen on getting the coinputer to respond in helpful
ways for them. He describes very broadly the features of
Smalltalk, including its inherent parallelism. Smalltalk is
made up of objects and families of objects. Each object in
a family responds to the same messages. Kay's view is much
higher than that of Smalltalk alone, but the paper is very
worthwhile reading and describes one view of how object-
based computing fits in with progress in computing Smalltalk
grew out of the work of an idealistic visionary, Alan Kay.

The paper, "Experience with Smalltalk-80 for Applica=
tion Development," by Tom Love, is an enthusiastic
eridorsement for the Smalltalk-80 language and programming
environment. Love describes his experience in using
Smalltalk to develop an application involving a graphic inter-
face to a wide variety of data. This application required 205
statements in Smalltalk, wheras the same application would
require thousands of statements in conventional languages.

Love describes both the strengths and weaknesses of
Smalltalk. The strengths include the increase in productivity
possible with the language, the excellent user interface, the
totally integrated environment, the capability for graphics
programming, and the possibility for reusing existing code.
The weaknesses include the lack of capabilities for commu-
nication (mail), no integrated set of utilities for file manage-
ment, computation speed too slow, small user population.
and only one programming language available within the
Smalltalk environment.

Love's conclusion is that Smalltalk-80 "is a solid

programming environment that can be used as a base for sig-
nificant applications."

The August 1981 issue of Byte magazine was devoted
to Smalltalk, Several articles from that issue were particu-
larly pertinent to object-oriented programming and are
reproduced here.

The first of these, "The Smalltalk-80 System," by the
Xerox Learning Research Group, is an overview ofthe lan-
guage, emphasizing objects, messages, and classes. These
fundamental building blocks of the language were borrowed
from the first object-oriented language, SIMULA. A set of
syntax diagrams for Smalltalk is included. Classes are
described by using a template that includes the class name,

EH0257-6/87/0000/0037$01.00 © 1987 IEEE 37



methods (procedures) available for processing objects of that
class, and its superclass. One interesting feature of Smalltalk
is that every class inherits methods from its superclass.
Metaclasses are described. These are classes from which

other classes can be obtained.

Smalltalk includes many built-in classes. These include the
class Collection, which has as subclasses, Bag, Set, Ordered-
Collection, LinkedList, and IndexedCollection. Indexed-
Collection has String and Array as subclasses. Also, there
is the class Stream with its subclasses, ReadStream, Write
Stream, and ReadAndWriteStream. These and many other
classes were implemented by using the Smalltalk system itself
and are available to the programmer to use and modify.

"Design Principles Behind Smalltalk, " by Daniel
H.H. Ingalls, presents some principles that were observed
as the Smalltalk system was being developed. These princi-
ples, while clearly related to Smalltalk, may be valuable
guides to future work on programming languages. To give
the flavor of the paper, two of his principles are repeated
here.

Unifbnn Metaphor: A language should be designed around
a powerful metaphor that can be uniformly applied in all
areas. Examples of languages that followed this are LISP,
which is built around linked lists, and Smalltalk, which is
built around the concept of communicating objects.

Operating System: An operating system is a collection of
things that do not fit into a language. There should not be
one. Smalltalk has no operating system as such. The
resources normally supplied by an operating system are made
available within the language.

Trygve M.H. Reenskaug, in "User-Oriented Descriptions
of Smalltalk Systems," describes the Smalltalk system from
a user's point of view. It contains an example showing how
real-world objects are mapped into Smalltalk objects and
gives a fairly good idea of what it is like to actually program
in Sinalitalk.

Jim Diederich and Jack Milton, in "Experimental Pro-
totyping iii Smalltalk," describe several features of
Smalltalk that contributed to its successful use in a prototyp-
ing application. They found that the Smalltalk environment
greatly enhanced the modifiability of a database system. Sig-
nificant modifications couid be made to the system with rela-
tively little code modification. Their conclusion is that the
Smalltalk system promotes "fearless"programming by being:

• Referenceless: the system manages pointers to strue-
tures;

• Clutterless: low-level detail is managed by the system:
• Typeless: types are not declared for any language con-

struct;

• Papertess: afteranacquaintenceperiod, programmers
are comfortable relying only on the screen images for
examining their work.

These authors present another enthusiastic endorsement for
object-oriented programming in Smalltalk.

Smalltalk is a language and user environment that is gain-
fiig momentum and has advantages that may help to improve
software productivity, usability, understandability, etc. It is
the embodiment of the object point of view, taking it to its
ultimate (for now, at least) realization. For someone to truly
understand the object-oriented point of view, the study of
Smalltalk is a must.

Additional References

Books:

A. Goldberg and D. Robson,S,nalltalk-80.· 7712 Language and
its Implementation, Addison-Wesley, Reading, Mas-
sachusetts, 1983.

This is the definitive guide to the Smalltalk language. Part
1 provides an overview of the Smalltalk-80 programming
language. Part 2 provides the bulk of the book and describes
eight significant categories of classes in Smalltalk. These
categories include linear measures, numbers, collections.
streams, and graphics. Part 3 is an example of modeling dis-
crete, eventdriven simulations iii the Smalltalk system. This
modeling includes the problem of coordinating and syn-
chronizing the activities of independent processes. The
Smalltalk classes Process, Semaphore, and SharedQueue
provide synchronization facilities for such processes. Part
4 describes Smalltalk from the implementer's point of view.
This book is the best source of information about what can
be accomplished by using Smalltalk for object-oriented
programming.

A. Goldberg, Smalltalk-80: Lie Interactive Prograinming
Environment, Addison-Wesley, Readings Massachusetts,
1984.

A companion volume to Goldberg and Robson's Smalltalk.·
Ttie language and its Implementation.

G. Kramer, editor, Shialltalk-80. Bits of Hisfory, Words
ofAdvice, Addison-Wesley, Reading, Massachusetts, 1984.

T. Kaehler and D. Patterson, A Taste £/Smal/ta/k, W.W.
Norton, New York, New York, 1986.

Excellent int]-oduction to programming in Sma[italk. Guides
the reader through several versions of the Tower of Hanoi
puzzle. Includes a description of the Smalltalk user interface.

Articles:

A. Bernat, "Review of Smalltalk/V,"A/,Expert, Volume L
Number 11, November 1986, pages 77-81.

Smalltalk/V 's strengths and weaknesses are explored in this
review. The author's conclusion: It is an excellent system
for learning the basics of object-oriented programming but
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not the system on which to implement a large package for
end-user delivery.

A. Burning and D. Ingalls, "Multiple Inheritance in
Smalltalk-80,"Piuceedings of fhe National Conference on
Ardfcial bitelligence, The American Association for Artifi-
cial Intelligence, 1982, 234-237.

In the standard Smalltalk language, a class may inherit from
only one other class. its superclass. In this paper a modifi-
cation to Smalltalk is described that allows for multiple
inheritance.

T. Kaehler and D. Patterson, "A Small Taste of Smalltalk, "
August 1986, pages 145-159.

This paper is a short tutorial about how to program in
Smalltalk. The Smalltalk environment is described in the con-

text of two example programs. The first is the well-known
Tower of Hanoi puzzle. Programs are given in Pascal and
Smalltalk iii order that comparisons Carl be made, The second
is an Animal Game that illustrates the use of trees in

Smalltalk.

Y. Yokote and M. Tokoro, "The Design and Implemen-
tation of ConcurrentSmalltalk," OOPSLA'86, SIGPLAN
Notices, ACM Inc., New York, New York, Volume 21,
Number 11, November 1986, pages 331-340.

G.A. Pascoe, "Encapsu[ators: A New Software Paradigm
in Smalltalk-80," OOPSLA 96, SIGPLAN Notices, ACM
Inc., New York, New York, Volume 21, Number 11,
November 1986, pages 341-346.

This paper describes encapsulated objects. When a message
is sent to such an object, a pre-action is performed before
the object's niethod is executed and a post-action is performed

beforea result is returned. Such objects are useful in many
situations.

S.R. Vegdatil, "Moving Structures between Smalltalk
Im·ages," OOPSLA'86, SIGPLAN Notices, MIM Inc., New
York, New York, Volume 21, Number 11, November 1986,
pages 466-471.

Implementations:

Smanta&/K Digitalk, Inc.- 5200 West Century Boulevard,
Los Angeles, CA 90045.
Smalitalk/V is a version of Smalltalk for PCs: costs $99. It

is a substantial subset of Smalltalk-80 with some of the origi-
nal Smalltalk-80 classes renamed. The documentation that

comes with the package is an excellent introduction to
Smalltalk. This package is well worth the money if you want
to learn Smalltalk, but it is not a version iIi which to create

substantial applications.

Smal/talk AT, Softsmarts, Inc., 4 Skyline Road, Woodside,
CA 94062, sulallskip.

This is a full Xerox Smalltalk-80 version 2 implementation
for ATs; costs $995.

Xerox markets Smalltalk for its 1100, 1108X. and 1132
workstations.

Tektronics markets Smalltalk for its 4404,4405, and 4406
workstations.

The University of California, Berkeley, distributes an inter
preter written in C that runs on the SUN2 workstation under
UNIX.

Apple markets a version of Smalltalk for Macintosh com-
puters.
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Microelectronics

and the Personal Computer
Rates of progress in microelectronics suggest that in about a decade
many people will possess a notebook-size computer with the capacity
ofa large computer of today. Whatmightsuch a system do for them?

i*''1 he future increase in capacity anddecrease in cost of microelectron-
ie devices will not only give rise to

compact and powerful hardware but
also bring qualitative changes in the way
human beings and computers interact.
In the 198006 both adults and children
will be able to have asa personal pos-
session a computer about the size of a
large notebook with the power to handle
virtually all their information-retated
needs. Computing and storage capacity
will be many times that of current mi-
crocomputers: tens of millions of basic
operations per second will manipulate
the equivalent of several thousand print-
ed pages of information.

The personal computer can be regard-
ed as the newest example of human
mediums of communication. Various
means of storing, retrieving and manip-
ulating information have been in exis-
tence since human beings began to talk.
External mediums serve to capture ill-
ternal thoughts for communication and,
through feedback processes, to form the
paths that thinking follows. Although
digital computers were originally de-
signed to do arithmetic operations, their
ability to simulate the details of any
descriptive model means that the com
puter, viewed as a medium, can simu
late any other medium if the methods
of simulation are sumciently well de-
scribed. Moreover, unlike conventional
mediums, which are passive in the sense
that marks on paper, paint on canvas
and television images do not change in

by Alan C. Kay

response to the viewer's wishes, the
computer medium is active: it can re-
spond to queries and experiments and
can even engage the user in a two-way
conversation.

The evolution of the personal com 
puter has followed a path similar to that
of the printed book, but in 40 years rath-
er than 600. Like the handmade books
of the Middle Ages, the massive com-
puters built in the two decades before
1960 were scarce, expensive and avail
able to only a few. Just as the invention
of printing led to the community use of
books chained in a library, the introduc
tion of computer time-sharing in the
1960's partitioned the capacity of ex-
pensive computers in order to lower
their access cost and allow community
use. And just as the Industrial Revolu-
tion made possible the personal book by
providing inexpensive paper and mech-
anized printing and binding, the mi-
croelectronic revolution of the 1 970's
will bring about the personal comput-
er of the 1980's, with sufficient storage
and speed to support highdevel com
puter languages and interactive graphic
displays.

Tdeally the personal computer will be
1 designed in such a way that people of
all ages and walks of life can mold and
channel its power to their own needs.
Architects should be able to simulate

three.·dimensional spacesn order to re-
fleet on and modify their current db
signs. Physicians should be able to store

high-resolutica letevidon disp#y at the Evans
quality of the images it should eventually be
ter. The pictures are frames from two dynam-
times per second to represent &e continuous
space. The sequence at the top, made for the
, shows a space laboratory being Vifted out of
the bottom. made for the U.S. Maritime Ad

COMPUTER SIMULATIONS generated on a k
& Sutherland Computer Corporation show the i
possible to present on a compact personal compu
ic,»simulation programs that revise an image 30
motion of objects in projected three·dimensional
National Aeronautics and Space Administration
the interior of the space shuttle. The sequence at
ministration, shows the movement of tankers in New York harbor. Ability of the personal com-
puter to simulate real or imagined phenomena will make it a new medium of communication.

and organize a large quantity of infor-
mation about their patients, enabling
them to perceive significant relations
that would otherwise be imperceptible.
Composers should be able to hear a
composition as they are composing it.
notably if k is too complex for them to
play. Businessmen should have an ac
live briefcase that contains a working
simulation of their company. Educators
should be able to implement their own
version of a Socratic dialogue with dy-
namic simulation and graphic anima-
lion. Homemakers should be able to

store and manipulate records. accounts,
budgets. recipes and reminders, Chil.
dren should have an active learning tool
that gives them ready access to large
stores of knowledge in 'ways thal are not
possible with mediums such as books.

How can communication with com„
puters be enriched to meet the diverse
needs of individuals? If the computer is
to be truly "personal," adult and child
users must be able to get it to perform
useful activities without resorting to the
services of an expert. Simple tasks must
be simple, and complex ones must be
possible. Although a personal computer
wiH be supplied with already created
simulations, such as a general text edi·
ton the wide range of backgrounds and
ages of its potential users will make any
direct anticipation of their needs very
difficult. Thus the central problem of
personal computing is that nonexperts
will almost certainly have to do some
programming if their personal comput-
er is to be of more than transitory help.

To gain some understanding of the
problems and potential betefits of per-
sonal computing my colleagues and 1 at
the Xerox Palo Alto Research Center
have designed an experimental personal
computing system. We have had a num-
ber of these systems built and have stud.
ied how both adults and children make
use of them. The hardware is faithful in

capacity to the envisioned notebook-

Rquwd wlth permission from "Microelectronics and the Personal
Computer" by A.C. Kag Copyright © 1 977 by Scientific American. Inc. 41
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size computer of the 1980's, although it
is necessarily larger. The software is a
new interactive computer-language sys-
tem called SMALLTALK.

In the design of our personal comput-
ing system we were influenced by re
search done in the late 1960's. At that
time Edward Cheadle and I, working at
the University of Utah. designed FLEX,
the first personal computer to directly
support a graphics- and simulation-ori-
ented language. Although the FLEX de-
sign was encouraging. it was not com-
prehensive enough to be useful to a wide
variety of nonexpert users. We then be-
came interested in the efforts of Sey-
mour A. Papert, Wallace Feurzeig and
others working at the Massachusetts In-
stitute of Technology and at Bolt, Ber.
anek and Newman, Inc., to develop a
computer-based learning environment
in which children would find learning
both fun and rewarding. Working with a

large time-shared computer, Papert and
Feurzeig devised a simple but powerful
computer language called Logo. With
this language children (ranging in age
from eight to 12) could write programs
to control a simple music generator, a
robot turtle that could crawl around the
floor and draw lines, and a television
image of the turtle that could do the
same things.

After observing tikis project we came
to realize that many of the problems
involved in the design of the person.
al computer, particularly those having
to do with expressive communication,
were brought strongly into focus when
children down to the age of six were
seriously considered as users. We also
realized that children require more
computer power than an ad ult is willing
to settle for in a time-sharing system.
The best outputs that time-sharing can
provide are crude greendinted Une

963: 3

drawings and square„wave musical
tones. Children, however, are used to
finger paints, color television and stereo.
phonic records, andthey usually find the
things that can be accomplished with a
low-capacity time. sharing system insuf-
aciently stimulating to maintain their in-
terest.

Since I-©Go was not designed with all
the people and uses we had in mind, we
decided not to copy it but to devise a
new kind of programming system that
would attempt to combine simplicity
and ease of access with a qualitative im-
provement in expert-level adult pro-
gramming. In this effort we were guided,
as we had been with the FLEX system,
by the central ideas of the programming
language SIMULA, which was developed
in the mid- 1960's by Ole-Johan Dahl
and Kristen Nygaard at the Norwegian
Computing Center in Oslo.

Our experimental personal computer

*)22%4312*=22%1 7 gf

EXPERIMENTAL PERSONAL COMPUTER was built at ae Xe

rex Pale Alto Research Center in part to develop a high-@evel pro-
gramming language that would enable lionexperts te write sophisti-
eated programs. The author and his colleagues were 2150 interested
in using the experismental computer lo study the elfects of personal

computing on learning* rhe machine is completely self-contained,
consisting of a keyboard, a pointing device, a high-resolution picture
display and a sound systems all connected to a small processing unit
and a removable disk-file memory. Dispigy can present thousands
of characters approaching the quality of those in priNted materia.
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is self-contained and fits comfortably
into a desk. Longterm storage is provid-
ed by removable disk memorles that can
hold the equivalent of 1,500 prnted
pages of information (about three mil-
lion characters). Altliough image dis-
plays in the 1 980's will probably be
flat-screened mosaics that reflect light
as liquidcrystal watch displays do. vi-
sual output is best supplied today by a
high.fesolution black-and-white or col-
or television picture tube. High-fidelity
sound output is produced by a built-in
conversion from discrete digital signals
to continuous waveforms, which/are
then sent to a conventional audio anipli-
fier and speakers. The user makes his
primary input through a typewriterlike
keyboard and a pointing device called a
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mouse, whlch controls the position of
an arrow on the screen as it is pushed
about on the table beside the display.
Other input systems include an organ
like keyboard for playing music, a pen-
cillike pointer, a joystick, a microphone
and a television camel·a.

The commonest activity on our per-
sonal computer is the manipulation of
simulations already supplied by the
SMAI I.TAI.K System Or Created by the
user. The dynamic state of a simulation
is shown on the display. and its general
course is modified as the user changes
the displayed images by typing com-
mands on the keyboard or pointing with
the mouse. For example, formatted tex-
tual documents with multiple typefaces
are simulated so that an image of the
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finished document is shown on the
screen. The document is edited by point-
ing at characters and paragraphs witll
the mouse and then deleting, adding
and restructurang the document's parts.
Each change Rs instantly reflected in the
document's image.

In many instances the display screen is
too small to hold all the information a
user may wish to consult at one time,
and so we have developed "windows,"
or simulated display frames within the
larger physical display. Windows orga-
nize simulations for editing and display,
allowing a document composed of text.
pictures, musical notation, dynamic ant
mations and so on to be created and
viewed at several levels of refinement.
Once the windows have been created
they overlap on the screen like sheets of
paper; when the mouse is pointed at a
partially covered window, the window is
redisplayed to overlap the other win.
dows. Those windows containing useful
but not immediately needed informa.
tion are collapsed to small rectangles
that are labeled with a name show
ing what information they contain.
A "touch" of the mouse causes them
to instantly open up and display their
Contents.
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"WINDOWS," display frames within the lairger display screen, enable the user to organize and
edit informaton at several kevels of refinement. Once the windows are created they overlap on
the screen like sheets of paper. When a partially covered window is selected with the pointing
device, the window is redispmayed te overlap the other windows. Images with various degrees
of symboic content can be displayed simuhaneoudy. Such images indude detailed halftone
drawl ngs, analogical images such as graphs and symbolic.images such as number's or words.

Pial
jed,

T n the present state of the art software
1. development is much more difficult
and time-consuming than hardware de-
vetopment. The personal computer will
eventually be put together from more or
less standard microelectronic compo.
nents, but the software that will give life
to the user's ideas must go through a
long and arduous process of refinement
if it is to aid and not hinder the goals of a
personal dynamic medium.

For this reason we have over the past
four years invited some 250 children
(aged six to 15) and 50 adults to try ver-
sions of SMALLTALK and tO SUggeSt Ways
ofimprovinglt. Their creations, as imag-
inative and diverse as they themselves,
include programs for home accounts,
information storage and retrieval, teach-
ing, drawing, painting* music synthesis,
writing and games. Subsequent designs
Of SMALLTALK have been greatly influ-
enced and improved by our visitors'
projects.

When children or adults first encoun

ter a personal computer. most of them
are already involved in pursuits of their
own choosing. Their initial impulse is to
exploit the system to do things they are
already doing: a home or office manager
will automate paperwork and accounts,
a teacher will portray dynamic and pic-
torial aspects of a curriculum, a child
will work on waysto create piettires and
games. The fact is that people naturally
start to conceive and build personal
tools. Although man has been charac-
terized as the toolmaking species, tool-
making itself has historically been the
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province of technological specialists.
One reason is that technologies fre-
quently require special techniques, ma
terials, tools and physical conditions.
An important property of computers.
however, is that very general tools for
using them can be built by anyone.
These tools are made from the same ma-
terials and with the same effort as more

specific creations.
Initially the children interact with our

computer by "painting" pictures and
drawing straight lines on the display
screen with the pencill}ke pointer. The
children then discover that programs
can create structures more complex
than any they can create by hand. They
learn that a picture has several represen-
tations. of which only the most obvi-
ous-the image-appears on the screen.
The most important representation is
the editable symbolic model of the pic-
ture stored iii the memory of the com-
puter. For example. in the computer an
fimage of a truck can be built up from
models of wheels, a cab and a bed, each
a different color. As the parts of the
symbolic model are edited its image on
the screen will change accordingly.

Adults also learn to exploit the prop-
erties of the computer medium. A pro-
fessional artist who visited us spent sev-
eral months building various tools that
resembled those he had worked with to
create images on paper. Eventually he
discovered that the mosaic screen-the
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SMAI,I.TALK is a new programming languag
Center for use on the experimental personal cot
like entities that can perforln a specific set of tau
ities in the system. New activities are created 1
additional "traits," or abilities, which are defini
description of the family "box" shown here is a,
of the family box, a message is sent to the trait "
in terms of specific values for the general traits
"new' has beeip mled into specify a box locat,
zero degrees and a side 100 streen dots Iong. T
d,·aweg famly "bnish" is given directions by ti
the specified location, turns in the proper direct
square by traveling the distance given by "size,"
three more times. The last trait on the list is o

indelible but instantly erasable storage
of the medium-and his new abdity to
program could be combined to create
rich textures of a kind that could not be
created with ink or paint. From the use
of the computer for the impoverished
simulation of an already existing medi
um he had progressed to the discovery
of the computer's unique properties for
human expression.

r,ne of the best ways to teach nonex-
U perts to communicate with com-
puters is to have them explore the levels
of abstraction at which images can be
manipulated. The manipulation of im-
ages follows the general stages of intel-
lectual growth. For a young child an im-
age is something to make: a free mixture
of forms and colors unconnected with
the real world. Older children create

images that directly represent concepts
such as people. pets and houses. Later
analogical images appear whose form is
closely related to their meaning and pur-
pose. such as geometric figures and
graphs. In the end symbolic images are
used that stand for concepts that are too
abstract to analogize, such as num-
bers, algebraic and logical terms and
the characters and words that consti-
tute language.

The types of image in this hierarchy
are increasingly difficult to represent on
the computer. Free-form and literal im-
ages can be easily drawn or painted with
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e developed at tl,e Xerox Palo Alto Research
nputer. It is made up of "activities," computer-
iks and can also communicate with other activ
iy enriching existing famnies of activities with
4 in terms of a method to be carried out. The

lictionary of its trails. To create a new Jmember
'new" stating the characteristics of the new box
"location," "ang:te" and "size." In this example
Mi in the center of the screen with an angle of
o "show" the new box, a member of the curve-
ie open trail "shape." First the brush travels to
ion and appears on the screen. Then it draws a
turning 90 degrees Mnd repeating these actions

pen, indicating that a numerical value is te be
by a message. A box is"grown" by first eras-
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supplied by the user when the hit is invoked
ing ity increasing (or decreasing) its size by the value supplied in the message and redisplaying it

lines and halftones in the dot matrix of

the display screen with the aid of the
mouse or in conjunction with programs
that draw curves, fill in areas with tone

or show perspectives of three-dimen-
sional models. Analogical images can
also be generated. such as a model of a
simulated musical intrument a time-se

quenced graph representing the dynam-
ic evolution of amplitude, pitch varia-
tion and tonal range.

Symbolic representations are partic-
ularly useful because they provide a
means of handling concepts that are dif-
ficuit to portray directly, such as gener-
alizations and abstract relations. More-
over, as an image gets increasingly com-
plex its most important property, the
property of making local relations in-
stantly clear. becomes less useful. Com-
munication with computers based on
symbols as they routinely occur in natu-
ral language. however, has proved to be
far more difficult than many had sup-
posed. The reason lies in our lack of
understandng of how human beings ex-
plc)it the context of their experience to
make sense of the ambiguities of com-
mon discourse. Since it is not yet under-
stood how human beings do what they
do, getting computers to engage in simi-
lar activities is still many years in the
future. It is quite possible. however, to
invent artificial computer languages
that can represent concepts and activi-
ties we do understand and that are sim-

ple enough in basic structure for them
to be easily learned and utilized by non-
experts.

The particular structure of a symbolic
language is important because it pro-
vides a context in which some concepts
are easier to think about and express
than others. For example, mathematical
notation first arose to abbreviate con-

cepts that could be expressed only as
ungainly circumlocutions in natural lan-
guage. Gradually it was realized tharthe
form of an expression could be of great
help in the conception and manipulation
of the meaning for which the expression
stood. A more important advance came
when new notation was created to rep-
resent concepts that did not fit into
the culture's linguistic heritage at all,
such as functional mappings, continu-
ous rates and limits.

The computer created new needs for
language by inverting the traditional
process of scientific investigation. It
made new universes available that could
be shaped by theories to produce simu-
lated phenomena. Accordingly symbol-
ic structures were needed to communi-
cate concepts such as imperative de-
scriptions and control structures.

Most of the programming languages
in service today were developed as sym-
bolic ways to deal with the hardware-
level concepts of the 1950's. This ap-
proach led to two kinds of passive build-
ing blocks: data structures. or inert con-
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Message Interaction P}ctorial Effect Commentary

Q box new named"joe"! 1 1- An offspring of the family ··box"
box r joe f Is created and is named 'joe"

9 joe turn 303
ok

h The box joe receives the
message an d turns 30 deg rees

I:

O joe grow -151 Joe becomes smaller by 15 units.
ok

9 joe erase ! Joe disappears from the screen.
Ok

0%

9 joe show!ok 44 /4:

Sh?>/

P Joe reappears.
y

f;*mj.:;p%'3
O box new named "jill" A new box appears.

box:Jill U

V

0 jill turn - 10 1
ok

1*.--*
Only jill turns. Joe and jill are
independent activities.

El 1 to 10|
intervat: 1 2345678910

An interval stands for a sequence
of numbers

9 forever B
interval:1 234 5678910 11.

Forever is the infinite interval.

It must be terminated by hitting an
escape key,

0 1 to 10 do (joeturn 20) 1 f.
ok i

*1

r
t »k r

f101

Joe spins.

9 forever do {joe turn 11. 1111 turn -13) 
ok

A simple parallel movie of joe
and jill spinning in opposite
directions is created by
combining forever with a
turn request to both joe and jill.

m 23> r
1/ i». 434/ Ni I...,00:ly L.=r

SMALLTALK LEARNING SEQUENCE teaches students the ba-
sic concepts of the language by having them interact with an already
denned family of activities. First, oftspring of the family box are cre-

ated, named and manipulated, and a second family of activities called
£'interval" is introduced. Offspring of the interval and box families
are then combined to generate an animation Of two spinning boxes.
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HELICOPTER SIMULATION was developed by a 15-year-old
student The user directs the helicopter where to go with the pointing

device, which controls the position of the black arrow on the screen.
The window at the top shows the changing topography of the terrain

struction materials, and proced ures, or
step-by-step recipes for manipulating
data. The languages based on these con-
Cepts (Such as 13ASIC. FORTRAN, ALGOL
and APL) follow their descriptions in a
strictly sequential manner. Because a
piece of data may be changed by any
procedure that can find it the program.
mer must be very careful to choose only
those procedures that are appropriate.
As ever more complex systems are at-
tempted. requiring elaborate combina-
tions of procedures, the difficulty of get-
ting the entire system to work increases
geometrically. Although most program.
mers are still taught dataprocedure lan-
guages. there is now a widespread recog-
nition of their inadequacy.

A more promising approach is to de-
vise building blocks of greater generali-
ty. Both data and procedures can be re-
placed by the single idea of "activities,"
compriterlike entities that exhibit be-
havior when they are sent an appropri-
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ate message. There are no nouns and
verbs in such a language, only dynami-
cally communicating activities. Every
transaction. description and control
process is thought of as sending mes-
sages to and receiving messages from
activities in the system. Moreover. each
activity belongs to a family of similar
activities. all of which have the ability
to recognize and reply to messages di
rected to them and to perform specific
acts such as drawing pictures, making
sounds or adding numbers. New fami-
lies are created by combining and en-
riching "traits,- or properties inherited
from existing families.

A message-activity system is inherent-
ly parallel: every activity is constantly
ready to send and receive messages, so
that the host computer is in effect divid·
ed into thousands of computers, each
with the capabilities of the whole, The
message-activity approach therefore etl-
ables one to dynamically represent a
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system at many levels of organization
from the atomic to the macroscopic, but
with a "skin" of protection at each quali-
tative level of detail through which ne-
gotiative messages must be sent and
checked. This level of complexity can be
safely handled because the language se-
verely limits the kinds of interactions
between activities, allowing only those
that are appropriate, much as a hor-
mone is allowed to interact with only a
few specifically responsive target cells.
SMAI.LTALK, the programming system of
our personal computer, was the first
computer language to be based entirely
on the structural concepts of messages
and activities.

The third and newest framework for

high-level communication is the observ
er language. Although message-activity
languages are an advance over the data-
procedure framework, the relations
among the various activities are some-
what independent and analytic. Many
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CIRCUIT.DRAWING PROGRAM tbat was developed by a 15=
year-old boy enables a user to construct a complex circuit diagram by

selecting ©oinpients from a "menus displayed at the bottom of the
screen. The components are then positioned and connected with the
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below as the helicopter Ries over it <Actual terrains were obtained
frolin Landsat maps.) A third window keeps track of the helieopters

attitude, direction and speed. The variety of event; that can be sima.
mated at the same time demonstrates the power of parallel processEng.

concepts, however, are so richly inter-
Novell that analysis causes them virtual-
ly to disappear. For example. 20th-cen
tury physics assigns equal importance
to a phenomenon and its context, since
observers with different vantage points
perceive the world differently. In an ob-
server language, activities are replaced
by 'viewpoints" that become attached
to one another to form correspondences
between concepts. For example, a dog
can be viewed abstractly (as an animal),
analytically (as being composed of or-
gans, cells and molecules), pragmatical-
ly (as a vehicle by a child), allegorically
(as a human being in a fairy tale) and
contextually (as a bone's way to fertilize
a lawn). Observer languages are just
now being formulated. They and their
successors will be the communication
vehicles of the 1980's.

Our experience, and that of others
who teach programming. m that a first
computer language's particular style
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and its main concepts not only have a
strong influence on what a new pro-
grammer can accomplish but also leave
an impression about programming and
computers that can last for years. The
process of learning to program a com-
puter can impose such a particular point
of view that alternative ways of perceiv
ing and solving problems can become
extremely frustrating for new program-
mers to learn.

At the beginning of our study we first
timidly considered simulating features
of data·»procedure languages that chil-
dren had been able to learn, such as BA-
sIc and LOGO. Then. worried that the im-
printing process would prevent stronger
ideas from being absorbed. we decided
to find a way to present the message-ac
tivity ideas of SMALLTALK in concrete
terms without dilution- We did so by
starting with simple situations that em
bodied a concept and then gradually in-
creasing the complexity of the examples
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119.4-1.....

I +
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to flesh out the concept to its full gener.
ality, Although the communicationlike
model of SMALLTALK is a rather abstract
way to represent descriptions, to our
surprise the first group and succeeding
groups of children who tried it appeared
to find the ideas as easy to learn as those
of more concrete languages.

For example, most programming lan-
guages can deal with only one thing at a
time, so that it is difficult to represent
with them even such simple situations as
children in a school, spacecraft in the
sky or bouncing balls in free space. In
SMALLTALK parallel models are dealt
with from the start. and the children

seem to have little dificulty in handling
them. Actually parallei processing is re>·
markably simitar-,to the way people
think. When you are walking along a
street, one part of your brain may be
thinking about the route you are tak
ing, another part may be thinking about
the dinner you are going to eat. a third

7  f 4
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pointing device. An additional menu can be generated on the screen
by pushing a but¢on on ihe pointing device; this menu supplia solid

and open -dets and lines of various widths. In the sequence shown
here two components are selected and added to a circuit diagram.
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IiORSE RACE ANIMATION shows the capabilities of the experi.
mental person# computer for creating dynamk halftone images. The
poss#Ne range of such amulations is limited only by the versatility of
the programming language and the imagination of the child or adult

user. In this sequence, images of horses, riders and background are
called up independently from the storage files and arranged for the
racing simulation with the pointing device. A single typed command
then causes the two horses and riders to Mee each other across screen.
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part may be admiring the sunset, and
so forth.

Another important characteristic of
SMALLTALK is the classification of ob.
jects into families that are generaliza-
lions of their properties. Children readi-
ly see themselves as members of the
family "kids," since they have common
traits such as language, interests and
physical appearance. Each individual is
both a member of the family kids and
has his or her own meaning for, the
shared traits. For example, all kids have
the trait eye color, but Sam's eyes are
blue and Bertha's are brown. SMALL
TALK is built out of such families. Num-

ber symbols, such as 2 or 17, are in-
stances of the family Snumber." The
members of this family differ only in
their numerical value (which is their
sole property) and share a common def-
inition of the different messages they
can receive and send. The symbol of a
'brush" in SMALLTALK is also a family.

All the brush symbols have the ability to
draw lines, but each symbol has its own
knowledge of its orientation and where
it is located in the drawing area.

"rhe description of a programming
1 language is generally given in terms

of its grammar. the meaning each gram-
matical construction is supposed to con·
vey and the method used to obtain the
meaning. For example, various pro-
gramming languages employ grammati-
cal constructions such as (FLus 3 4) or 3
ENTER 4 + to specify the intent to add
the number 3 to the number 4. The
meaning of these phrases is the same.
In the computer each should give rise to
the number 7. although the actual meth-

ods followed in obtaining the answer
can differ considerably from one type
of computer to the next.

The grammar of SMALLTALK is simple
and fixed, Each phrase is a message to
an activity. A description of the desired
activity is followed by a message that
selects a trait of the activity to be per-
formed. The designated activity will de-
cide whether it wants to accept the Ines-
sage (it usually does) and at some later
time will act on the message. There may
be many concurrent messages pending
for an activity. even for the same trait.
The sender of the message may decide
to wait for a reply or not to wait. Usual·
ly it waits, but it may decide to go about
other business if the message has in
voked a method that requires consider-
able computation.

The integration of programminglan-
guage concepts with concepts of edit-
ing, graphics and information retrieval
makes available a: wide range of useful
activities that the user can invoke with
little or no knowledge of programming.
Learners are introduced to SMALLTALK
by getting them to send messages to al-
ready existing families of activities, such
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MUSIC CAN BE REPRESENTED on the personal computer in the form of anatomical im
ages. Notes played on the keyboard are «eaptured" as a time.sequenced scere on Mhe display.
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MUSICAL SCORE shown here was ge,Nerated as music was played on the keyboard. The sim-
plified notation represents pitch by vertica placement and duration by horizontal length. Notes
can be shortened, lengthened or changed and the modified piece then played back as music.
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as the family "box," whose members
show themselves on the screen as
squares, A box can individually change
its size, location, rotation and shape. Af-
ter some experience with sending mes
sages to cause effects on the display
screen the learner may take a look at the
definition of the box family. Each fami-
ly in SMALLTALK is described with a dic-
tionary of traits, which are defined in
terms of a method to be carried out. For
example, the message phrase "joe grow
50" says: Find the activity named "joe,"
find its general trait called "grow -"
and fill in its open part with the specific
value 50, A new trait analogous to those
already present in the family definition
(such as "grow" or "turn") can easily be
added by the learner. The next phase of
learning involves elaboration of this ba
sic theme by creating games such as
space war and tools for drawing and
painting.

T here are two basic approaches to
1 personal computing. The first one.

which is analogous to musical improvi..
sation, is exploratory: effects are caused
in order to see what they are like and
errors are tracked down, understood
and fixed. The second, which resembles
musical composition, calls for a great
deal more planning, generality and
structure. The same language is used for-
both methods but the framework is
quite different.

From our study we have learned the
importance of a balance between free
exploration and a developed curricu-
hum. The personal computing experi-
ence is similar to the introduction of a

piano into a third-grade classroom. The
children will make noise and even music

by experimentation, but eventually they
will need help in deallng with the instru-
ment in nonobvious ways. We have also
found that for children the various lev-

els of abstraction supplied by SMALL-
TALK are not equally accessible. The
central idea of symbolization is to give a
simple name to a complex collection of
ideas, and then later to be able to invoke
the ideas through the name. We have
observed a number of children between

the ages of six and seven who have been
able to take this step in their comput-
er programs, but their ability to look
ahead, to visualize the consequences of
actions they might take, is limited.

Children aged eight to 10 have a grad-

DISPLAY FONTS can be designed on per
sonal computer by constructing them from a
matrix of black.and-white squares. When the
fonts are reduced, they approach the quality
of those in printed material. The image of a
pointing hand shown herels asymbol in SMALL..
TALK representing theconcept of a literal word,
such as the name associated with an activity.

ually developing ability to visualize and
plan and are able to use the concept of
families and a subtler form of naming:
the use of traits such as size, which can
stand for different numerical values at
different times. For most children. how-
ever. the real implications of further
symbolic generality are not at all obvi-
ous. By age 11 or 12 we see a consider-
able improvement in a child's ability to
plan general structures and to devise
comprehensive computer tools. Adults
advance through the stages more quick-
ly than children. and usually they create
tools after a few weeks of practice. It is
not known whether the stages of intel
lectual development observed in chil-
dren are absolutely or only relatively
correlated with age, but it is possible
that exposure to a realm in which sym-
bolic creation is rewarded by wonderful
effects could shorten the time required
for children to mature from one stage
to the next.

The most important limitation on per-
sonal computing for nonexperts appears
when they conceive of a project that,
although it is easy to do in the language.
calls for design concepts they have not
yet absorbed. For example, it is easy to
build a span with bricks if one knows the
concept of the arch. but otherwise it is
difficult or impossible. Clearly as com-
plexity increases "architecture" domi-
nates "material." The need for ways to
characterize and communicate architec-
tural concepts in developing programs
has been a long-standing problem in the
design of computing systems. A pro-
gramming language provides a context
for developing strategies, and it must
supply both the ability to make tools
and a style suggesting useful approaches 1
that will bring concepts to life.

We are sure from our experience that
personal computers will become an inte-
grat part of peoples' lives in the 1980's.
The editing, saving and sifting of atl
manner of information will be of value
to virtually everyone. More sophisticat-
ed forms of computing may be like mu.
sic in that most people will come to
know of them and enjoy them but only
a few will actually become directly in·
volved.

I-Tow will personal computers affect
1 1 society? The interact:ion of society
and a new medium of communication
and self-expression can be disturbing
even when most of the society's mem-
ben learn to use the medium routinely.
The social and personal effects of the
new medium are subtle and not easy for
the society and the individual to per-
ceive. To use writing as a metaphor,
there are three reactions to the introduc-

tion of a new medium: illiteracy, litera-
cy and artistic creation. After reading
material became available the illiterate
were those who were left behind by the
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new medium, It was inevitable that a the personal computer will foster a new
few creative individuals would use the revolution in education just because it
written word to express inner thoughts could. Every new communication medi-
and ideas. The most profound changes lim of this century-the telephone, tile
were brought about in the literate. They motion picture, radio and television-
did not necessarily become better peo- has elicited similar predictions that did
pie or better members of society, but not come to pass. Millions of uneducat-
they came to view the world in a way ed people in the world have ready access
quite different from the way they had to the accumulated culture of the centu-
viewed it before, with consequences that ries in public libraries, but they do not
were difficult to predict or control. avail themselves of it, Once an individu-

We may expect that the changes re- al or a society decides that education is
sulting from computer literacy willbe as essential, however, the book, and now
far-reaching as those that came from lit- the personal computer, can be among
eracy in reading and writing, but for the society's main vehicles for the trans
most people the changes will be subtle mission of knowledge.
and not necessarily in the direction of The social impact of simulation-the
their idealized expectations. For exam. central property of computing-must
plc. we should not predict or expect that also be considered. First. as with lan.
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INTRICATE PATTERNS can be generated on the personaM computer witl# very compact de·
ScriptionS in SMALLTALK. They are made by repeating, rotating, scaling, superposing and combin.
ing drawings of simple geom etric shapes. Students who are learning to program first create in.
teresting free-form or literai images by drawing them directly in the dot matrix of the display
screen. Eventuany they learn to employ the symbolic images in the programming language to
direct the computer to ge@erate more complex imagery than they could easily:create by haimd.

guage, the computer user has a strong
motivation to emphasize the similarity
between simulation and experience and
to ignore the great distances that sym
bols interpose between models and the
real world. Feelings of power and a nar-
cissistic fascination with the image of
oneself reftected back from the machine
are common. Additional tendencies are

to employ the computer trivially (simu-
lating what paper, paints and file cabi-
nets can do). as a crutch (using the com-
puter to remember things that we can
perfectly well remember ourselves) or
as an excuse (blaming the computer for
human failings). More serious is the hu-
man propensity to place faith in and as-
sign higher powers to an agency that is
not completely understood. The fact
that many organizations actually base
their decisions on-worse, take their de-

cisions from-computer models is pro-
foundly disturbing given the current
state of the computer art. Similar feel-
ings about the written word persist to
this day: if something is "in black and
white," it must somehow be true.

rhildren who have not yet lost much
..4 of their sense of Wonder and fun
have helped us to find an ethic about
computing: Do not automate the work
you are engaged in. only the materials.
If you like to draw, do not automate
drawing: rather, program your personal
computer to give yon anew set of paints.
If you like to play music, do not build a
'<player piano"; instead program your-
self a new kind of instrument.

A popular misconception about com-
puters ts that they are logical. Forthright
as a better term. Since computers can
contain arbitrary descriptions, any con*
¢eivable collection of rules, consistent
or not, can be carried out. Moreover.
computers' use of symbols, like the use
of symbols in language and mathemat-
ics, is sufficiently disconnected from the
real world to enable them to create
splendid nonsense. Although the hard-
ware of the computer is subject to natu-
ral laws (electrons can move through the
circuits only in certain physically de-
fined ways), the range of simulations the
computer can perform is bounded only
by the limits of human imagination. In a
computer, spacecraft call be made to
travel faster than the speed of light, time
to travel in reverse.

It may seem almost sinful to discuss
the simulation of nonsense, but only if
we want to believe that what we know is

correct and complete. History has not
been kind to those who subscribe to this
view. It is just this realm of apparent
nonsense that must be kept open for the
developing minds of the future. Al-
though the personal computer can be
guided in any direction we choose, the
real sin would be to make it act like a
machinel
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Experiences with Smalitalk-800™ for Applieation Development

Tom Love

Schlumberger-Doll Research

This report describes initial experiences using a
programming environment and language called Smalltalk-80
to develop an application using a highly graphic interface to
a variety of diverse data. The particular data involved
included electrical logs, core photographs, stratigraphic
sketches, scanning electron micrographs, text reports, and
scatter plots.

Smalltalk-80 has surpassed our initial expectations.
Order of magnitude reductions in the bulk of code required
for certain applications are achievable. Learning the
language and user interface is quite easy, but the library of
a vallable methods is large (about 4 thousand methods) and
often difficult to understand. The computational

ineficiencies of the current implementation were not as
severe a limitation as originally anticipaed.

1. Why Smalltalk?

Smalltalk-80 (ST.80) is an integrated, solitary program-
ming environment conceived and constructed at the
Xerox Palo Alto Research Center over the past 12
years. It is integrated in that ST-80 programming is
done in a sing[e language and in a single environment
which is dealt with consistently by the user. It is solitary
in that no support is provided to assist a group of pro-
grammers cooperating on a common task.

ST-80 is a state of the art programming environ-
meat. It is one of a very small set of environment pro-
jects which had the unusual luxury of being able to start
from scratch and to continue intact until commercial
introduction of the product. The original vision was to
build a supportive computer based work environment
which pushed the limits of hardware and software tech-
nology. From the very beginning the researchers were
not substantially constrained by current day costs of
hardware or software. Rather the view was to select a

base which would be cost effective in 5 to 10 years.
ST-80 became available to commercial customers for

the first time in November 1982. Schlumberger had a
small headstart in that we were among three clients who

1. A registered trademark of Xerox Corporation.

served as a beta test site for ST-80 on the Xerox 1100
(dolphin) workstation. This is the first paper to describe
the use of ST-80 as a base for commercial applications.

The Schlumberger-Doll Research Center is responsi-
ble for identifying and evaluating promising new
hardware and software technologies for possible applica-
lion within the company. ST-80 was considered a
promising new technology due to:

- its sophisticated human engineering of the user
interface Coffers the promise of being powerful,
productive. and reasonable to learn)

- the extensibility of the system (ability to customize
the entire system for a particular application)

- the fact that it is the most complete system
currently available based upon the concept of
objects (objects are a structuring concept for sys-
tem building and can be thought of as a combina-
lion of procedures and data)

- the transportability of the software to other
hardware environments without jeopardizing
investment in current software (ST-80 has been
ported to a VAX at Berkeley under the UNIX
operating system and to a Motorola 68000 based
Sun workstation)

- it takes a creative and powerful approach to graph-
ics progra mming

2. Background of the application

A principal business of Schlumberger is to collect,
analyze, and interpret measurements from electronics
packages lowered into wells. A plot of the response of a
particular e[ectronics package within a well is referred to
as a log. The electronics package itself is known as a
tool, The tools can measure resistivity and density but
customers need to locate a zone containing hydrocar-
bons and to determine the permeability of the zone.

A set of very sophisticated software systems has
been developed to analyze a set of tool responses and
answer customer problems. Even so it is necessary for a
log interpreter to carefully scrutinize every step of this

EH0257-6/87/0000/0052$01.00 © 1983 IEEE 52



process and to cope with any additional information
available, such as actual rock samples from the well or
historical information concerning a particular formation.

The purpose of the application described was to pro·
vide a mechanism for accessing and comparing this
diverse informatioh electronically.

3. A description of the application

An application has been built with the following capabil-
ities:

1. From a stratigraphic image drawn by a geologist,
duplicate the course of a well

- the image could either be drawn using ST..80 or
digitized from a line drawing 2

2. select a zone within the welt and find out what
information is available for that zone

- a zone is selected by moving the mouse to the
desired location on the stratigraphic image

- as the mouse is moved it continuously displays
the scaled coordinates of the subsurface environ-

ment being depicted in the image

- the top and bottom of the zone of interest are
selected with a button press of the mouse

3. allow the user to select from a menu the desired
data and allow the user to move it where he or she

wants it on the screen; the variety of data includes:

log plots

scatter plots

simulated digitized photographic images

simulated images from instruments such as
scanning electron microscopes

text reports

- special programs which can be run if the user
chooses. these programs allow the user to
integrate data from log plots, images, and text to
describe the results on analyses

- dynamic memos -- memos which include text,
graphics, images, simple animation, and pro-
grams which may be controlled and manipulated
by the user

For example there are methods to plot tool responses
for a selected zone. The actual tool response data for a
single well has been embedded within a well object. A
method of the wel[ class acquires data for a particular

2 This ST.80 application program assumes that files exist
containing bit map images for display purposes. In ail cases
these images are simulated at this time by drawing them with the
ST-80 FormEditor. A very modest amount of additional
software is required to translate a digitized image to the required
form to be used by ST·80.

tool within -the specified depth interval. The data are
then displayed in a user defined window on a labeled
grid. Another log can be added to that view or
displayed within another view at tile same ora different
depth interval.

The programmer for this application had never pro-
grammed in ST-80 or any object oriented programming
language before. The resulting simple application
r-equired only 205 ST=80 statements and less than 2
months of effort, including training.3

To develop the equivalent functionality using only a
language such as Fortran or Pascal- would probably
require 10,000 - 20,000 statements. However, this is
not actually a fair comparison because with ST-80 one
acquires a rather large library of useful methods and
classes; whereas, in more traditional languages one
begins with only very primitive operations and data
structures.

The distinct tendency of people working in tradi·
tional environments is to begin from scratch without
building on one of the many existing libraries of useful
functions or procedures. It is simply inconceivable that
one would choose to do that in-ST-80.

4. An Example of ST·80 Code

A simple ST-80 program or method will be presented to
demonstrate both the power and the simplicity of tile
language. This method is simply an example and not
actually a part of the application described above.

As shown in Figures 1 - 5, the following method is
an interactive program which does a simple plot of data
obtained from a log object.

1 teek.Rept iFiguie A
- This merhod Nots G toc[ response v€rtmaily based upon

daia obtairedfrom the kg object'
2 1 log penComdr penPlot newL#

3 penPloi - Plotter new.
4 penComdr - Commander new: 11.
5 userReet - Rectangle fromUser. Crigwn? 3
6 penComdr north. turn: 180,

lineUFFrom: use[Rect origin to: userRect topRight,
down. 80: (userRect height), up. turn: -90:

lineUPFrom userRect origin to: userRect bottomLeft;
down; go: fuserRect width}. up. /F*ze 31

7 penflot north; defaultNib: 3, frame: use,Reet; up.
8 4 -Logs fromWeil. 'OCSG' date: 'dec1982'.
9 newLog - logget os: 'sp· minDepth· 1000 maxDepth 1100.
10 scaledArray - log scale: newLog to: userRect.
11 scaledArray do:

1 :each I pent?lot gotor (userReet origin + each).
down 1. ingure 4

3, A statement was defined to be any single messages or set of
messages on a single physical line, any cascaded message (count
semicoIons), or any block structure. Block structures can of
course contain very many statements but all block structures
were considered to have at least one statement.
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These 24 ST-80 statements will be described to pro-
vide the user with a view of the style and form of the
language. The program described is intended only as a
tutorial example. For a more complete description of
ST-80, the reader should see either the August 1981
issue of Byte Magazine or the Addison-Wesley book,
SmalkTalk 80: The Language and Its Implemen-
tation by Adele Goldberg and David Robson of Xerox.

1. jechRept is the name of the method to be executed.
2. Four names of temporary variables are listed.

These variables are local to this method.

3. Create a new object of the class Plotter, named pen.
Ptot which responds to all of the methods of
Plotter, This is termed creating a new instance of a
class.

FKBRE 5

4. Create a new instance of the class Commander with

11 pens, named pen Comdr. Commander is a class
of objects which controls pens, in the sense of pens
on a flat bed plotter. penComdr controls 11 pens.

5. Request the user to specify the origin and size of a
rectangle on the display. The points which specify
this rectangle are stored ill the local variable user-
Rea.

6. A series of commands are sent to the penComdr
which has the effect of drawing linear graph paper
within the userRect. For example, the 11 pens are
commanded to line up between the origin and the
top right corner of the user,Rect; to lower onto the
paper (down); and move a distance equal to the
height of the userRect.

7. Initialize the direction, pen size, plotting area on
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the screen (frame) and position of the Wotter.

8. Create a new object which contains data fromWell:
'OCSG' on date: 'dec1982'.

9. Create a new object which contains only the sp log
within the zone 1000 to 1100.

10. Create a new object which contains the sp log data
selected above and which is scaled to the size of the
userRect.

11. Loop through the data and plot each point with a
connected line. That is, for each element of the
scoled>irray, plot a line from the previous point to a
new point which is the current element of the
scaledArray plus the origin of the use,Rect

I hope that this simple 11 instruction example has given
the reader a feel for the language and demonstrated the
power of ST-80.

5. The ST-80 User Interface

ST-80 was explicitly designed to optimize the produc-
tivity of the individual programmer. In my opinion, it is
the best solitary environment available within the indus-
try today,

Some of the advantages of the interface include:

,- ST-80 a mode-less environment unless one falls out

into the ALTO operating system level which hap-
pened regularly in the first few weeks of using the
system, but which happens about once a month now

- the structure of the interface and the mouse result iii
fantastically little use of the keyboard; it is not
uncommon to realize that you have been working on
the system for 30 minutes without have entered a
single keystroke

- reasonable first generation tools exist to help the
user understand what is actually going on within the
system at any given time

- dealing with images is easy and productive under
ST-80 unlike any other substantial system I know of

6. Strengths of ST-80

The major strengths of ST80 are related to the integra-
tion of program development tools with graphics. Such
integration has begun to appear in other environments
such as Interlisp and Lisa.

The following strengths of ST-80 have been observed:

- productivity is substantially enhanced by access to
large library of reusuable classes and methods and
by inheritance (10's of lines of code rather than
1000's)

- the user interface within Smalltalk, while not per-
feet, is very, very good

- the totally integrated environment allows the sys-

tem to be more accessible to the user and can be
mastered by an individual over time

- the Smalltalk language is remarkably productive
for graphics programming

- there is a large quantity of existing code which is
of reasonable quality and which can be directly
accessed, modified, and reused (cost to generate
was approximately 100 person years of efTort over
12 years)

- Smalltalk-80 is directly extensible so that powerful
new application systems can be built in the
language of the user

- .the base is very good for construction of the
remainder of components required for the elec-
ironic office (applications, text/graphics, program-
ming, communications)

based upon very early impressions ST-80 well
suited for use by physical scientists and others
interested in modeling applications as long as the 
performance constraints mentioned elsewhere do
not result in crippling response time

7. Weakness of ST·80

Obvious weaknesses which have been discovered
include:

- lack of any capabilities in the commercial release
for multiperson communication or coordination
(mail, configuration control, etc.)

- there is no ST-80 file system or integrated set of
utilities for file management, file transfer, and
manipulation; instead the rather primitive ALT'O
file system is used outside of ST-80 (a different
mode!)

- computation speed is currently a problem for the
Xerox 1100 implementation of STL80 since the
computational primitives are not atl written in
microcode

- available training materials are sparse and inade-
quate given the radically new environment
represented by ST-80

- the user population is extraordinarily small at this
time (10's of people)

- hardware to run ST-80 is currently very expensive
($45,000) compared to that found in the typical
corporate programmer's office (a $1500 VT.100);
Apple's Lisa machine runs ST-80 on a much
smailer display screen, but costs only $10,000 for
the hardware; (these prices seem to change daily!)

- only one programming language is currently avail-
able within the environment; this obviates the pos-
sibility of utilizing any previously written software
on the workstation itself; network connections to
such software are possible

7--
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These weaknesses are simply a reflection of the maturity
of the product and do not represent fundamental limita-
lions which cannot be overcome.

8. Workstation costs versus software productivity

Workstations to run ST-80 are currently more expensive
than we are accustomed to s pending o n programmer
workstations. Any detailed analysis that I can imagine
Will convincingly demonstrate that for anything resem-
bling the productivity gains which seem possible under
ST-80, we could be spending dramatically more for
workstations while improving the corporate profitability.
The real gains for ST-80 may not just be development
productivity but also maintenance productivity. By being
succint and readable, we should assume that mainte-
nance costs will be exceptionally low and maintenance
turnaround very short.

Every indication is that cost per current day worksta-
tion will decrease steadily during the next decade. Per-
sonally, though I expect the capabilities of these devices
to expand rather than stay constant. so the absolute
value may not decrease nearly so rapidly.

0. Summary

ST-80 is a highly productive programming environment
and approach to programming. It is non-traditional and
represents a discontinuous break from the past. ST-80
combines an integrated programming environment with
the object oriented approach to software development.
It will fundamentally change the way we think about
software environments, the way we develop software,
and the amount of money we spend to capitalize pro-
grammers.

ST-80 can not longer be considered an interesting
toy developed and used within research laboratories. It
is a solid programming environment and can be used as
a base for significant applications. These applications
can be developed, modified, and maintained with
dramatically less effort than in any other programming
language, programming environment, or operating sys-
tem. Radical improvements in productivity can now be
purchased off the shelf and their seemingly high initial
price tags may prove to be very modest indeed.

In conclusion, ST-80 is out of the Xerox research
laboratory. It is a reasonably complete first release of a
very ambitious software product which is of very high
quality. It has been well worth the rather long
wait!
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The Xerox Learning Research Group
Xerox Palo Alto Research Center

3333 Coyote Hill Rd
Palo Alto CA 94304

The Smalltalk-80 system represents the current state of
theobjeetroriented point of view as it hasobeen reduced to
practice by the Xerox Learning Research Group. The
Smalltalk-80 system is composed of objects that interact
only by sending and receiving messages. The program-
mer implements a system by describing messages to be
sent and describing what happens when messages are
received.

The Sma#talk-80 .system is :the latest ina series of
programming environments that have applied the
object-oriented point of uiew more und more uniform.
ly *6 the dbsign mid production of software systems.
THetfundmnental ideas of objects, messages, and
classes e#me: jfrom SIMULA. (See reference 1.)
SIMUIA*lt*s users to create object-oriented sys=
41'ns, buf *44 th# standard data/ procedure-oriented
AtGOL hangug,ge  to prouide numbers, booleans, basic
4*4 st™ctures, and I tont¥61 structutes. The Flex

¢44*mtft#*49**fit#*49, SmW#alk-749 4*li
Smdittdit-76+44 Nferences 5, 2, und 4, respectively)
syst¢m**tended theobject-oriented point of vieu> to

f#nintreasing number of>ike elements of Q program-
ming- envitonment. For :example, in Smalltalk-72,
adthmetic.list structures, and control structures were
tepresented 45 obietts mid messages, but classes were
#*t: In Sulltelk#74, class descriptions as objects ibeye
4+04*ced. The Smalltalk-76 system added the
(*pabitti# toexpress inlationships between classes,

{4444*tended the objectoriented point of view to the
piogrammer'# intedace.

This arHcle presents the centmt *emantic features
and most 4 the syntactic features of the Smalltalk-80
system. it was prepared by Date Robson and Adele
Goldbeft as scribes for the group effort of designing

fund:implementing thesystem. Two forthcoming books
(see Pefe?*4*#ce 3) provide the fun specification of the
Smalitatk480 system; in particular, the books describe
.ith€ imptementation of the interpreter and storage
inminger, and:the graphical user interface.
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Sending Messages-Expressions
Messages are described by expressions, which are se-

quences of rcharacters that: conform to the syntax of the
Smalltalk-80 programming language. A message-sending
expression describes the receiver, selector, and arguments
of the message. When an expressioh is evaluated, the
message it describes is transmitted to its receiver. Here
ate several examples of expressions describing a message
to an object.TNote: color has been added to helpidentify
the receivers, selectors, and arguments in the following
examples.)

1. frame center Key: U Receiver

2. ongin -1-t#me* E Selector

3. frame rr,oveTo: I E Akguntent

4. ilist{ at{ ** put i**#
Each expression begins with a description of the

receiver of the message. The receivers in these examples
are-described-by variable-names: frame, origin, frame,
and jist, respectively Generally, at least one space must
separate the parts of an expression.

Messages without arguments are called unary
messages. A unary message consists of a single identifier
called a unary selector. The first example is a unary
message whose selector is center.

A binary message has a single argument and a selector
that is one of a set of special single or double characters
called binary seiectors. For example, the common
arithmetic symbols (+, -,*, and /) are binary selectors;
some comparison operations are represented as double
characters (eg: = = for equivalence, - = for not
equal). The second example is a binary message whose
argument is Offset,

A keyword message has one or more arguments and a
selector that is made up of a series of keywords, one
preceding each argument. A keyword is an identifier with

Reprinted with permission frort, R}'TE, Volume 6, Nuniber 8, Arigust 198[,
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a trailing colon. The third example is a single-argument
keyword message whose selector is moveTo: and whose
argument is newLocation. The fourth example is a two-
argument keyword message whose selector is made up of
the keywords at: and put. and whose arguments are index
and element. To talk about the selector of a multiple·
argument keyword message, the keywords are con-
catenated. So, the selector of the fourth example is
at:put.

The message receivers and arguments in the examples
are described by variable names. In addition, they can
also be described with literals. The two most common

kinds of literals are integers and strings. An integer literal
is a sequence of digits that may be preceded by a minus
sign (eg: 0, 1, T 56, -3, or 13772). A string literal is a se-
quence of characters between single quotes (eg: 'hi',
'John', or 'the Smalltalk-80 system'). A binary message
with an integer literal as its receiver is

45 + count

A keyword message with a string literal as its argument is

printer display: 'Monthly Payroll'

When a message is sent, it invokes a method deter-
mined by the class of the receiver. The invoked method
will always return a result (an object). The result of a
message can be used as a receiver or argument for
another message. An example of a unary message
describing the receiver of another unary message is

window frame center

Unary messages are parsed left to right. The first
message in this example is the unary selector frame sent to
the object named window. The unary message center is
then sent to the result of the expression window frame
(ie: the object returned from window's response to
frame).

Binary messages are also parsed left to right. An exam-
ple of a binary message describing the receiver of another
binary message is

index + offset * 2

The result of sending the binary message + offset to
the object named index is the receiver for the binary
message *2. All binary selectors have the same
precedence; only the order in which they are written mat-
ters. Parentheses can be used to change the order of
evaluation. A message within parentheses is sent before
any messages outside the parentheses. If the previous ex-
ample were written

index + (offset *2}

the result of the binary message * 2 to offset would be

used as the argument of a binary message with receiver
index and selector +.

Unary messages take precedence over binary messages.
If unary messages and binary messages appear together,
the unary messages will be sent first. In the example

frame center + window offset - index

the result of the unary message center to frame is the
receiver of the binary message whose selector is + and
whose argument is the result of the unary message offset
to window. The result of the + message is, in turn, the
receiver of the binary message - index, Parentheses can
be used to explicitly show the order of evaluation, eg:
((frame centerj + (window offset)} - index. Parentheses
can also be used to alter the order of evaluation. In the
example

(center + offset) x

the binary message + offset would be sent before the
unary message x.

Whenever keywords appear in an unparenthesized
message, they compose a single selector. The example

window showText 'Title' inFont helvetica
indented: 15

isa single message whose selector is showText:infant:in-
dented:. Because of this concatenation, there is no left-to-
right parsing rule for keyword messages. If a keyword
message is to be used as a receiver or argument of another
keyword message, it must be parenthesized. The expres-
sion

frame scale: (factor max: 5}

describes two keyword messages. The result of the ex·
pression factor max: 5 is the argument for the scale:
message to frame.

Binary messages take precedence over keyword
messages, When unary, binary, and keyword messages
appear. in the same expression without parentheses, the
unary messages are sent first, the binary messages next,
and the keyWord messages last. The example

bigFrame height: smailframe height * 2

is evaluated as if it were parenthesized as follows:

bigFrame height ((smallframe height) * 21

A cascaded message expression describes a sequence of
messages to be sent to the same object. A simple message
expression is a description of the receiver (ie: a variable
name. literal, or expression) followed by a message (ie: a
unary selector, a binary selector and argument, or a set of
keywords and arguments>. A cascaded message expres-
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Figure 1: Syntax diagrams for the Smal?talk-80 language.

sion is a single description of a receiver followed by
several messages separated by semicolons. For example,
in the expression

printer newLine; print: reponTitle: space:
print: Date today.

four messages are sent to the object named printer. The
selectors of the four messages are newLine, print:, space.
and print:. In the expression

window frame center. pointer location:
width: border + contents: clear

three messages are sent to the object returned from the
frame message to window. The selectors of the three
messages are center., width., and clear. Without
cascading, this would have been three expressions

window frame center: pointer location.
window frame width: border + contents.
window frame clear

Assigning Variables
The value of a variable cah be used as the receiver or

argument of a message by including its name in an ex..
pression. The value of a variable can be changed with an
assignment expression. An assignment expression con-
sists of a variable name followed by a left arrow <-1
followed by the description of an object. When an assign-
ment expression is evaluatedp the variable named to the
left of the arrow assumes the value of the object·described
to the right of the arrow, The new value can be described
by a variable name, a literal, or a message·sending ex-
pression. Examples of assignments are

center - origin
index - 0

index - index + 1
index - index + 1 max: limit

In the last example, the message + 1 is sent to the
value of the variable index, the message max: limit is sent
to the result of the + 1 message. and the result of the
max: limjt message becomes the new value of the variable
index.

A number of variables can be assigned in the same ex-
pression by including several variable names with left ar-
rows. The expression

start - index - 0

makes the value of both start and index be 0,
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The syntax table in figure 1 is a diagram for parsing
well-formed Smalltalk-80 expressions. This table does
not specify how spaces are treated. Spaces must not ap-
pear between digits and characters that make up a single
token, nor within the specification of a number. Spaces
must appear

*between a sequence of identifiers used as variables or
unary selectors
®between the elements of an array in an array constant
•on either side of a keyword in a keyword expression

Spaces may optionally be included between any other
elements in an expression. A carriage return or tab has
the same syntactic function as a space.

Receiving Messages-Classes
A class describes a set of objects called its instances.

Each instance has a set of instance variables. The class
provides a set of names that are used to refer to these
variables. A class also provides a set of methods that
describe what happens when its instances receive mes-
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Figure 1 continued

sages. A method describes a sequence of actions to be
taken when a message with a particular selector is re-
ceived by an instance of a particular class. These actions
consist of sending other messages, assigning variables,
and returning a value to the original message.

To create a new application, modify an existing ap.
plication, or to modify the Smalltalk-80 system itself, a
programmer creates and modifies classes that describe
objects. The most profitable way to manipulate a class is
with an interactive system, Much of the development of
the Smalltalk-80 system has been the creation of ap-
propriate software-development tools. (See Larry Tesler's

"article "The Smalltalk Environment, on page 90.) Unfor
tunately, to describe a system on paper, a noninteractive
linear mode of presentation is needed. To this end, a
basic class template is provided as a simple textual
representation of a class The basic class template in table
1 shows the name of the class, the names of the instance
variables, and the set of methods used for responding to
messages.

In table 1, the italicized elements will be replaced by
the specific identifiers or methods appropriate to the
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9%****9133* ffift identifier

lj|1@63*0I#911*0*3 identifier identifier identifier
{tifid.h.#

method

method

method

Table 1: The basic class template,

class. Names of classes begin with an uppercase letter,
and names of variables begin with a lowercase letter. As
an example, figure 2 shows the basic template form of a
class named Point whose instances represent points in a
two-dimensional codrdinate system. Each instance has an
instance variable named x that represents its horizontal
coordinate and an instance variable named y that
represents its vertical coordinate. Each instance can res-
pond to messages that initialize its two instance variables,
request the value of either variable, and perform simple

arithmetic. The details of methods (in particular, the use
of T, '.' and ' 1 ') are the subject of our next discussion.

Methods
A method has three parts:

® a message pattern
•some temporary variable names
* some expressions

The three parts of a method are separated by vertical
bars (I). The message pattern consists of a selector and
names for the arguments. The expressions are separated
by periods (.> and the last one maybe preceded by an up
arrow (t). In the method for selector + in figure 2. the
message pattern is + a Point, the temporary variable
names are sumX and sumY. and there are three expres-
signs, the fast one preceded by an t.

Line breaks have no significance in methods; format-
ting is used only for purposes of aesthetics. The vertical
bars and periods are delimiters of significance.

As stated earlier, each message pattern contains a selec-
tor. When a message is received by an instance, the
method whose message pattern contains the same selector
will be executed. For example, suppose that offset were an

ilass inameR , Point

instance variabk names xy

methods

x: xeoordinate y: yCoordinate I 
x - xCoordinate
y - yfoordinate

06 Message i XI
C Pattern A

Temporuy
t x Variable
1 Names

t;
+ apolnt

sunlx - x + apoint x.

sumY -y + aPoint y.
t Point newX: sumX Y: sumY

1 Expressions

- aPolnt I djfferenceX difference¥ 1
differenceX -x- aPoint x.

differenceY - y - aPoint y
1 Point newX: differenceX Y: differenceY

* scaleFactor IscaledX scaledY 1
scaledX -x* scalefactor.
scaledY -y* scaleFactor
1 Point newX: scaled)< Y: scatedY

Figure 2: Illustrated Wass template for the class Point,
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classmame DepositRecord

stmerciass Object

instance variable names date amount

methods

of: depositAmount on: depositDate I I

date - depositDate
amount - depositAmount

amount l I
1 amount

balanceChange 1 1
t amount

Table 2: CMS5 template for class DepositRecord.

instance of Point in the expression

offset + frame center

The method whose message pattern is + aPoint would
be executed in response. For selectors that take
arguments, the message pattern also contains argument
names wherever arguments would appear in a message.
When a method is invoked by a message, the argument
names in the method are used to refer to the actual

arguments of that message. In the above example, aPoint
would refer to the result of frame center.

tdagname j iffif{ i identifier

mper¢144# 463ft f{ 3 identifier

f»tad v**@4 names b identifier identifier identifier

class variabknames identier identifier identifier

dag me jsages and:merhods 
method

method

instance mes#ages and methods

method

method

method

Table 4: The full clas template.

method

class name M CheckRecord

superclas& f Off  , jj f DepositRecord

instance variable names number

methods

number: checkNumber for: checkAmount on:
checkDate 11
number - checkNumber.
date - checkDate.
amount - checkAmount

of: anAmount on: aDate 11
self error.

'Check records are initalized with
number:for:on: '

balanceChange I 1%0- amount

Table 3: Cla ss template for class CheckRecord.

Following the message pattern, a method can contain
some temporary variable names between vertical bars,
When a method is executed, a set of variables is created
that can be accessed by the temporary variable names.
These temporary variables exist only while the method is
in the process of execution.

Following the second vertical bar, a method contains a
sequence of expressions separated by periods. When a
method is executed, these expressions are evaluated se-
quentially.

So, there are three steps in receiving a message, cor
responding to the three parts of the method. Smalltalk
will

1. Find the method whose message pattern has the same
selector as the message and create a set of variables foi
the argument values.
2. Create a set of temporary variables corresponding to
the names between the vertical bars.
3, Evaluate the expressions in the method sequentially.

Six kinds of variables can be used in a method's expres-
sions:

*the instance variables of the receiver
e the pseudo-variable self
e the message arguments
• temporary variables
•class variables
•global variables

The instance variables are named in the message
receiver's class, In the example, x and y refer to the values
of the instance variables of offset.

There is an important pseudo-variable available in
every method, which is named sem. self refers to the
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receiver of the message that invoked the method. It is
called a pseudo·variable because its value can be accessed
like a variable, but its value cannot be changed using an
assignment expression. In the example, self refers to the
same object as offset during the execution of the method
associated with + .

Arguments and temporary variables are similar, in that
the names for both are declared in the method itself and

they both exist only during the method's execution,
However, unlike arguments, temporary variables are not
automatically initialized. The values of temporary
variables can be changed with an assignment expression.

Class uariables are shared by all instances and the class
itself. Names for the class variables are shown in the full

class template in an entry called "class variable names"
(see table 4). Although they are variables and their values
can be changed, they are typically treated as constants,
initialized when the class is created, and then simply used
by the instances. For example, if the class of floating-
point numbers wanted to provide trigonometric func-
tions, it might want to define a variable called pi to be
used in any of its methods.

Global variables are shared by all objects. A global die-
tionary, called Smalltalk, holds the names and values of
these variables. The classes in the system, for example,
are the values of giobal variables whose names are the
class names. With the exception of variables used to
reference system resources, few global variables exist in
the Smalltalk-80 system. Programming style that depends
on user-defined globals is generally discouraged,

If the last expression in a method is preceded by an t,
the message that invoked the method takes on the value
of this expression. If an 1 does not precede the last ex..
pression, the value of the message is simply the receiver
of the message. For example, the x:y: message to a Point
(see figure 2) behaves as if it had been written

x: *Coordinate y: yeoordinate I j
x - xCoordinate.

y - ycoordinate.
i self

Methods can contain comments anywhere. A comment
is a sequence of characters delimited by double quotes.
Two consecutive double quotes are used to embed a
double quote within a comment. The methods in class
Point were purposely written in a verbose style to provide
examples. The messages for + could have been written

+ apoint 1 1
i Point newx: x + aPoint x Y: y + aPolnt y

The basic class template presents only the most important
attributes of a class, The complete description of a class is
provided by the full class template, described in the next
section.

Inheritance
The basic template allows a class to be described in-

dependently of other classes. It ignores inheritance
among classes. The full class template, however, takes in-
heritance into account. (See table 4.) With it, a class can
be described as a modification of another class called its

superclass. All classes that modify a particular class are
called its subclasses. A subclass inherits the instance
variable names and methods of its superclass. A subclass
can also add instance variable names and methods to

those it inherits. The instance variable names added by
the subclass must differ from the instance variable names

of the superclass. The subclass can override a method in
the superclass by adding a message with the same selec-
tor. Instances of the subclass will execute the method
found in the subclass rather than the method inherited

from the superciass.
To assemble the complete description of a class, it is

necessary to look at its superclass, its superclass's
superclass, and so on, until a cIass with no superclass is
encountered. There is only one such class in the system
(ie: without a superclass), and its class name is Object.
All classes ultimately inherit methods from Object. Ob-
Ject has no instance variables. The set of classes linked
through the superclass relation is called a superchiss
chain. The full class template has an entry called
"superclass" that specifies the initial link on the class's
superclass chain.

As an example, we might describe a class,
DepositRecord, whose instances are records of bank ac-
count deposits. Each instance has two instance variables
representing the date and amount of the deposit. The
class template is shown in table 2.

class name. CheckRecord

superclass DepositRecord

instance variable names number

class messages and methods

number: checkNumber for: checkAmount on:
checkDate 1 1
i self new number: checkNumber

for: checkAmount
on: checkDate

instance messages and methods 
number: checkNumber for: checkAmount on:

checkDate I I
super of: checkAmount on: checkDate.
number - checkNumber

of: anAmount on: aDate 1 1
self error: 'Check records are Initialized with

number:for·on:

balancerhange I 10- amount

Table 5: Fult class template for class CheckRecord,
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A class. CheckRecord, whose instances are records of
checks written on an account is a subclass of
DepositRecord; this new class adds an instance variable
that represents the check number. The class template is
shown in table 3.

An instance of CheckRecord has three instance
variables. It inherits the amount message, adds the
number:for:on: message,and overrides the
balanceChange and of:on: messages. The of:on: method
contains a single expression in which the message error:
'Check records are initialized with number. for: on:' is sent
to the pseudo-variable self. The method for error: is found
in the superclass of DepositRecord, which is the class Ob-
ject; the response is to stop execution and to display the
string literal argument to the user.

An additional pseudo-variable available in a method's

c¢:lam name i: j; tiJ :i n jitjit fi Pojnt

sup#44) & 44: it«f: 44 f Object

44*tanme val*ble narsi 43{04 { x y

91#3 vwiable rwme#ijftti i pl

class mk*%44**d methodst

instance creation

newx: xvalue Y: yValue 11
t self new x: xValue

y: yva\ue
newRadlus: radjus Ang#e: ang#e I I

I self new x radius * angle sin
y: radius * angle cos

class initialization

se/111 pl- 3.14159

jimiance m**ages and methods

accessing
x: xeoordinate y: yCoordinate 1 1

x - xCoordinate.
y - yCoordinate

x I I tx
y 1 1 ty
radius I I I ((x * x) + (y * y)) squareRoot
angle litwy) arctan

arithmetic

+ aPoint I I 1 Point newx: x + @Point x
Y: y ·+ aPointy

- aPoint I I t Point newx: x - aPoint x
Y: y - aPoint y

* scalefactor 1 I i Point newx: x* scalefactor
Y: y * scalefactor

clrc#eArea Irl
r - self radius.
lp!*r*r

Table 6: Fun class template for class Point.

expressions is super. It allows a subclass to access the
methods in its superclass that have been overridden in the
subclass description. The use of super as the receiver of a
message has the same effect as the use of self, except that
the search for the appropriate message starts in the
superclass, not the class, of the receiver.

For example, the method associated with
number:for: on in CheckRecord might have been defined
as

number: checkNumber for: checkAmount on:

checkgate 1 1
super of: checkAmount on: checkDate.
number - checkNumber

Metaclasses

Since a class is an object, there is a different class that
describes it. A class that describes a class is called a
metaclass. Thus, a class has its own instance variables
that represent the description of its instances; it responds
to messages that provide for the initialization and
modification of this description. In particular, a class
responds to a message that creates a new instance. The
unary message new creates a new instance whose in-
stance variables are uninitialized. The object nil indicates
an uninitialized value.

The classes in the system might all be instances of the
same class. However, each class typically uses a slightly
different message protocol to create initialized instances.
For example, the last expression in the method associated
with + in class Point (see figure 2) was

Point new)<: sumX Y: sumY

newX.Y. is a message to Point, asking it to create a new
instance with sumX and sumY as the values of the new in-
stance's instance variables. The newX:Y: message would
not mean anything to another Class. such as
DepositRecord or CheckRecord. So, these three classes
can't be instances of the same class. All classes have a lot
in common, so their classes are all subclasses of the same
class. This class is named Class. The subclasses of Class
are called metaclasses,

The newX. Y: message in Po jr>it's metaclass might be im-
plemented as

newn xValue Y: yValue I I
1 self new x: xValue y: yvalue

The new message was inherited by Poinfs metaclass from
Class. One reason for having metaclasses is to have a
special set of methods for each class, primarily messages
for initializing class variables and new instances. These
meth6ds are displayed in the full class-template form
shown in table 4; they are distinguished from the
methods for messages to the instances of the class. The
two categories are "class messages and methods"and "in-
stance messages and methods," respectively. Methods ini
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the category:"class messages and methods" are associated
with the metablass; those in "instance messages and
methods" are associated with the class.

If there are no class variables for the class, the "class
variable name" entry is omitted. So, CheckRecord might
be described as shown in table 5.

It is often desirable to create subcategories within the
categories "class messages and methods" and "instance

"messages and methods. Moreover, the order in which
the categories or subcategories are listed is of no
significance. (The notion of categories is simply a pretty
printing" technique; it has no semantic significance.)

Returning to the example of class Point, if the instance
methods of class Point include subcategories accessing
and arithmetic, the template for Point might appear as
shown in table 6.

When the class Point is defined, the expression
Point setPj

should be evaluated in order to set the value of the single
class variable.

A Point might be created and given a name by
evaluating the expression

testPoint - Point newX: 420 Y: 26

The new Point, testPoint, can then be sent the message
circleArea:

testPoint circleArea

or used in a more complex expression:

(testPoint * 2) circleArea

Primitive Routines
The response to some messages in the system may be

performed by a primitive routine (written in the im-
plementation language of the machine) rather than by
evaluating the expressions in a method. The methods for
these messages indicate the presence of such a primitive
routine by including < primitive> before the first expres-
sion in the method, A major use of primitive methods is
to interact with the machine's input/output devices.

An example of a primitive method is the new message
to classes, which returns a new instance of the receiver.

new 1 1 < primitive >

This particular primitive routine always produces a
result. If there are situations in which a primitive routine
cannot produce a result, the method will also contain
some expressions. If the primitive routine is successful in
responding to the message, it will return a value and the
expressions in the method will not be evaluated. If the
primitive routine encounters difficulty, the expressions
will be evaluated as though the primitive routine had not
been specified.

Another example of a message with a primitive
response is a message with the selector + sent to a
Smallinteger

+ aNumber I 1 <primitive>
self error: 'Smallinteger addition has failed'

One reason this primitive might fail to produce a result
is that the argument is not a SmallInteger. In the example,
this would produce an error report. In the actual
Smalltalk-80 system, an attempt is made to check and see
if the argument were another kind of number for which a
result could be produced,

Indexed Instance Variables
An object's instance variables are usually given names

by its class. The names are used in methods of the class to
refer to the values of the instance variables, Some objects
also have a set of instance variables that have no names
and can only be accessed by messages. The instance vari..
ables are referred to by an integral index. Indexable ob-
jects are used to implement the classes in the system that
represent collections of other objects, such as arrays and
strings.

The messages to access indexed instance variables have

Arrayfold***¢*

441*cti44443%1 &12WQ11 1ndexedCollection

ti®*66*t**kn**artable

44*m.iwi.meth&ist

instance creation

with: anE#ement 1 I
1(self new: 1) at: 1 put. anEjement

with: firstE#ement with: secondllement
l anArray 1
anArray - sejf new: 2.
anArray at: 1 put: firstElement.
anArray at: 2 put: secondElement
lanArray

tinstance messages and methods

accessing
at: anlnteger 11

< primitive>
self error: 'index out of range'

at: aninteger put: anE;ement I 
< primitive >
self error: 'index out of range'

funny stuff
embed 1 1

TArray with: self

Table 7: Full class temphte for class Array.
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selectors at: and at:put:. For example

list at: 1

returns the first indexed instance variable of list. The ex-
ample

list at: 4 put: element

stores element as the value of the fourth indexed instance
variable of list. The at: and at:put: messages invoke
primitive routines to load or store the value of the in-
dicated variable. The legal indices run from one to the
number of indexable variables in the instance. The at: and
at:put: messages are defined in class Object and,
therefore, can be understood by all objects; however, on-
ly certain classes will create instances with indexable in-
stance variables. These classes will have an additional
line in the class template indicating that the instances con-
tain indexable instance variables. As an example, we
show a part of the template for class Array in table 7.

Each instance of a class that allows indexable instance
variables may have a different number of them; such in-
stances are created using the new: message to a class,
whose argument tells the number of indexable variables,
The number of indexable instance variables an instance
has can be found by sending it the message size. A class
whose instances have indexable instance variables can
also have named instance variables. All instances of any
class will have the same number of named instance
variables.

Control Structures and Blocks
The two control structures in the Smalltalk-80 system

described so far are

e the sequential execution of expressions in a method
e the sending of messages that invoke other methods that
eventually return values

All other control structures are based on objects called
blocks. Like a method, a block is a sequence of expres-
sions, the last of which can be preceded by an up arrow
(t). The expressions are delimited by periods; they may
be preceded by one or more identifiers with leading co-
lons, These identifiers are the block arguments. Block
arguments are separated from expressions by a vertical
bar.

Whenever square brackets are encountered in a
method, a block is created. Evaluation of the expressions
inside the square brackets is deferred until the block is
sent the message value or a message whose selector is a
concatenation of one or more occurrences of the keyword
value:. Control structures are implemented as messages
with receivers or arguments that are blocks. The methods
for carrying out these control-structure messages involve
sending the blocks patterns of value messages.

In the Smalltalk-80 system. there are two types of

primitive control messages: conditional selection of
blocks, ifTrue:ifFa}se., and conditional iteration of blocks,
whileTrue: and whileFalse:.

The representation of conditions in the Smalltalk-80
system uses distinguished boolean objects named fa]-se
and true. The first type of primitive control message pro-
vides for conditional selection of a block to be executed.
This is similar to the IF... THEN ... ELSE of ALGOL-
like languages. The expression

queue isEmpty ifTrue: [index - O]
ifFalse: [index - queue next]

evaluates the expressions in the first block if the receiver
is true and evaluates the expressions in the second block if
the receiver is false. Two other forms of conditional selec-
tion provide only one alternative

queue isEmpty ifTrue: [index - 01.
queue isEmpty ifFalse: [index - queue next].

When ifTrue: is sent to false, it returns immediately
without executing the block. When ifFalse: is sent to true,
the block is not executed.

The second type of primitive control message repeated-
ly evaluates the expressions in a block as long as some
condition holds. This is similar to the WHILE and UNTIL
statements in ALGOL-like languages. This type of con-
trol message is a message to a block; the receiver, the
block, evaluates the expressions it contains and deter-
mines whether or not to continue on the basis of the value
of the last expression. The first form of this control
message has selector whileTrue:.The method for
whileTrue: repeatedly executes the argument block as
long as the receiver's value is true. For example,

[index < = limit] whileTrue: [self process: list at: index.
jndex - index + I].

The binary message < = is understood by objects
representing magnitudes. The value returned is the result
of comparing whether the receiver is less than or equal to
(< =) the argument.

The second conditional iteration message has selector
whileFalse:. The method for whitefaise: repeatedly ex-
ecutes the argument block as long as the receiver's value
is false. For example,

[queue MEmpty] whilettaise. [sell proceg: queue next]

The messages whileTrue and whileFalse to a block pro-
vide a shorthand notation for messages of the form
whileTrue: aBlock and whileFalse: aBlock, if the argument
amock is an empty block.

Block arguments allow one or more of the variables in-
side the block to be given new values each time the block
is executed. Instead of sending the block the message
value, messages with selectors value: or value:value:, and
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so on, are sent to the block. The arguments of the value:
messages are assigned to the block arguments (in order)
before the block expressions are evaluated.

As an example, classes with indexed instance variables
could implement a message with selector cio: that takes a
block as an argument and executes it once for every in-
dexed variable. The block has a single block argument;
the value of the appropriate indexed variable is passed to
it for each execution. An example of the use of such a
message is

list do: [ :element I self process: element]

The message might be implemented as

do: aglock l index I
index - 1.

Iindex < = self size] whileTrue:
[a Block value: (self at: index).

index - index + 11

Similar control messages can be implemented for any
class. As an example, a simple repetition could be pro-
vided by a tlmesRepeat: aBlock message to instances of
class Integer

timesRepeat: aBlock I index I
index - 1.

[index < = self] whileTrue
[a Block value
index - index + 1]

Examples of implementing other control messages are
given in L Peter Deutsch's article "Building Control Struc-
tures in the Smalltalk-80 System," on page 322.

The Smalltalk-80 System: Basic Classes
The Smalltalk-80 language provides a uniform syntax

for retrieving objects, sending messages, and defining
classes. The Smalltalk-80 system is a complete pro-
gramming environment that includes many actual classes
and instances. In support of the uniform syntax, this
system includes class descriptions for Object, Class,
Message, CompliedMethod, and Context, whose
subclasses are BlockContext and MethodContext. Multi-

pie independent processes are provided by classes Pro-
cessorScheduler, Process, and Semaphore. The special
object nil is the only instance of class UndefirledObJect.
These classes comprise the kernel Smalltalk-80 system.

The system also includes class descriptions to support
basic data structures; these are numerical and collection
classes. The class Number specifies the protocol ap-
propriate for ali numerical objects. Its subclasses provide
specific representations of numbers. The subclasses are
Float, Fraction, and Integer. For a variety of reasons,
there are both Smaillntegers and Largeintegers; of these,
there are LargePositivelntegers and LargeNega-
tivelntegers.

Class Collection specifies protocol appropriate to ob-
jects representing collections of objects. These include
Bag, Set, OrderedCollection, Linkedlist, MappedCollec-
tion, SortedCollection, and IndexedCollection. The latter
provides protocol for objects with indexable instance
variables. It has subclasses String and Array. Elements of a
string are instances of class Character; bytes are stored in
instances of ByteArray. A subclass of String is Symbol; a
subclass of Set iS Dictionary (a set of Associations).

Interval is a subclass of Collection with elements
representing an arithmetic progression. Intervals can be
created by sending the message to: or to:by: to Integer.
So, the expressions 1 to: 5 by: 1 and 1 to: 5 each create a
new Interval representing 1,2,3,4,5. Asa Collection, In-
terval responds to the enumeration message do:. For ex-
ample, in

1 I to: 51 do: [:index I anArray at: index put: index * 2]

the block argument index takes on successive values 1,2,
3,4,5.

For programmer convenience, an Integer also responds
to the messages to:do: and to:by:do:, allowing the paren-
theses in interval enumeration expressions to be omitted.

The ability to stream over indexed or ordered collec-
tions is provided by a hierarchy based on class Stream, in-
cluding ReadStream, WriteStream, and ReadAnd-
WriteStream. A file system, local or remote, is then im-
plementable as a subclass of these kinds of Streams.

Since instances of the system classes described above
are used in the implementation of all applications, an
understanding of their message protocol is as necessary to
understanding an implementation as an understanding of
the ianguage syntax. These system classes are fully
described in the forthcoming Smalltalk books.

In addition to the basic data-structure classes, the
Smalltalk-80 system includes class descriptions to sup-
port interactive graphics (forms and images and image
editors, text and text editors), networking, standard files,
and hard-copy printing. A complete Smalltalk-80 system
contains about sixty class definitions, not including a
variety of windows or views, menus, scrollbars, and the
metaciasses. Many of these are discussed in companion
articles in this issue. (See Daniel H H Ingalls's 'The
Design Principles Behind Smalltalk, " page 286, and Larry
Tesler's "The Smalltalk Environment," page 90.)

The important thing to note is that each of these class
descriptions is implemented in the Smalltalk-80 language
itself, Each can be examined and modified by the pro-
grammer. Some of the class descriptions contain methods
that reference primitive methods; only these methods are
implemented in the machine language of the implementa-
tion machine. It is a fundamental part of the philosophy
of the system design that the programmer have such com-
plete access, In this way, system designers, such as
members of the Xerox Learning Research Group, are able
to build the next Smal]talk in the complete context of
Smalltalk itself.=
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Glossary
{Editor'# Note: This glossary provides concise definitions for many of the keywords and concepts retated-to

Smalltalk-80, These definitions will be most useful if you first read the introductory Smalltalk articles....GW

General Terminology bloc
object a package of information and

descriptions of its manipulation
message a specification of one of an object's

manipulations
matod a procedure-like entity; the descrip-

tien of a sequence Of actions to be
taken when a message is received by insh
an object able

dass a description of one or more similar
objects clas:

instance an object described by a particular
Class

nan

method die- a set of associations between
tionary message selectors and methods; in-

cluded in each class description ind£
met¢tclass a class whose (single) instance is

itself a class
subelass a class tkat is cieated by sharing the giok

description of another class, often van

modifying some aspects of that
description

k a Hteral method; an object +epre-
senting a sequence of actions :to be
taken at a later time, upon receiving
an "evaluation" message (such as
one with selector value: or value?

Semantics

mee vari- a variable that is information used
to distinguish un instance from
other instances of the same class

: variable a variable shared by all instances of
a class und the cbs itself

zed variable an instance variable that is given a
name in the class of the instance; the
name is used in methods of the class

,xed variable an instance variable with no :name,
accessed by message <inty; refer¥·ed
to by an integer fan index)

,al or pool a variable shared by instances of
able several classes; a system example. is

Smalltalk, a dictionary diat inch¢es
references to all the defined classes

Syntax Terminology
message » the object to be manipulated, ac-
reiter cording to a message
message sender the object requesting a manipulation
message selector a symbolic name that describes a

desired manipulation of an object
message one of the objects specified in a
argument message that provides information

needed so that a message receiver
can be manipulated appropriately

unary message a message without arguments
binary message a message with a 5ingle argument

and a selector that is one of a set of
special single or doubie characters

keyword mes- a message that has one or more
S.ge arguments and a selector made up of

a series of identifiers with trailing
colons, one preceding each argu-
ment

temporary uari- g variable thatexists only while the
able method in which it is de¢lared is iii

the process of execution
pseudo-variable a uaritible auailable in every memod

without special dectaration, but
whose value cannot be changed us
ing an assignment. System examples
are self, super and thisCOntext.

nif a special object, the: only instance of
class Undefinedobject

Implementation Terminology
field the memory space in whieh the

value of an object's variable is
stored

bytecode a machine instruction for the virtual
machine

object pointer a reference to an object
reference count of an object, is the number of ob-

jects that point to ir (ie· that contain
its object pointer)
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-Design Principles
Behind Smalltalk

The purpose of the Smalltalk pro-
ject is to provide computer support
for the creative spirit in everyone.
Our work flows from a vision that in-

cludes a creative individual and the

best computing hardware available.
We have chosen to concentrate on

two principal areas of research: a
language of description (program-
ming language) that serves as an in-
terface between the models in the

human mind and those in computing
hardware, and a language of interac-
tion (user interface) that matches the
human communica tion system to that
of the computer. Our work has
followed a two- to four-year cycle
that can be seen to parallel the scien-
tific method:

•Build an application program
within the current system (make an
observation)
e Based on that experience, redesign
the language (formulate a theory)
• Build a new system based on the
new design (make a prediction that
can be tested)

The Smalltalk-80 system marks our
fifth time through this cycle. In this
article, I present some of the general
principles we have observed in the
course of our work. While the presen-
tation frequently touches on
Smalltalk "motherhood," the prin-
ciples themselves are more general
and should prove useful in evaluating
other systems and in guiding future
work.

Just to get warmed up, I'll start
with a principle that is more social
than technical and that is largely
responsible for the particular bias of
the Smalltalk project:

Daniel H H Inells
Learning Research Group

Xerox Palo Alto Research Center

3333 Coyote Hill Rd
Palo Alto CA 94304

Personal Mastery: If a system is to
serve the creative spirit, it must be en-
tirely comprehensible to a single in-
diuiduml.

The point here is that the human
potential manifests itself in in-
dividuals. To realize this potential,
we mus t provide a medium that ca n
be mastered by a single individual.
Any barrier that exists between the
user and some part of the system will
eventually be a barrier to creative ex-
pression. Any part of the system that
cannot be changed or that is not suffi-
ciently general is a likely source of
impediment. If one part of the system
works differently from all the rest,
that part will require additional effort
to control. Such an added burden

may detract from the final result and
will inhibit future endeavors in that

area. We can thus infer a general
principle of design:

Good Design: A system should be
built with a minimum set of un- 0
changeable parts: those pans should
be as general as possible; and all parts
of the system should be held in a
uniform framework.

Language
In designing a language for use

with computers, we do not have to
look far to find helpful hints.
Everything we know about how peo.
ple think and communicate is ap-

plicable. The mechanisms of human
thought and communication have
been engineered for millions of years,
and we should respect them as being
of sound design. Moreover, since we
must work with this design for the
next million years, it will save time if
we make our computer models corn-
patible with the mind, rather than the
other way around,

Figure 1 illustrates the principal
components in our discussion. A per-
son is presented as having a body and
a mind. The body is the site of
primary experience, and, in the con-
text of this discussion, it is the
physical channel through which the
universe is perceived and through
which intentions are carried out. Ex-

perience is recorded and processed in
the mind, Creative thought (without
going into its mechanism) can be
viewed as the spontaneous ap-
pearance of information in the mind.
Language is the key to that informa-
Hon:

Purpose of Language: To provide a
framework for communication.

The interaction between two in-

dividuals is represented in figure 1 as
two arcs. The solid arc represents ex-
plicit communication: the actual
words and movements uttered and
perceived, The dashed arc represents
implicit communication: the shared
culture and experience that form the
context of the explicit communica-
tion, In human interaction, much of
the actual communication is achieved

through reference to the shared con-
text, and human language is built
around such allusion, This is the case

with computers as welI.
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It is no coincidence that a computer
can be viewed as one of the par-
ticipants in figure 1. In this case, the
"body" provides for visual display of
information and for sensing input
from a human user. The "mind" of a

computer includes the internal
memory and processing elements and
their contents. Figure 1 shows that
several different issues are involved in

the design of a computer language:

Scope: The design of a language for
using computers must dent with inter-
nal models, external media, and the
interaction between these in both the

human and the computer.

This fact is responsible for the dif-
ficulty of explaining Smalltalk to peo-
pie who view computer languages in
a more restricted sense, Smalltalk is

not simply a better way of organizing
procedures or a different technique
for storage management. It is not just
an extensible hierarchy of data types,
or a graphical user interface. It is all
of these things and anything else that
is needed to support the interactions
shown in figure 1.

Communicating Objects
The mind observes a vast universe

of experience, both immediate and
recorded. One can derive a sense of

expheit
#\ 23222119¥M / \

1.JCEO /
iimplicit i

24 communication /;

\
r Mind 1
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Figure 1: The scope of language design.
Communication between two people (or
between one person and a computer) in-
chudes communication on two levels. Ex-
plicit communiciltion includes the infor_
mation that is transmitted in a given
message. Implicit communiction includes
the relevant assumptions common to the
two beings.

oneness with the universe simply by
letting this experience be, just as it is.
However, if one wishes to par-
ticipate, literally to take apart, in the

universe, one must draw distinctions.
In so doing one identifies an object in
the universe, and Simultaneously aIl
the rest becomes not-that-object.
Distinction by itself is a start, but the
process of distinguishing does not get
any easier. Every time you want to
talk about "that chair over there,"
you have to repeat the entire process
of distinguishing that chair. This is
where the act of reference comes in:

we can associate a unique identifier
with an object, and, from that time
on, only the mention of that identifier
is necessary to refer to the original
object.

We have said that a computer
system should provide models that
are compatible with those in the
mind. Therefore:

Objects: A computer language should
support the concept of 'object" and
provide 7 uniform means for referring
to the objects in its universe.

The Smalltalk storage manager pro-
vides an object-oriented model of
memory for the entire system.
Uniform reference is achieved simply
by associating a unique integer with
every object in the system. This
uniformity is important because it
means that variables in the system
can take on widely differing values
and yet can be implemented as simple
memory cells. Objects are created
when expressions are evaluated, and
they can then be passed around by
uniform reference, so that no provi-
sion for their storage is necessary in
the procedures that manipulate them.
When all references to an object have
disappeared from the system, the ob-
ject itself vanishes, and its storage is
reclaimed. Such behavior is essential
to full support of the object
metaphor:

Storage Management: To be truly
"object-oriented," a computer system
must provide automatic storage
management.

A way to find out if a language is
working well is to see it the programs
look like they are doing what they are
doing. If they are sprinkled with
statemen ts that relate to the manage-
ment of storage, then their internal
model is not well matched to that of

humans. Can you imagine having to
prepare someone for each thing you
tell them or having to inform them
when you are through with a given
topic and that it can be forgotten?

Each object in our universe has a
life of its own. Similarly, the brain
provides for independent processing
along with the storage of each mental
object. This suggests a third principle
for object-oriented design:

Messages: Computing should be
rieu>ed as an i-ritrinsic eckllability of
objects that can be uniformly inuoked
by sending messages.

Just as programs get messy if object
storage is dealt with explicitly, con-
trol in the system becomes com-
plicated if processing is performed ex-
trinsically. Let us consider the process
of adding 5 to a number. In most
computer systems, the compiler
figures out what kind of number it is
and generates code to add 5 to it. This
is not good enough for an object-
oriented system because the exact
kind of number cannot be determined
by the compiler (more on this later).
A possible solution is to call a general
addition routine that examines the
type of the arguments to de terrnine
the appropriate action. This is not a
good approach because it means that
this routine must be edited by
novices who just want to experiment
with their own class of numbers, It is
also a poor design because intimate
knowledge about the internals of ob-
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jects is sprinkled throughout the
system,

Smalltalk provides a much cleaner
solution: it sends the name of the
desired operation, along with any
arguments, as a message to the
number, with the understanding that
the receiver knows best how to carry
out the desired operation. Instead of a
bit-grinding processor raping and
plundering data structures, we have a
universe of well-behaved objects that
courteously ask each other to carry
out their various desires. The

transmission ot messages is the only
process that is carried on outside of
objects and this is as it should be.
since messages travel between ob-
jects. The principle of good design
can be restated for languages:

Uniform Metaphor: A language
should be designed around a power-
ful metaphor that can be uniformly
applied in all areas.

Examples of success in this area H
clude LISP, which is built on t}
model of linked structures; APL,

which is built on the model of arrays;
and Smalltalk, which is built on the
]model of communicating objects. In
each case, large applications are
viewed in the same way as the fun-
damental units from which the

system is built. In Smalltalk especial-
ly, the interaction between the most
primitive objects is viewed in the
same way as the highest-leve] interac-
tion between the computer and its
user. Every object in Smalltalk, even
a lowly integer, has a set of messages,
a protocol, that defines the explicit
communication to which that object
can respond. Internally, objects may
have local storage and access to other
shared information which comprise
the implicit context of all communica-
tion. For instance, the message + 5
(add five) carries an implicit assump-
tion that the augend is the present
value of the number receiving the
message.

Organization
A uniform metaphor provides a

framework in which complex systems
can be built. Several related organiza-
tional principles contribute to the suc-
cessful management of complexity.
To begin with:

Modularity: No component in a com-
Flex system should depend on the in-
ternal details of any other compo-
nent.

This principle is depicted in figure
2. If there are N components in a
system, then there are roughly
N-squared potential dependencies
between them. If computer systems
are ever to be of assistance in complex
human tasks, they must be designed
to minimize such interdependence,
The message-sending metaphor pro-
vides modularity by decoupling the
intent of a message (embodied in its
name) from the method used by the
recipient to carry out the intent.
Structural information is similarly
protected because all access to the in-
ternal state of an object is through
this same message interface.

The complexity of a system can

9
Figure 2: System complexity. As the
number of components in a system in-
creases. the chances for umeanted inte,ac.
tion increase rapidly. Because of this, a
computer language should be designed to
minimize the possibilities of such in-
terdependence.

often be reduced by grouping similar
components. Such grouping is
achieved through data typing in con-
ventional programming languages,
and through classes in Smalltalk, A
class describes other objects-their
internal state, the message protocol
they recognize, and the internal
methods for responding to those
messages, The objects so described
are called instances of that class. Even
classes themselves fit into this

framework; they are just instances of
class Class, which describes the ap
propriate protocol and implementa-
tien for object description:

Classification: A language must pro-
uide a means for classifying similar
objects, a?id for adding new classes of
objects on equal footing with the
kernel classes of the system.

Classification is the objectification of
nessness. In other words, when a
human sees a chair, the experience is
taken both literally as "that very
thing" and abstractly as "that chair-
like thing." Such abstraction results
from the marvelous ability of the
mind to nierge "similar" experience,
and this abstraction manifests itself as

another object in the mind, the
Piatonic chair or chairness.

Classes are the chief mechanism for

extension in Smalltalk. For instance,
a music system would be created by
adding new classes that describe the
representation and interaction pro-
tocol of Note, Melody, Score, Timbre,
Player, and so on. The "equal
footing" clause of the above principle
is important because it insures that
the system will be used as it was
designed. In other words, a melody
could be represented as an ad hoc col-
lection of Integers representing pitch,
duration, and other parameters, but
if the language can handle Notes as
easily as Integers, then the user will
naturally describe a melody as a coI-
lection of Notes. At each stage of
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design, a human will naturally choose
the most effective representation if
the system provides for it. The princi-
pie of modularity has an interesting
implication for the procedural com-
ponents in a system:

Polymorphism: A program should
specify only the behavior of objects,
not their representation.

A conventional statement of this J
principle is that a program should '
never declare that a given object is a
SmallInteger or a Largeinteger, but
only that it responds to integer pro-
tocol, Such generic description is
crucial to models of the real world.-

Consider an automobile traffic
simulation. Many procedures in such
a system will refer to the various
vehicles involved. Suppose one
wished to add, say, a street sweeper.
Substantial amounts of computation
(in the form of recompiling) and
possible errors would be involved in
making this simple extension if the
code depended on the objects it
manipulates. The message interface
establishes an ideal framework for
such extension. Provided that street
sweepers support the same protocol
as all other vehicles, no changes are
needed to include them in the simula-
tion:

Factoring: Each independent compo-
nent in a system should cAppear in

only one place.

There are many reasons for this prin-
ciple. First of all, it saves time, effort,
and space if additions to the system
need only be made in one place. Se-
cond, users can more easily locate a
component that satisfies a given need.
Third, in the absence of proper fac-
toring, problems arise in synchroniz-
ing changes and ensuring that all in-
terdependent components are consis-
tent. You can see that a failure in fac-
toring amounts to a violation of
modularity.

Smalltalk encourages well-factored
designs through inheritance. Every
class inherits behavior from its

superclass. This inheritance extends
through increasingly general classes,
ultimately ending with class Object
which describes the default behavior

of all objects in the system. 1n our
traffic simulation above,
StreetSweeper (and all other vehicle
classes) would be described as a
subclass of a general vehicle class,
thus inheriting appropriate default
behavior and avoiding repetition of
the same concepts in many different
places. Inheritance illustrates a fur-
ther pragmatic benefit of factoring:

Leverage: When a system is weit fac
tored, great leverage is available to
users and implementers alike.

Take the case of sorting an ordered
collection of objects, In Smalltalk, the
user would define a message called
sort in the class OrderedCollection.
When this has been done, all forms of
ordered collections in the system will
instantly acquire this new capability
through inheritance. As an aside, it is
worth noting that the same method
can alphabetize text as well as sort
numbers, since comparison protocol
is recognized by the classes which
support both text and numbers.

The benefits of structure for im-

plementers are obvious. To begin
with, there will be fewer primitives to
implement. For instance, all graphics
in Smalltalk are performed with a
single primitive operation. With only
one task to do, an implementer can
bestow loving attention on every in-
struction, knowing that each small
improvement in efficiency will be
amplified throughout the system. It is
natural to ask what set of primitive
operations would be sufficient to sup„·
port an entire computing system. The
answer to this question is called a uir-
tual machine specification:

Virtual Machine: A virtual machine
specification establishes a framework
for the application of technology.

The 5malltalk virtual machine
establishes an object-oriented model
for storage, a message*oriented model
for processing, and a bitmap model
for visual display of information,
Through the use of microcode, and
ultimately hardware, system perfor-
mance can be improved dramatically
without any compromise to the other
virtues of the system.

User Interface
A user interface is simply a

language in which most of the com-
munication is visual. Because visual

presentation overlaps heavily with
established human culture, esthetics
plays a very important role in this
area. Since all capability of a com-
puter system is ultimately delivered
through the user interface, flexibility
is also essential here, An enabling
condition for adequate flexibility of a
user interface can be stated as an
object-oriented principle:

Reactive Principle: Every component
accessible to the user should be able

to present ttself 1.n cl frrean trigflit ·tuay
for observation and manipulation.

This criterion is well supported by the
model of communicating objects. By
definition, each object provides an
appropriate message protocol for in-
teraction. This protocol is essentially
a microlanguage particular to just
that kind of object. At the level of the
user interface, the appropriate
language for each object on the screen
is presented visually (as text, menus,
pictures) and sensed through key-
board activity and the use of a point-
ing device.

It should be noted that operating
systems seem to violate this principle,
Here the programmer has to depart
from an otherwise consistent
framework of description, leave
whatever context has been built up,
and deal with an entirely different
and usually very primitive environ-
ment. This need not be so:
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Operating System: An operating
system is a collection of things that
don't fit into a language. There
shouldn't be one.

Here are some examples of conven-
tional operating system components
that have been naturally incorporated
into the Smalltalk language:

*St orage man ageme nt-Enti rely
automatic. Objects are created by a
message to their class and reclaimed
when no further references to them

exist. Expansion of the address space
through virtual memory is similarly
transparent.
•File system-Included in the normal
framework through objects such as
Files and Directories with message
protocols that support file access.
• Display handling-The display is

simply an instance of class Form,
which is continually visible, and the
graphical manipulation messages
defined in that class are used to
change the visible image.
e Keyboard input-The user input
devices are similarly modeled as ob-
jects with appropriate messages for
determining their state or reading
their history as a sequence of events.
®Access to subsystems--Subsystems
are naturally incorporated as in-
dependent objects within Smalltalk:
there they can draw on the large

existing universe of description, and
those that involve interaction with

the user can participate as com-
ponents in the user interface.
•Debugger-The state of the
Smalltalk processor is accessible as an
instance of class Process that owns a
chain of stack frames. The debugger
is just a Smalltalk subsystem that has
access to manipulate the state of a
suspended process. It should be noted
that nearly the only run-time error

that can occur in Smalltalk is for a

message not to be recognized by its
receiver,

Smalltalk has no "opera ting
system" as such. The necessary
primitive operations, such as reading
a page from the disk, are incor-
porated as primitive methods in
response to otherwise normal
Smalltalk messages.

Future Work

As might be expected, work re-
mains to be done on Smalltalk. The

easiest part to describe is the con-
tinued application of the principles in
this paper. For example, the
Smalltalk-80 system falls short in its
factoring because it supports only
hierarchical inheritance. Future

Smalltalk systems will generalize this
model to arbitrary (multiple) in-
heritance. Also, message protocols
have not been formalized. The

organization provides for protocols,

but it is currently only a matter of
style for protocols to be consistent
from one class to another. This can be

remedied easily by providing proper
protocol objects that can be con-
sistentiy shared. This will then allow
formal typing of variables by pro-
tocol without losing the advantages
of polymorphism.

The other remaining work is less
easy to articulate. There are clearly
other aspects to human thought that
have not been addressed in this
paper. These must be identified as
metaphors that can complement the
existing models of the language.

Sometimes the advance of com-

puter systems seems depressingly
slow. We forget that steam engines
were high-tech to our grandparents. I
am optimistic about the situation.
Computer systems are, in fact, get-
ting simpler and, as a result, more
usable. I would like to close with a

general principle which governs this
process:

Natural Selection: Languages and
systems that are of sound design wili
persist, to be supplanted only by bet-
ter ones.

Even as the clock ticks, better and
better computer support for the
creative spirit is evolving. Help is on
the way.m
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User-Oriented Descriptions
of Smalltalk Systems

For many people, the workings of a
computer remain a mystery. Just
exactly what the computer does and
how it does it is locked within the

code of a computer language. The
computer and the user understand
two completely different languages, It
is well known that only a few systems
are designed and written so that they
can be understood by the user. More
than twenty years of experience has
shown that a bad system design can
never be hidden from the user, even
by a masterfully devised user inter-
face. A quality system, therefore,
must be based on sound design that
can be described in terms with which

the user is familiar.
The Smalltalk system has been

designed to handle a great variety of
problems and solutions. It, therefore,
provides the greatest possible flex-
ibility for writing any kind of system
a programmer may desire. While this
flexibility is essential for experiment-
ing, there is the potential for
disastrous results if restrictions are

not put on the system structures that
are available to the application pro-
grammer.

This article shows how the basic

metaphors of Smalltalk can be used
to describe complex systems, Since
this magazine is not yet distributed in
a form readable by Smalltalk, we
have to restrict ourselves to tradi-

tional written documentation. (Let it
be a challenge to Smalltalk ex-

Trygve M H Reenskaug
Central Institute for Industrial Research

Blindern, Osto 3
Norway

perimenters to convert this presenta-
tion into a graphic and dynamic one.)

The Smalltalk system user will
most likely employ his system to
organize the large amount of infor-
mation that will be available to him,

More than twenty
years of expedence has

shown us that a bad

system des#gn can
never be hidden from

the user, even by a
masterfully devised

user Interface.

such as reference materials in the

form of market information, news
services, and weather forecasts. Some
data, such as travel information and
bank transactions, may flow both to
and from the owner. Other informa-
tion, such as personal notes or
material that is not yet ready for
distribution, can remain private.

An individuars total information
needs are very large and complex. His
Smalltalk system, therefore, is also
likely to be large and complex. The
challenge to the Smalltalk ex..
perimenter is to find ways to struc-
ture systems so the user will not only
understand how to use them, but also
get an intuitive feel for their inner
workings. In this way, the user can
really be the master and the systems

his faithful slaves.

An important part of any system is
the software that controls the user's
interaction with the information.

Mastering the software is crucial to
handling the information. With
Smalltalk, software is just a special
kind of information and is treated as
any other information within the
total system. It is available to the user
in the usual manner.

A traditional way of describing
software is through written documen-
tation. Smalltalk provides more
dynamic interfaces through the use of
two-dimensional graphics and anima-
tion on the computer screen. Devising
such interfaces is probably the
greatest challenge in personal com-
puting today, and it provides a rich
field of endeavor for the interested ex-

perimenter.

System Descriptions
We can describe any application

system in three different ways: how it
is used, its system structure, and its
implementation:

•How it is used-This is the least

satisfactory type of description. The
user operates the system through rote
command sequences such as: switch
on the machine, type your password,
hit button A, listen to your system
saluting you by playing "Hail to the
Chief· " Since 80% of all user manuals
for electronic data processing systems
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are of this kind, we will not discuss
them further here.

This level of understanding has
been likened to walking around in a
strange city following directions such
as: "Go outside, turn right, walk
straight ahead for four blocks, turn
left...."It is easy to get lost under
such circumstances.

e System structure-With this type of
description, the user has an intuition
about the kinds of building blocks
that make up the system, how they
behave, and how they interact to
form the complete system. We show
that the basic Smalltalk metaphors of
objects and messages are well suited
to function as building blocks. The
metaphors are simple and easy to
understand; yet they permit construe-
tion of immensely powerful systems.

A basic system will
have several thousand

objects, and typical
applications would
contain many more.

Any Smalltalk system contains a
large number of objects. A basic
system will have several thousand ob-
jects. and typical applications would
contain many more. The common
software engineering device of layer-
ing becomes essential in making the
whole thing manageable, In the
description of a layer, essential func-
Mon on that level is highlighted and
inconsequential detail is relegated to
lower levels. There is one absolute re-
quirement of these simplified descrip-
lions appearing on the different
layers: what is shown should be con
rect and complete as far as it goes.
This means that the structure of the
description has to be a pure tree struc-
ture: the function of each module has
to be limited to that module with no
hidden side effects upon the other
modules.

This level of understanding cor-
responds to the user having a street
map of the system. He knows the
major landmarks and the most im-
portant streets. This gives the user an
intui tion about the total structure and
permits him te find his way any=

where. It is almost impossible to get
totally lost under these cir-
cumstances.

•Implementation-Descriptions at
this level of understanding explain to
the user how each individual object is
built so that it behaves in the manner
prescribed on the system structure
level. Here he will find the third basic

metaphor of Smalltalk, the method.
A method is similar to a subroutine in
other languages; it prescribes the
actions to be taken by an object when
it receives a message.

On all layers but the lowest, the
behavior of an object is fairly com-
plex, and we can think of it as com-
posed of a number of sub-objects that
are used to implement it. The purpose
of the method is to enlist the aid of

the sub-objects to implement the
desired behavior. The user thus finds
that the typical object is structured in
much the same manner as his total

system, and it consists of a number of
sub-objects that send messages to
each other. The description tool is
recursive in that the same tool is used
on all levels. This recursion descrip-
tion is probably the most powerful
feature of Smalltalk, Once the user
masters the few very general con-
cepts, he can learn more and more
about his system by simply using
these concepts to dig deeper and
deeper into the system layers. In addi-
tion, the user can modify and expand
the system on any level by collecting
new components out of the building
blocks provided by the next level
below it,

The user at this level now has an in-

tuition of the overall layout of the
city. He also has sub-maps of all the
details and he knows how to read

them. Depending on his personality,
he may use these maps only when ab-
solutely necessary, or he may use
them to explore unknown territory,
in contrast to the tourist, the
Smalitalk user can even make
modifications and new extensions to

the city. The tools are there. The user
decides if, when. and how he wants
to use them.

Example of a System Description
The problem: Consider a small

manufacturing company that has two
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departments: sales and production.
The responsibility of the sales depart-
ment is to find customers for any pro-
duct the company can make, to con-
tact the production department to
find out when the product can be
delivered, and to sign a contract with
the customer. The responsibility of
the production department is to
manufacture each product as cheaply
as possible at a specified level of
quality and to have it finished on the
promised date. When the production
department has manufactured the
product, it is dispatched to the
customer through the sales depart-
ment.

The system: A natural way to map
this into a Smalltalk system would be
to represent each department as an
object. The function of the Sales ob-
ject would be to keep track of the
state of each sale in the following
sequence:

1. Fill in and send proposals
2. Reserve the necessary resources in

production for the product
3. Send contracts and packing notes

to the customer

The function of the Production ob-
ject would be to:

1. Keep track of commitments
2. Schedule the manufacture of pro-

ducts

3. Help keep the product quality
4. Control the manufacturing pro-

cess to get the products completed
on time

It also seems reasonable to include a
third kind of object in our system:
Customer objects„ The purpose of
these objects would be to act as a
receptacle for the messages being
passed from the company to the
customer and from the customer to
the company. The various objects
with a set of reasonable communica-
tion channels is shown in figure 1.

The overall processing of an order:

The Smalltalk system would be pro-
grammed to reflect everything of im-
portance that takes place during the
processing of an order and to support
its user on every step. The process
that takes place inside the Smalltalk

August 1981 BYTE Pi:blications Inc



 Cuslomer ]

Cuslomer 2

Cusomer 3. 51
Figure 1: A job-shop manufacturing comp

system would, therefore, closely
resemble the actual processing of an
order. Let us assume the following
real-life process, which is depicted in
figure 2. A customer submits an in-
tention to buy, a request for offer, to
the company. The sales department
books resources from the production
department and returns an offer with
the cost and delivery date to the
customer. The customer answers with

a purchase order. This is transcribed
and passed from sales to production
as a requisition. The product is
manufactured in production, and a
ready-note is sent to sales, which ar-
ranges for transport and sends pack-
ing notes to the customer.

In the Smalltalk system, the Sales
6bject would help the user of the
system in corresponding with the
customer, in keeping track of pro-
gress, and in sending the required
forms to the production department.
The Production object would help the
user in the planning and control of
the manufacturing process.

In order to highlight the principles,
we have made this a very simple
system. The reader will have no dif-
ficulty in expanding it, for example,
by adding an object for the account
ing department that takes care of bill„
ing, an object for the warehouse that
may or may not have the required
product in stock, and so on. Also,
figure 2 could probably be better
documented on a Smalltalk computer
by animating figure 1,

r-
- - Production

ry with its customers.

its message dictionary to find the cor-
responding method, If the products
were simple and the workshop small,
the object could contain the current
production plan directly and the
method could go something like that

Customer 2

reques,ForOffer

Sales

bookProduction Facitilies :offer

Production

1 plohned Completior·Time

sales

lofler

Cuslomer 2

purchiseOrder

Sales

productionRequi$:tion

Production

1 productReadyNote

Sales

440!es

shown in listing 1.
One of the instance variables of the

Production object is the table pro-
ductDuration which contains the time
it takes to manufacture various prod„
ducts. Looking at this table, we find
the duration for a product. In this
simple example, there is only one re-
source. and we find the first available
time slot for the product by sending
self the message findFreeperiod:
after:. This corresponds to calling a
local subroutine in other systems. We
then reserve the resource for our pro-
duct in that period. <These two steps
could have been combined into one,
but the separation gives us more flex-
ibility in varying the planning
algorithm if we wish to do so later.)

Record request

Planning and reservation

Prepare und send offer

Evoluote offer

Record purehose ordef

Manufacture praduct

according lo plan

Arrange for tronspart

An Implementation Description packingNole:

Let us inspect the Production object
of figure 1 and see how it processes Customer 2 Receive producl

the message bookProductionFaciljties:

after:. When this message is received Figure 2: The processing of an order. The Smalltalk system supports this processing
by the production object. it consuks through interaction with its owner in reaT-time,
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Listing 1: Smalitalk method for the message bookProductionFacilities:after:.

bookProductmonFacH#ties: productType after: earijestStartTIme
"Reserves production facmoes for a new product of given type as soon as possible after the

specified earliest starting Nme. Returns the planned completion time for the product."
I duration plannedStartTime 1
duration - productDuration at: productType
plannedStartTime - self findfreePerjod: duration after: earliestftanTime.
self reservePeriod: duration from: plannedStartTime.
i (plannedftartTime + duration)

Listing 2: Alternate Smalltalk method for the message bookProductionFacilities:after.

bookProductlonFacURies: productrype after: earlmestStartTime
'Reserves production facmoes for a new product of given type as soon as possible after the

specified earliest starting ome. Returns the planned completion eme for the product."
 productldentification I
productidentification - jobManager defineProduct: productType.
jobManager schedule: productldentification after earliestStartTime.
1 (jobManager plannedCompletionTime: productidentification).

 Messages from the surioundng system
Production Production

Mc nager

Job Resource

Manager Monoger

- Job 1 -

- Resource A

1 Job 2 -

r---- Resource 8

B Job 3 - /

resource within the available time,
Similarly, each Resource object en-
sures that its resource is used in an ef-
ficient manner, that there is sufficient
time available for preventive
maintenance, and that there are no
unacceptable overioads. The method
in the Production object that handles
the bookProductionFacilities:after:

message could now be written as
shown in listing 2.

One of the instance variables of the
Production Manager object is a
pointer to the Job Manager object. By
using that pointer as a communica-
tion channel, the Production
Manager object passes most of the
work on to the Job Manager object.
First, the Job Manager is asked to
define the new product. The Job
Manager creates the Job objects (see
figure 3), links them to the proper
Resource objects, and returns an
identification that is to be used for
future references to the product. The
Job Manager is then asked to schedule
the product for manufacturing as
soon as possible after the given date.
Finally, the Job Manager is asked
when the product will be completed,
and this value is returned to the out-
side world (in this case, to the Sales
object). The planning process in the
Production subsystem that is shown
in figure 4 is controlled by this
method.

Job 4 /

Figure 3: The i-ntemals of the Production c

The planned completion time is
returned to the sender, in this case the
Sales object,

Lower-Level System Description
If the user wants more advanced

aids for production control, the Pro-
duction object would call upon the
services of a subsystem of intercon-
nected objects, A possible subsystem
is shown in figure 3.

The entrance to the internals of the

Production objects is through a Pro-
duction Manager object; it is con-
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-- Resource C

blect.

nected to a Job Manager object and a
Resource Manager object.

The manufacturing of a product is
split into a number of jobs. The
available production facilities (people
and machines> are split into a number
of resources. Each job is to be per-
formed by a single resource. A
natural way to map this into a
Smalltalk system is to represent each
job by a Job object and each resource
by a Resource object.

In this scheme, each Job object en-
sures that the job is performed by its
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Definition of New Objects
The first task of the Job Manager

object is to define the new object. It
receives message defineProduct: when
this is to be done. The corresponding
method could be something like that
shown in listing 3. We are referencing
two instance variables of the Job
Manager object in this method: pro-
ductDescriptjons and productjon-
Manager. productDescripti'ons is an
ordered collection with one member

for each product type, Each of these
members contains a sequence of small
objects with the class, duration, and
resource type for each of the jobs that
go into the manufacture of such a
product. productionManager con-
tains a pointer to the Production
Manager object. The result of the
product creation is put into a third in-
stance variable, the productoic-



 bookProductzonFaclilies Ofler:
Production Production

Monager

defireProduct:

Job Creote lob objecls
Manager

tproduclidentifiention

Produll ln Schedule product

Manager

schedule:of her

Job Schedules jobs in sequence

Monogey

schedul,After·

Schedules job 65 5<>on os
c Job

pomble orier geven dole

tplon ned¢omnl etionllme schedule.after:durailon

Reserves locitilles for Job
o Resource

1 plannedStarling'Tifne

Recoids own stail a,74
o Job

compielion hmes

Figure 4: A simple planning algorithm implemented in a Smal/talk system.

Listing 3: Smalltalk method for the message deflneProduct.

defineProduct: productType
'To create a new product of given type. The corresponding Job objects are created
and Unked to their resource objects."

I productdentificatjon jobDescriptions job jobList resourceObject I
productidentification - self nextProductidentification.
jobDescriptions - productoescriptions at: productType.
jobList - jobDescriptions collect-

[ :description I
job - (description class) new.
job duratjon: (description duration).
resourceObject - productionManager getResoutce: (description
resourceType).
job resource: resourceObject].

productDictionary at: productldentification put:joblist.
1 productldentification.

tionaly. In this dictionary, each key is is retrieved from the productfpecificai
a product identification; the cor- tion collection. We then build the se..
responding entry is the sequence of quence of Job objects by going
job objects for that product. systematically through the job

The first line of code gets a new, descriptions. For each description, we
unique identification for the new pro- create a new Job object of the given
duet. Next, the list of job descriptions class, feed it its duration, and let it
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connect itself to its Resource object.
From figure 3, we see that there is no
direct connection between the Job
Manager object and the resources.
We therefore have to go via the Pro-
duction Manager object to get the
pointer to the Resource object that we
give to the new Job object.

We finally insert the new list of
jobs into the productDictionary in the
Production Manager object and
return the product identification.

The Job Manager is built so that
Job objects may belong to several dif-
ferent classes. The different Job ob-
jects created would all understand the
same message protocols, but they
would differ in their implementation.
For example, a job might be: wait for
24 hours while a resin glue is curing.
This does not need any resources, and
the planning of such a job would be
very simple-wait 24 hours. Another
kind of job, such as pouring concrete,
should not span a weekend, since
joining old and new concrete could
give weak spots in the product.

As is the case with Job objects, we
often find that several objects share
the sarne message protocols and pro-
cess the messages with the same
methods. Their only difference is that
they appear in different places in the
total system and that their instance

The Smalltalk user
should be able to

"open up" the
applcation object on
the screen to see its

component parts and
to find out how they

work together.

variables point to different objects
(their states are different). Such ob-
jects are crea:ted by the same class ob-
ject and are said to belong to the same
class.

It would be very inefficient if each
object of a class stored a replica of the
message dictionary and all methods,
and it would be extremely tiresome if
we actually had to program each ob-
ject by itself. We, therefore, use the

-



Job Mainger

r
Closs for new

Job Monoger

Closs for new Class for new

superclass; we get a tree-shaped class
structure as shown in figure 7. Note
that the purpose of this structure is
convenience in programming and ef-
ficiency in implementation; it belongs
on the lowest levels of the system
hierarchy and is not part of the struc-
ture of the application system,

Job type A Job type B Job type C

Figure 5:

Object

Pointer
pointer

message
re©eived

poinler to class

Figure 6: AN objects contatin a pointer to a
tionary and methods.

any Objecl

any Object f
any Object

ony Object

any Object

Figulre 7: The superciass-subclass chains
un/ess he wants to become 2 real Smalitall

concept of layering to let each and
every object enlist the services of its
class object in order to decode an in-
coming message and to select the pro-
per method to process it. This
mechanism is illustrated in figure 6.
As in so many other parts of
Smalltalk, we find a recursive argu-
ment.
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Sub-objects in the Job Manager actually cregte the new Job objects.

communicatton
chinnels to

other objects
Cidss

method
method

dictionary method
method

Class object that contains theiy message dic-

a Class object

o Superclass object

c Class object

of pointers. The user does not meet them

g expert.

Many classes are very similar; they
differ only in the handling of a few
messages. The different kinds of Job
objects are a case in point. It seems
reasonable to let a class object enlist
the services of a superclass object
whenever it is called upon to execute
methods it shares with other classes.

Many classes will then share the same
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Future Experiments
When personal computing becomes

sufficiently entertaining and in-
teresting to become a widespread
tool, the new user of a Smalltalk

system is likely to begin by using its
ready-made application systems for
writing and illustrating documents,
for designing aircraft wings, for doing
homework, for searching through old
court decisions, for composing music,
or whatever. After a while. he may
become curious as to how his system
works, He should then be able to

"open up" the application object on
the screen to see its component parts
and to find out how they work
together. He could, for example, see
something like figure 1 together with
his usual user interface. By exercising
the application commands, the com-
puting process could be illustrated on
the system diagram. Using Smalltalk
to document itself in this manner

should make it possible to make some
novel and extremely powerful system
description tools.

The next thing the user might want
to do is to build new systems similar
to the one he has been using. A kit of
graphical building blocks would let
the user compose a new system by
editing the system diagram on the
screen. While the Trip system (as
described in reference 2) is not a pro-
per kitr it could be a good source of
ideas to the experimenter on building
such systems.

Finally, the expert user would want
to make his own kits. Even here, it is

important that he sees only what he
needs and that all unimportant details
are suppressed. Since what is impor-
tant in one context might be unimpor-
tant in another, and vice versa, the
concepts of filters (see reference 1)
will be an essential ingredient for the
experimenter when he develops tools
for these expert users.

Much experimenting needs to be



done before we learn how to make

systems that are self-documenting on
any level and that provide a smooth
and stumble-free transition from one

level to the next. It-is hoped that the
availability of Smalltalk will lead to
great activity in this field, to the
benefit of all future computer users. m

August 1981 BYTE Publications Inc
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KEVIN REAGAN

bject-oriented programming is
one of thecentrat programming
paradigms to emerge in this

decade. The scope of its influence can be
seen in the introduction of objects into

numerous programming languages such as
Loops, Objective C, Object-Pascal, and
Flavors, among others. Object-oriented
concepts are also being incorporated into
existing relational database technology.
Database management systems now exist
that are based on object-oriented princi-
pies, and one commercial version uses an
extension of Smalltalk for its data defini-

tion and data manipulation languages.
Additional uses and applications can be
found in the proceedings of recent con„
ferences.

Smalltalk is the principal object-
oriented language. While a more complete
discussion of Smalltalk's development is
given in the so called Green Booki and in
the August 1981 issue o f Byte magazine, it
is important to note that Smantalk is a
descendent o f Simula and has its origins at
the Xerox Pato Alto Research Center in the

early 19706. It was developed by the Learn-
ing Research Group based largely on ideas
of Alan Kay.

The language went through three major
versions: Smalltalk·72, Smalltalk-76, and
Smalltalk-80, which was first licensed for
use in 1983. Commercial versions of

Smalltalk are available on such worksta-
tions as the Tektronix 440X series, the Sun,
and the IBM PC AT. Prerelease versions

have been made available for the Apple
Macintosh. An initial attempt at develop-
ing Smalltalk on minicomputers such as
the Digita[ Equipment Corp* VAX line was
judged unsuccessfut in a multiuser envi-
ronment. However, implementations for
the MicroVAX are under development.

Smalltalk Es more than just another pro-
gramming language. It offers a completely
new environment for software develop-
ment. Many articles and books have been
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written describing the feat ures o f the
Smalltalk language and environment, but
our primary objectiveisto convey just how
different software development is in the
Smalltalk system.

Our experience, based on our work in
prototyping a database design systemz
over the past year suggests that Smalltalk
goes well beyond facilitating program-
ming. Indeed, it is an integral tool for
promoting experimental prototyping,
More explicitly, in our experiments we
often made sweeping changes in the design
system's architecture, generally with little
reprograrnming effort, and usually with
the introduction of only simple bugs that
wereeasily identified and fixed. To a large
extent, our desire to try different
approaches was significantly influenced by
what we view as a new and emerging con-
cept in programming.

Basic concepts
Two important aspects of the object

definition in Smalltalk are encapsulation
and hierarchy.

In encapsulation (or information·-
hiding),an object has its own data or local
memory, called instance variables. An
object aIso recognizes a set of procedures
for manipulating its local memory. These
procedul·es, called methods, are invoked by
sending messages to the object.

Naturally, many objects will have the
same type and will respond to the same
messages. Consequently, objects are
organized by a hierarchy of classes and
subclasses. An object responds not only to
messages defined for its class, but it can
also inherit messages from all its super-
classes.

Class definition. Figure l shows thedefi-
nition of two classes, Person and Student.
Person is a subclass of Object, which is the

root class of all other classes. An instance

of the class Person (an object from the
class) will have local memory for its name,
address, and birthDate. Student is a sub-
class of Person, and each instance of
Student will inherit name, address, and
birthDate, in addition to having instance
variables college, class, major, current··
Courses, and gpa.

Each instance variable will be an object,
too, but it need not be bound to a particu-
lar object class. HonorsList is a class vari-

able. Every method of the class Student
will have access to wan read or change) the
value of this variable.

(Note the naming conventions: Com-
pound names have the first letter of each
word capitalized except for the first word.

Encapsulation and
hierarchy are two

important aspects of
oldect definition.

The case of the first letter of the first word
depends on the use of the name, Thus an
instance variable for a graduate student
would be graduateStudent while a class or
a class variable would be Graduate-
Student.)

Messages. After creating the class
Person, we can develop messages that can
be sent to theclass Person and to instances

of the class. For example, the existing mes-
sage, new, is inherited by the class Person
from its superclass Object and will create
an instance of Person. 1n Figure 2a, the
temporary variable person is assigned
(using the assignment symbol -) and
serves as a pointer to the object that is
created as an instance of the class Person.

To give an instance a value for its name,

We can Create a message, name: aString,
that can be sent to person, as Figure 2b
shows. The object being sent themessage,
person in this case, is called the receiver of
the message. Messages that have colon
suffixes, such as name:, take an object as
an argument, and those without colons do
not.

A message can contain several parts,
such as add:before:, which in this form,
without arguments, is called a message
selector. It can be used to add a new object
before the current object in a list, as Fig-
ure 2e shows, Likewise, since Student is a
subclass of Person, instances of Student
can also be sent the message,
name: 'Stefano'.

A subclass can also reimplement and
thus override a message defined in its
superclasses. For example, the message,
passtng, sent to a student might determine
if the student's GPA is above 2.0. However,
i f we create a subclass GradriateStudent of
Students we can add a message also called
passing for this subelass that instead deter-
mines if the GPA is above 3.0. Thus, if an
instance of GraduateStudent is sent the

message passing, the system looks to this
class and finds the message with the 3.0
condition. Likewise, if an instance of
Student is sent the message, the system uses
the message with the 2.0 condition.

If we changed our minds and later
wanted to use the same condition for both,
we would delete the message for Graduate-

(a) person + Person new.

(b) person name: 'Stefanot

44 personList add: newName
before: currentName.

(d) name: aName
name *-aName.

Object subelass: #Person

instance variables: ' name address birthDate '

Person subclass: #Student

instance variables: 'college class major currenteourses gpa '
class variables: 'HonorsList '

Figure 1. Class definitions.
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(e) name
tname

Figure 2. (a) Creating in instance; (b) mes·
sage modifying am inante variable; (c)
message with two arguments; 0) method
for the message name:; (e) method for the
message name.



Student. Then whenever an instance of

GraduateStudent is sent the message
passing, the system first checks its class,
and when the message is not found there,
it goes up through the hierarchy to find and
execute a message with that selector.

Methods. Messages are implemented in
routines that are called methods. For exam-

pie, the method for assigning the name of
an instance of Person is quite simple, as
Figure 2d shows. The first line of a method
always gives the form of the message. In
Figure 2d, name: is the message selector
and aName is an argument. The remaining
lines implement the method. In the second
line the instance variable, name, of the mes-
sage's receiver is assigned the value aName.

Similarly, Figure Ze shows the method
for the message used to retrieve the per
son's name. Again, the first line of the
method is the form of the message. In the
second line, the instance variable, name,
will be returned, as signified by the up
arrow (t), whenever the message, name, is
sent to an instance of Person.

Every time a message is sent to an object,
something is returned. The returned value
may be significant or may merely inform
the sender that a requested action is com-
plete. This lets messages be concatenated.
For example, person birthDate month,
will return the month of person's birth
since person birthDate returns a birthDate
that has an instance variable month that is

returned when the message month is sent.

Variables Rnd scoping To enforce the
concept of encapsulation, there is only one
way to modify an instance variable of an
object - sending the object a message.
Furthermore, if a variable appears in a

switchNamesWith: aPerson

ItempNamel

tempName +- aPerson name.
aPerson maine: name,

name - tempName.

Figure 3. A method in class Person.

method, it can only be one of six types:
• an instance variable in the class of

objects for which the method is defined,
• an argument of the message,
• a temporary variable local to the

method,

• a class variablt
• a pool variable, or
• a global variable.
Class variables are shared by a class and

its subclasses, pool variables are valid
across designated classes, and global vari-
ables are shared by all classes.

In the method for name: in Figure 2{1,
name must be an instance variable because

it is lowercase and it is in a method defined
for instances of Person that have that

instance variable. The variable, aName, is

To enforce the concept
of encapsulation, there

is only one way to
modify an instance

variable Of an object.

an argument of the message. There are no
temporary or other types of variables in
this method

Class, pool, and global variables are
used sparingly. Thus, in practice, we have
a very restricted type of lexical scoping.
This strict information-hiding ali but
eliminates scoping-related problems, and
names typically do not have to be modified
to avoid naming conflicts.

For example, consider the method (in
Figure 3) defined for instances of Person
that when sent to a person, the receiver,
switches its name with that of aPerson, the
message's argument. Temporary variables,
such as tempName in Figure 3, are declared
by listing them in the vertical bars. They
exist for the message's execution life. (Class
and global variables are used for longer
term storage and are not in the local mem-
ory of instances of the class.)

Note the various uses of name. In the

first line of code, it is a message sent to
aPerson to retrieve aPerson's name, and
assigned to tempName. Because aPerson is
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not the receiver of the message switch-
NamesWith:, the only way to retrieve its
name is to send it the message, name.

The next use of name ts as the argument
of the message name: in the second line of
code. In this case, because it is not declared
a temporary variable, it must represent the
instance variable of the message's receiver.
In this line, the name of aPerson is medi-
fied to be the name o f the receiver.

In the last line of code, name is the
instance variable of the receiver and is

changed to the name in tempName, The
code in Figure 3 could have been written
with different names for the message selec-
ton, such as getName instead of name for
retrieving a name and setName: instead of
name: for storing a name.

We chose this example to illustrate the
freedom permitted by the Smalltalk lan-
guage; and this overloading of name
presents no di fficulty in understanding to
the slightly experienced Smalltalk pro-
grammer.

There are some negative aspects to using
getName and setName:. First,

aPerson ge(Name

is procedural in flavor while

aPerson name

is more functional and has more of a

natural-language flavor, which contributes
to the readability of the code.

Second, it precludes the simple conven-
tion that messages wkth the same names as
instance variables are used to retrieve their

values, while those followed by a colon and
argument are used to store the values. This

convention makes remembering the mes-
sage selectors for instance variables
straightforward.

Control structures. Smalltalk control

structures are also handied via the object-
message paradigm. For example, a mes
sage, do: aBlock, can be sent to collections
of various types to process each element.
For example, the code in Figure 4a will pro-
cess each student in classList. The argu
ment of the block has a colon prefix,
appears before the vertical bar, and is in
turn instantiated to each of classList's
elements.
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The code following the bar is executed
for each element in the Iist and illustrates

the use of a conditional. The condition, an
instance of the class Boolean, is enclosed
in parentheses and is sent the message ifr
True:ifFaise:. Other conditional message
selectors are ifTrue:, ifFalse:, and if-
False:ifTrue:.

Understanding objeces. When working
with objects, an individual accustomed to
non-object-oriented languages may expe-
rience some unanticipated difficulties.
Most can easily be corrected once the sym
ptoms are recognized,

For example, there is a tendency to take
the object paradigm too literally and con-
sider each appearance of an object as a
unique object. Certainly in the real world,
an object can only be in one p[ace ata time.
Suppose an instance of the class Card has
the instance variables suit and rank. A

hand is an Array that can hold as many as
five cards, and a deck is an Ordered-
Collection of 52 cards.

The code in Figure 4b will deal a card
and place it at the first position in the hand.
I f you now inspect deck and hand using the
inspector in Smalltalk (a tool for examin
ing objects), you see that deck still contains
the dealt card - and so does hand. A litera[

interpretation of object, that an object can
only be in one place, would suggest to some
that these are distinct cards. Unfortunately
the inspector does not directly reveal
whether they are distinct or not.

Assuming they are distinct might lead to
an attempt to set the suit and rank of the
card in the deck to nil to avoid redealing it,
which will result in making the card in
hand a blank card also. What in fact is

occurring is that the assignment statement
places a pointer in the variable aCard to the
same card in both collections, deck and
hand. Indeed, the card exists in one ptace,
and aCard, deck, and hand .merely provide
alternative access structures that point to it.

1*arless programming
While it is difficult to capture in an arti-

cle the quite different sense o f what it is like
to work in an object-oriented language and
environment, we wi[1 nevertheless try to

present some sense of the flavor of pro-
totyping in Smalltalk. What we would like
to show, but can do so only partially, is that
there is an undercurrent we characterize as

fearless programming.
Fearless programming encourages

experimentation with alternative
approaches to algorithms, application pro-
grams, and system design without the fear
of being caught up in a morass of detail
that is too painful to sort out. Moreover,
the system has a robust programming par-
adigm - the programmer can make bold
changes to the system itself and, even after
making significant errors, can often pro-
ceed through several different routes to
recovery without harm.

in fact, feariess programming has played
a large part in our development of new
methods and faster algorithms for data-
base normalization because it promotes
experimentation. (We do not mean to
imply that good design can be ignored or
that good programming practices can be
violated, for even Smalltalk methods can
be created that have unanticipated side
effects or fail to be coherent and properly
modularized.)

Advantages. Naturally, the doser the
constructs in a language are to theentities
we deal with in the real world the less difr

ficulty we encounter in translating the real-

classList do: [ :aStudent

(a)

world problem into a program. Object
orientation is a major step in this direction,
since working with objects seems more nat··
ural than working with constructs found in
standard languages.

For example, in a nonobject-oriented
language, i f an element is retrieved from a
list or an array, as in the assignment state-
ment x:= array(5),then changes made to
x are not reflected in the contents of

array(5) and vice versa. This assignment in
effect creates a duplicate element, and
duplicates can easily lead to inconsisten-
cies, since changes in one e[ement are not
automatically reflected in changes in the
other.

This is not true when dealing with
objects. I f an object is retrieved from a list,
any changes made in the object are
reflected wherever the object is referenced.
For instance, if aCard is a temporary vari-
able and points at the object that is pointed
at in the fifth position of hand via the state-

ment aCard - hand at: 5, subsequent
changes to aCard are reflected in the object
pointed at in the fifth position of hand.

Consider what happens if we want to
group or sort the same collection of objects
in different ways, perhaps for sequential
access via an OrderedCollection and for

direct access via a Dictionary. In this case,
changes made to the objects are indepen*
dent of the structures used to access them.

In standard languages, you would either
have to create multiple lists, again Ieading
to problems associated with duplication, or
have to maintain multiple lists of pointers,
which leads to more coinplex coding.

(aStudent gpa > = 2.0)
iffrue: [ aStudent printName]
iffalse: [ aStudent dertInstructor]

In some cases, the problem is not so eas. aCard - deck dealACard.

ily diagnosed, particularly when there are (b) hand at: 1 put: aCard.
several layers ofcomplexity such as when
using the modelvie*controller triad.
Khoshafian and Copeland discuss differ-
ent degrees of object identity.3 Figure 4. (a) Enumeration message do: and conditionals; (b) dealing a card.
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(Duplicates can be made in Smalltalk, but
they are not implicit and require sending
one of the built-in messages for copying
objects.)

The object-message paradigm and
encapsulation tend to promote a more
modular system because each message
represents a module. This is desirable
because smaller modules are easier to cre-

ate and understand. In addition, there is
also a tendency for each message to be a
coherent unit because the very notion of
sending messages focuses the development
of each method on the semantic intent of

the message.
And the reason the Smalltalk program-

mer can focus on the intent of each Ines-

sage - and is not tempted to embed
additional functionality iii messages - is
that problems of interfacing modules,
which are generally associated with
bottom-up development, are essentially
absent when working with objects and
messages. (We view method creation as
bottom-up and class creation as
top-down).

One reason interfacing problems are

minimalis that objects aregenerally passed
as arguments in messages, and their
instance variables do not explicitly appear.
Consequently, changes in an object's struc-
ture have no implications for a vast
majority of the messages in which they
occur.

For example, in Figure 3, wholesale
changes in the structure of the class Person,
and even changes in the structure of its
instance variable, name {the one of pri+
mary interest in the method), will have no
effect whatsoever on the method for

switchNamesWith:, and no changes are
required in any other method in which this
message selector appears.

Why? Because objects and their instance
variables are not typed, and the binding of
objects to instance variables occurs at run-
time. Late binding promotes fearless pro-
gramming because it lets the designer
postpone typing and structural decisions
notgermanetothecurrentstateofthepro-
totype.

It has been our experience that many
methods will not require changes or recom-
pilation as the prototype advances. Those
that require recompilation are typically

small and require minimal time because
compiling is incremental.

The existence of predefined object
classes also contributes to this sense of

fearless programming in that you have a
wide selection of objects and messages to
choose from, thus gaining a considerable
head start in prototyping a system.

An additional advantage is that existing
methods can be borrowed in a variety of
ways. In some cases,the method can be
directly copied to another class without
change to its form or content. In other
cases, the message will retain the same

Whatever problems arise
and whatever morass

you create tencito be at
higher mther than lower

feceis of abstraction.

form -·- the message selectors and argu-
ments remain unchanged, with only slight

modifications required in the method. This
often occurs when subclasses override

messages.

And, as indicated in the discussion of

Figure 3, this can be accomplished without
fear o f difficulties arising from scoping or
naming considerations. Names do not have
to be artificially modified to distinguish
messages with the same selectors but can
be used with different classes and sub-

classes.

Perhaps the most important contribu-
tion to fearless programming, apart from
the environment, is that working with
objects and messages has important ana-
logs to working at the level of humaneog-
nition. Whatever problems arise and
whatever morass you create tend to be at
higher rather than lower levels of
abstraction.

The use of messages conveys much
about the semantics of operations on
objects, reducing the need for documenta-
tion. (Other documentation requirements,
including managing hierarchies and mes.
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sages, are handled bythe environment. )A
great deal of clutter, unessential low-level

detail, is eliminated from much of the code.
This is, in part, due to the existence of
predefined classes and messages.

For instance, there are various collection

classes (including Set, Bag, Ordered-
Collection, Array, and Dictionary) that
respond to the same message, do: aBlock,
to enumerate the objects of the collection
and to operate oil each in turn by execut-
ing the code jr] aBlock. Incrementing vari-
ables to process the collection is
unnecessary. (Furthermore, these strue-
tures can be substituted for one another to

improve performance in later stages of the
prototype, often without any other changes
in the code.)

In addition, objects are prepackaged
bundles oi parameters to be passed as argu-
ments in messages and therefore tend to
reduce the number of arguments present
and to enhance the readability of the code.

Example. This example demonstrates
these advantages, It is drawn from our
work on relational databases but is simpli-
fied here. We will call a functional depen-
dency a statement of the form a -- b that
wecan read as "aimpties b," as in proposi-
tional logic. It is possible that, given acol-
lection Fof functional dependencies, some
dependencies are redundant.

Removing redundant dependencies
from Fis important in relational database
desigm. For example, given the collection

F={a-*b,b-c,a-*c,b-*d,e-c}

the third functional dependency is redun-
dant since it can be derived from the first

and second using the transitivity rule:

if a- b and b-c, then a-+ c

There is a straightforward algorithm to
determine i f a functional dependency is
redundant. As an illustration, to show that
the functional dependency f = (9 - 0 is
redundant, first form F' = F - if} (delete
f from F).

Now pass through F' as many times as
necessary to discover all attributes implied
by the left sideoff, {a}. All implied attrib-
utes, including a, are placed in a collection
called closure, the closure of a with respect
to Fl
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In this example, closure = {a, b, c, d} at
the end of the passes over F". If closure
contains the right side off, thenfis redun-
dant, which is true in this example, and it
is deleted from F.

A natural starting point for developing
an implementation to eliminate redundant
functional dependencies is to define a class
called FunctionalDependency- This class
can be made a subelass of Object because
no other class exists for which it would be
a natural subciass

It also seems appropriate to create two
instance variables to represent the left and
right sides (lhs and rhs) of the dependency.
The declaration is

Object sub©]ass: #FurictionalDependency
instance variables: ' lhs rhs '

The methods for new, Ihs:, rhs:, 1hs, and Ths
can easily be coded to create an instance of
FunctionalDependency and to set and
retrieve the values of its instance variables,
respectively. We storethe set of functional
dependencies F in a collection named
SetOfFDs.

It is quite striking just how quickly and
with such little code this and other
algorithms- can be implemented in
Smalltalk.

Structurai changes. Now suppose that,
after having developed the algorithm out-
lined above, we believe it would be more
efficient to mark a functional dependency
f as inactive rather than to delete it from the
SetOfFDs to form F' and then reinsert it
into Fif it is not redundant.

This can easily be achieved by adding a
new instance variable, active, to the class
FunctionalDependency. No other method
defined on this class nor any other code in
which functional dependencies are passed
as arguments or sent existing messages
need be changed to accommodate the
addition of the new instance variable.

active before using it in computing closure,
and resetting active to true if the functional
dependency is not redundant. At this stage,
the method for eliminating redundant
dependencies might look like the code in
Figure 5.

The SetOFFDs in Figure 5 may be any of
several predefined classes of collections in
the Smalltalk system. Thus we can freely
change the structure of the SetOfFDs to
determine which gives the best perform-
ance. When this method is compiled, it is
not necessary to have determined which
class the SetOfFDs comes from because of

the delayed binding.
Note that the functional dependencies in

F above are not grouped by common left
sides. Some algorithms require that they be
grouped this way. One approach is to sort
SetOfFDs according to their left sides,
However, if the original set must be main-
tained (to allow, for example, direct access
to functional dependencies if SetOfFDs is
a dictionary), we can easily create conec-
tions using existing Smalitalk classes,
denoted here as DepWithLHS(X), which
will contain the dependencies with a com-
mon left side X.

But since we are working with functional
dependencies as objects, if a functional
dependency accessed from DepWith-
LHS<X) is made inactive, it will also be
Inactive if accessed from SetOfFDs. The

change to the code in Figure 5 to accom„·
modate the change in the algorithm is
straightforward.

Also, we haven't yet written the method
for computing closures, which is used in
the second line of Figure 5 by sending the
message closure to the left side of each
functional dependency, closure + eachfd
1hs closure. As the code in Figure 5 is com-
Filed, the system will notify the program-
mer and give an option to proceed and
define the missing message later.

When developing our algorithms, we
tried many approaches to computing
closures. Some were conceptually similar
but had different efficiencies, and others
were conceptually new In all cases, very lit.
tle code had to be changed to accommo-
date the different versions of closure;
clearly no changes were required for the
code in Figure 5, and it was straightforward
to borrow extensively from One version to
the next.

While Smalltalk code may seem a bit
strange because of unfamiliar naming con-
ventions and syntax, it is generally true that
after some initial difficulty it seems quite
readable. Unessential details do not clut-

ter the code, as Figure 5 shows. Onlyinfre
quently are lines needed to increment
variables; parameters are not required for
invoking routines, as they are hidden in the
instance variables of the objects: and Ines-
sages are simple, and their names reflect
much of the semantics of what they do.

If a message is not understood by the
programmer or reader of the code, it can

be quickly examined. We do not mean to
suggest that this cannot be accomplished
in other languages, but it seems to occur
more naturally in Smalltalk.

Conceptual changes. While implement
ing various types of closure in Smalltalk,
we discovered anew approach to eliminat
ingredundant functional dependencies. It
involved deactivating ati of the functional
dependencies in a given DepWithLHSGO.
Asa result, we couidn't use the instance
variable active to determine if a functional
dependency was redundant.

One of the changes required to acconi-
modate this was to introduce a new
instance variable, redundant, for the class
FunctionalDependency and to set its value

Consequently, a great deal of recompil-
ing and relinking will be avoided. The
changes will be isolated to modifying the
method for the algorithm. This simply
involves replacing Statements for removing
functional dependencies from Set©f?Ds
to form F' by statements for setting their
instance variables active to false, testing
whether a functional dependency was
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SetOFFDs do: [.eachfd 9 eachfd active: false.
closure + (eachfd ihs) closure.
(closure includes: (eachfd rhs))

ifFalse:[each fd active: truel].

Figure 5. Eliminating redundant dependencies.
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Index + self find: oldObject,
self insert: newObject before: index,

tnewObject

Figure 6. The system browser.

to true when a given functional depen
dency was discovered to be redundant. (For
several reasons, we chose to save redundant

dependencies rather than discard them.)
Though this is a small change, it

nevertheless hints at how changes made at
the conceptual level can be translated
directly into messages and objects. This
shows that the way we think about entities
in an application can be translated directly
into two fundamental aspects of an object,
its attributes and its behavior. Of course,

other parts of the code in other methods
were affected by changing the semantics o f
the instance variable active, The Smalltalk

environment provides the tools to work
rapidly through the effects of these
changes.

The Smalltalk system promotes trying
alternatives. The time required to restruc-
ture objects, modify methods, create new
methods, locate the effects of changes, and
recompile the code to experiment with it,
is much less of a factor in the cost/benefit
ratio than you would incur i f working with
most standard languages.

Also, most changes occur at a high con-
ceptuallevel, so it is more like working with
changes in the specification than with
changes in the code. However, we do not

claim that Smalltalk is close to achieving
the software engineering goal of directly
compiling specifications.

Environment
While encapsulation and hierairhy form

the basic foundations of the Smalltalk lan-
guage, it is the rich environment that lets
you work with its many classes, methods,
and messages.

In Smalltatk, there are several window
types available. These windows can be
created, moved, reshaped, collapsed, and

closed using a three-button mouse (some
systems use a single-button mouse). Mui-
tiple, overlapping windows can be on the
screen, and you can move from one win-
dow to the next to carry out different or
related tasks.

Code can be modified and run from

different kinds of windows, and applica-
tion windows can be activated and deacti-

vated. This is particularly useful if an error
turns up while debugging an application
and recovery from within the application
is not possible.

The convenience of doing different
things in the system quickly and efficiently
also contributes significantly to fearless
programming. You aren't caught up in the
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time-consuming¢ycleof doingsomething
in edit mode, exiting and entering compile
mode, exiting and entering run/debug
mode, exiting and returning to edit mode
to make changes. Tester has discussed the
philosophy behind modeless environments
and the ear[y Smalltalk interface.

Organization. Because there is no single
linear command tist, beginners often won-
der where the program is, Programming in
Smalltalk is mainly adding new classes and
messages, creating objects, and passing
messages. Thus, being able to move around
the system easily and to work with individ-
ual classes is critical to productive
Smalltalk programming. The system
classes are organized in a hierarchy with the
class Object at the top, but you don't have

to remember the exact hierarchy while pro-
gramming because the interface provides
a convenient organization method and
access to the system classes through the sys.
tem browser, shown in }Figure 6.

The system browser window contains
several panes, each with its own menu of
actions. The second paine from the left
alongthetop contains the name of dasses,
and the fourth pane contains message
selectors. The first and third panes catego-
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rize similar types of classes and messages,
respectively.

In Figure 6, the category of classes
selected (indicated by reverse video) is
Collections-Sequenceable. This class cat-
egory contains classes linearly structured.
One such class, Orderedeollection, is

selected in the second pane.

r

e. . .. I

.

*i 4Funt#¢6*%
. r, 14*

file -out

pnnt out
spawn

spawn hierarchy
hierarchy
definition
comment

2=7--
protocols

class var,refs e

class refs Ing
renarr

The instance/class pair at the bottom of
the second pane is a toggle. If instance is
selected (as shown), What appears in the
panes to the right and below will pertain to
methods sent to instances of the class. If

class is selected, it will pertain to methods
sent to the class, which is also considered
an object.

The various categories of messages that
can be sent to instances of Ordered-

Collection are shown in the third pane.
Here, we have selected messages for adding
objects to an ordered collection. The actual
messages for adding are in the fourth pane
with the message add: before: selected.
The method for this message is shown in
thelargepaneatthebottomofthebrowser
window in Figure 6.

Using the browser. For the most part,
the browser is used to create classes, create
messages and methods, and to browse
through the system.lb·indicate how these
tools can be used to make changes, recall
the example of working with the class
Functiona[Dependencies. There was a
change in the semantics of the instance
variable active when the instance variable

redundant was added to the class. This

required examining all the methods that
might be affected, so we want to review all
methods that modify or retrieve the
instance variable active.

There are several ways to do this. One
way is to select the class Functional-
Dependency in the browser. We can then
get a pop-up menu (Figure 7a) and select
the item, inst var refs. Another pop·g>
menu appears (Figure 7b) that lists the
instance variables for the class

FunctionalDependency. By selecting the
variable active, we get a window showing
all methods where this instance variable

appears (Figure 7c).
By examining each method, we see that

the message active: modifies the value of
the instance variable active and the mes-
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Figure 7. (a) Class pane menut {b) instal

sage active retrieves it. After selecting the
method for active:, we can get a pop-up
menu in the same window (we don't have
to return to the browser) from which we
can select an item, senders (see Figure 7d).

In this case, we are asking for atl
methods that use (send) the message active:
in their code; the result is the window
shown in Figure 8. By selecting each
method, we can examine the codeto seeif

R9
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the change in active's semantics requires
changes in the method. Whatever the
changes maybe, we can make them in this
window (its top part is shown in Figure 8)
and compile the code there.

Three items in the menuin Figure 7d -
senders, implementers, and messages -
can be very effective message tracers.
Again, messages with the samename (but
different functionality) might be imple-
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Functiona[Dependency active
FunctionaIDenendencv Ihs:rhs

ide#Juvd'/6/ =Abl Y*Hant/,/51.I
: aBoolean

For browsing, a selection in the system
browser's code pane, explain, is very help-
ful. You can select any token in a method,

r · · 0, and the explain selection wili indicate what,
type of token it is (class variable, global
variable, name of a message, and so on) by
inserting explanatory text in reverse video
in the method display in the code pane.

active + aBoolean

(C)

| FunctionaIDep endency 2
FunctionaiDependency I

.-:aBoolean
active + aBoolean

(d)

Figure 7. (c) Methods using active; (d) fi

mented in di fferent classes in the system,
and a given method might use messages
from other dasses. The item, Ines,sages, can
be selected directly from the menu in Fig-
ure 7* it is also a menu option for the top
pane in Figure 8. Selecting it will quickly
get a menu ofall messages in the selected
method, as illustrated in Figure 9. If we
select any of the messages in the menu in
Figure 9, we will get a]1other window of the
type shown in Figure 8, which lists all
classes where a message of that name is
implemented. We can now select one class
and inspect its method in the lower pane of
the new window,

These facilities help the user browse
through the system, as well as debug. In
addition, the system has utilities to identify

print out Blillillb
, i spawn 

ictly 1j
hs:rh ·ImplementorsL
 12 messages /lill
-    move

remove

•ding senders of active.

and correct syntactically and semantically
incorrect code. The power of the complete
toot collection contributes significantly to
fearless programming.

SmalItalk source code is compiled into
an intermediate form, called bytecodes,
that is then interpreted. This compilation
is done incrementally as new classes, mes-
sages, and the associated methods are
defined. Code is displayed in the code pane
of the browser and is compiled through the
menu for that pane.

If the code contains a syntax error, an
appropriate message is inserted into the
code in reverse video. Because the message
is in reverse video, it call easily be cut, the
code can be corrected, and the method can
be recompiled.
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Debugging. While changing the seman-
ties of the instance variable active and
introducing the new instance variable
redundant, suppose we failed to initialize
redundant to false when creating new
instances of FunctionalDependency. This
would lead to problems, which can be
traced with the built-in debugger.

One approach is to place a halt in the
code where the problems arise{in this case,
the method for eliminating redundant
dependencies) and to step through the code
and examine the objects. When code is
executed, a notifier will appear on the
screen to indicate that a halt has been
encountered. You have the option to pro-
ceed past the halt or to enter debug mode.

If you choose to debug, the window
shown in Figure 10 appears, and the menu
appearing over the top pane can be
obtained. The top pane of the window con-
tains the current activation stack - the list

of messages leading to the halt. This list
can be scrolled, and individual messages
can be selected. Code for the selected mes-

sage is displayed in the middle pane, and
the bottom two entries in the top pane's
popup menu can be used to run through
a stepwise simulation of the program.

Selecting the item, step, executes the eur-
rent selected message (redundant in Figure
10) and moves you to the next one
OfFalse:). Selecting the item, send, enters
the method for the selected message, which
then displays in the middle pane and can
be treated the same wah The lower left
pane contains instance variables of the
message receiver displayed in the middle
pane, and the lower right pane contains
current values of all temporary variables in
that method. The value of the loop varia-
ble, each, is an instance of class
FunetionalDependeney at this point.

You can inspect this object, as Figure 11
shows. The result is the window in Figure
12, where we have selected redundant,
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Cover eliminateAttsandDeps
i.;over eiiminaterieaunaant.LieDencencies

Cover linearEliminatenedundant[)ependencies:

eliminateRedundantOependencies

self do: [:each 1 (each active )
ifTrue: [each active: false,

(each rhs IsSubsetOfi (each Ihs closure: self))
ifials, [each active: true]]].

Figure 8. Senders of active:.

whose nil value shows in the right pane and
reveals the problem that redundant was not

initialized. Chapter 19 of the Orange
Book5 gives a more detailed description of
the debugger.

There are other ways to invoke the
debugger. For example, if a halt had not
been placed in the code, a notifier would
appear during execution upon test of the
oil value of redundant. The notifier would
indicate that a non-Boolean receiver had
been encountered, and three options would
bc available:

(1) Set the value of the receiver to true
and proceed with execution.

(2) Enter tile debugger at the point of the
problematic code.

(3) Stop the errant process simply by
closing the debug window'.

active
active:

endencies blockeopy:
ntDependencies: closure:

do:
Dies isS ubset Of:

Ihs

tive ) Ths
ach active: false,

.2ach rhs isSubsetOf: (each Ihs closure: self))
ifFalse: [each active: truell].

In the second case, the debugger window

has the form o f the one in Figure 10, and
the programmer can proceed as above. The
debugger is a particularly nice tool and cer

tainly helps make runtime errors much
more tolerable during program develop-
ment. It can bevery confusing to the begin-
ner, however, as the depths o f the code are
explored with the option send. For exam-
ple, a user who doesn't know how system-
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Figure 9. Messages in a method.

defined control structures are implemented
could be confused by the system code when
it is encountered.

Modifying Smalltalk. Fearless program-
ming gives users confidence to attempt
extensive changes in the system, even ones
to the predefined classes. An example of

9I

major restructuring from our database
project would be too detailed to devetop
here, but we can give an examp[e that has
pervasive implications for the system.

We needed various ways of writing bit-
maps o f parts of the screen out to files, and
the system did not already have all the
necessary functionality. To capture bit-
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Figure 10. The debugger.

maps with pop-up menus displayed at the
time of capture, we had to deactivate the
menus so they could be brought up on
screen to have their picture taken without
having the selected message sent when the
button was released.

To achieve this, we added a class vana-

ble, Active, to the class PopUpMenu,
which governs pop-up menus, through
which essentially all actions are initiated.
If Active is true, all actions through menus
will proceed as usual; if Active is false, a
conditional placed in the code for sending
menu messages returns a no-op value when

the mouse button is released, and the menu
disappears with no action taken. We then
defined a two-key sequence to toggle
Active.

This change is very powerful because it
covers the predominant means by which
actions are taken in the system. This also
makes it dangerous. It indeed led to several
interesting debugging problems, two of
which we will illustrate.

ifTrue: [each redundant: true]
Iffalse: [each active: truelll.

Figure 11. Inspecting a temporary variable.

a Functional[)ependency

ms.*.1

Fatal error. If the class variable Active

is defined, but initialization to true or false
is neglected, its default vallie will be nil. Ef
anything is then executed through a pop-
up menu, this nil value for Active will be
encountered in the conditional code, and
a notifier wilI appear. The menu for this
notifier contains two options, proceed and
debug, which wodd ordinarily function as
described above.

In this case, however, using the middle
button to generate the pop-up menu from
which to choose an option would result in
consultation of the same conditional code,
which would again find that Active has the
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value nil. This would generate another
notifier. which in turn would generate
another notifier i f we selected proceed or
debug, and so on.

Anattemptto dose thiswindowwith the
mouse and thus stop the process would
also generate a notifier. The toggle mech
anism could not now be used to set Active

because thatmechanismuses aconditional

based on Active being true or false. Fur-
thermore, you cannot shut down the sys-
tem because a pop-up menu is also
required to do so. The only choice in this
case Would be to abort the system itself.

To guard against. major damage under
such a condition, in fearless programming
you take snapshots of the entire environ-
ment from time to time. After an abort, the
system can immediately be recovered at the
last snapshot, and all changes in the
interim can be recovered fi·om the chaliges
file.

Avoiding a system abort. Our initial
attempt to name the bitmaps we were cap-
turing illustrates a serious problem that diti
not require a system abort. The capture was
accomplished by executing code iii a code
pine of a window that produced a small
window to type the name ofthe file to store
the bitmap in, provided the value of Active
is false. Unfortunately, when this code is
executed, the naming window that auto-
matically pops up uses an instance of
PopUpMenu, which also finds that Active
is false, and which therefore produces a
new window asking that the naming win-
dow be named.

Unlike the previous example, the entire
system functionality was not lost and there
was a more elegant solution than a system
abort. We can toggle the value of Active to
true with the appropriate key, activate a
system browser with a single click of the
mouse, find the offending method in class

PopUpMenu, change the code by deleting
the conditional on Active, and recompile
the method. When we return to the run-

ring application it will use the new,
incrementally compiled code and stop ask-
ing for naming windows.

There will of course be sevemt stray win-
dows on the screen that will have to be

closed, and there are various conditions in
different versions of Smalltalk that might
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prevent extrication from such a predica-
ment without aborting the image The per-
manent fix to this problem was relatively
straightforward. The main point is that we
changedthesys[©induring an application

In fearle:ss proglumming
you takesnapshots of
the entite environment

from time to time.

run when our modifications cut too deep
- and this ability contributes to the sense
of feariess programming,

The environment in general -not just
the debugger - has the tools needed to
build, examine, modify, and test code.
These tools are readily available and not

ar

ac

if

Figure 12. Viewing an objects
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limited or constrained by mode or context.
Building, examining, modifying, and test-
ing codeareall related operations. While
using the debugger, for instance, you aren't
trapped in it. You can browse, modifycode,
and carry out a variety of tasks.

One measure of the Smalltalk environ-
ment's effectiveness is the extent to which
hard copy is unnecessary during applica-
tion development. Initially you use hard
copy to sketch ideas and code, but as devel-
opment proceeds your work becomes vir-
tualty paperless. The only reason for print-
ing out code is to carry it away from the
machine or for backup. Because we have
always had to use printouts of various iter
ations of the code in other languages, we
believe this to be a strong indication of the
Smalltalk facilities' effectiveness.

- self

Ihs
rhs
active

:h

3h

T

fF.

3-1 a FunctionaIDependency



Other window types. in addition to the
system browser and debugger windows,
there are several other important window
types. Code written in a workspace is not
compiled into the system, so the workspace
is generally used to try out existing mes-
sages, run applications, and develop and
test new methods. A file list window is used

to interact with the underlying file system.
Some versions of Smalltalk have win-

dows to interact with modules written in

other languages. Other windows, called
system transcripts, let the system note that
actions have been accomplished or special
conditions have been encountered.

Another window, called a system work-
space, contains commonly needed code
segments. A template for such segments
can be modified in the system workspace
and be executed on the spot.

For example, we might know that some
class implements the message, suspend,
but not know which one, We can activate

a system workspace and locate the
template

Smalltalk browseA]]ImplementorsOf:
#keyword Symbol

This can be easily edited to

Smalltalk browseAllimplementersOf:
#suspend

It can then be selected and executed, and
the result will be a window such as that

shown in Figure 8, which displays all
methods that implement the message
denoted by suspend,

Although Smalltalk provides,excellent
facilities to browse the structure o f classes

and objects andto exa}nine their messages,
it does not provide adequate facilities to
examine the behavior o f a complex appli-
cation. Cunningham and Beck* have
reported one effort to remedy this.

Misconceptions
Three Smalltalk areas are often misun-

dergtood.

Performance. It is commonly believed
that the abundance of high-level features,
the uniform object-message implementa-
tion, the delayed binding of variable types,
and th¢ graphical capabilities of Smalltalk
yield a system with poor overall per-
formance.

In part, thiscan be attributed to the fact
that the initial prerelease copies dis-
tributed by Xerox PARC to participating
companies for refinement in the early
19805 were quite slow on different hard-
ware implementations. It also did not help

the performance image of Smalltalk that
a major implementation on a VAX was
particularly slow in a time-shared environ.
ment, and that the project thus limited its
emphasis to implementations on worksta-
tions.7 And it is well known that an
absence of data typing and the lack of a
global optimizing compiler typically exact
heavy performance penalties.

We have found that
there am nonenhanced
commercial versions of
the language that are

quite Jast.

Research is now under way to add per-
formance enhancements to Smalltalk, such
as improved garbage collection, faster
alternatives to the bytecode interpreter, and
typing facilities. With a data-typing facil-
ity, you could delay all binding during pro
totyping and product development for
maximum flexibility and then identify crit
ical sections and optimize, using data typ
ing and other methods of fine tuning, for
the mature application.

We have found, however, that even with-

out such enhancements, there are commer-
cial versions of the language that are quite
fast. In particular, we implemented and
tested database normalization algorithms
in MProlog and Smalltalk on a Tektronix
4404 and found Smalltalk to be about 1 5

times faster than MProlog. After perform-
ance tuning in both languages, which was
far more straightforward in Smalltalk, the
gap between the two languages roughly
quadrupled.

Just in case we simply had a particularly
slow implementation of MProlog, we
implemented and tested one set of proce-
dures to find graphical shapes in points in
the plane in C, Smalltalk, and MProlog -
and the results were striking. The MProlog
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program was about 80 times slower than
the C program, but the Smalltalk program
was a bit less than two times slower than

the C program. The only performance
enhancements we made were to correct

obvious inefficiencies in the code.

For example, the Prolog program as
originally published' was 500 times slower
than the C program, and with a few rather
obvious inefficiencies made for a rather

unfair comparison. Some twiddling of the
Prolog code eliminated a large amount of
unnecessary backtracking and lowered the
ratio to 80. We also ran the C program on
a VAX 11/750, and the runtimes were
within 15 percent of the runtimes on our
workstation.

These limited tests certainly cannot even
begin to characterize the performance of
Smalltalk relative to MProlog and C, but
they underscore what we had discovered:
On our workstations, Smalltalk is very
responsive during program development,
and it performs quite well on the type of
computation and data manipulation we
are using

The performance standard, which
different versions of Smalltalk on different

machines are measured by, is the lan-

guage's per formance on the Xerox Dorado,
on which it is very fast. The Dorado is a
descendant of the Xerox Alto and is a high-

performance experimental micropro-
grammed personal computer with a
mictocycle time three times faster than the
VAX 11/780.

There are commercially avaitable work-
stations that run special Smalltalk as fast
or faster than the Dorado. This perform-
ance is excellent and makes for an out-

standing software prototyping environ-
ment. We would be willing to pay a far big-
ger performance penalty than we now pay
in a language like C, for example, for the
productivity gains we have achieved in
Smalltalk.

Smalltalk provides system facilities to
trace execution at varying degrees of
granularity, to time code b[ocks, and to
identify critical sections. There is a class
named Benchmark that contains methods
for micro and macro benchmarks to meas-
ure the relative efficiency of different byte
code interpreters.
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Applications. Many commercial adver-
tisements for Smalltalk characterize it as an

artificial intelligence language. Indeed it
may be excellent for a wide variety of arti
ficialintelligence applications, and we are
using it to create a production system for
database design. However, it seems to be
far more general-purpose, and it is not
generally considered an artificial intelli-
gence language by the artificial intelligence
community.

The object·,message paradigm provides
a powerful general-purpose programming
language. The graphical capabilities pro-
vide high-level primitives not only for the
development of interfaces bu t for domains
that need to use graphics. Built-in classes
provide an excellent foundation for many
applications.

A good example of built-in capabilities
for other purposes is a set of classes that
support discrete*event simulation. As a
descendant of Simula, Smalltalk contains

the basic mechanisms to support quasi-
parallel processing, through the classes
Process, ProcessorS¢heduler, and
Semaphore. These allow process descrip-
tion and referencing, dynamically gener-
ated processes, and delimited and
sequenced active phases of processes, with
or without reference to the concept of sys-
tem tiine.

Important capabilities are scheduling
and executing processes of different priori-
ties and easily suspending a process and
resuming it later. Higher priority processes
are executed before lower ones, and events
with the same priority are handled on a
first·come, first served basis.

Part three of the so-called Blue Book

Smalltalk reference is devoted to discrete-

event simulation. It develops the basic
classes in addition to the built-in ones, and

it develops several of the applications in
Birtwistle's bookwsufficiently to provide
an excellent basis for simulation.

There are numerous significant errors in
the simulation code in part three of the

corrected" first edition of the Blue Book,
but these are being repaired and some of
the code has beenstreamlined.One disad-

vantage of working with the simulation
classes is that the debugger does not func-
don well whiletracing tile suspension and
resumption of processes. A simulation
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trace can be started in the debugget, but
counts of active processes start to degrade,
and certain debugger windows are not
functional without coercion (such as hit-
ting the abort key)- For debugging complex
and lengthy processes, the user cannot rely
on the debugger.

Graphical paradigm. The lbasic para-
digm for handling graphical applications
in Smalltalk is through the model-view-
controller tried. For the display of an
object, the object itselfis considered the
model, the graphical layout is the view, and
the coordination of user inputs to examine
the model and the display is done through
the controller.

Simple and complexnested views may be
created and manipulated. Basic classes
handle generic views and controllers, and
the system interface itself is handled with
the MVC,providingarich setoftools serv-
ing as models for the programmer's devel-
opment. Unfortunately, the promised and
long-awaited tome from Xerox PARC on
how to use the MVC has not been pub-
lished, which leaves a hole in the documen
tation.

Coupled with the richness of the system,
this makes learning to use the MVC a for-
midable task. Like the overall Smalttalk
system itself, the MVC is rich and power,
ful, and this richness contributes to the ini-
Nat learning difficulties.

Apparently grumbling about using the
MVe is relatively common, and it is
rumored that an alternative is sought. The
concept of a pluggable view removes the
need to build each application from
scratch, but it certainly does not represent
a radical departure from the MVC. Indeed,
the Apple version of Smalltalk uses

another Apple product, MacApp, heavily
to build user interfaces in Smalltalk - a
departure from using the MVC.

Thus, while Smalltalk contains a welt

integrated set of graphical primitives, the
beginning Smalltalk programmer should
not expect to find a quick and easy path to
developing graphical applications.

learning experience
Smalitatkis not easy to learn, even i f you

have considerable experience with standard
languages. The Blue Book and the Orange
Book are excellent references, especially
when coupled with the extensive on-line
documentation - but they are not good
textbooks.

The Blue Book deals mainly with fea
tures of the language, while the Orange
Book deals with the environment. But the

system is so rich and so well integrated that
it is not easy to decompose the task o f
learning it into subtasks. It is like the clas·
sic chicken·and-egg situation - the rich set
oftools canbeusedtoovercomethecom-

ptexity of the system, but at the sametime
you haveto work with the system for some
tirne before seeing how the tools can make
a significant di fferencein working with the
system,

We think learning Smalltalk is not like
learning alanguage but like learning a cut-
ture. Over time, improvements in methods
of learning the system should emerge, but
the current paradigm involves intensive
reading of both reference books, browsing
the system on line, writing your own appli
cations, and frequently moving from one
reference Or source to another. Fortunately,
learning the system poses only a short-term
disadvantage, but long-term productivity
gains may be worth the initial investment.
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malitalk promotes high productiv-
ity and reasonably low rework.
While this may serve as a general

characterization of fearless programming,
there are some specific characteristics to
consider in determining the extent to which
a system promotes it. Brieny, feariess pro-
gramming m

• Referenceless. The system manages
pointers to structures (objects in
Smalltalk).

• Clutterless. The system abstracts out
low-level detail.

e Typeless. Types need not be declared,
so design decisions can be made flexibly,
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Chapter 3: Object-Oriented Programming in Ada

Ada only partially supports the object-oriented philosophy.
Ada's packages can be identified with classes. However,
there is no mechanism for one package to inherit procedures
from another. Nevertheless, the object-oriented point of view
is very beneficial for Ada programmers. In this tutorial, we
take the inclusive point of view and deem Ada and other [an-
guages that have a packaging construct but no inheritance
mechanisrn to be "object-oriented. "

Because of Ada's very careful development and the com-
mitment to Ada by the If.S. Department of Defense, it is
easy to argue that Ada is the most important object-orieilted
language.

An object type is usually implemented in Ada as a pack-
age. The package will contain a type definition and the proce-
dures that operate on that type.

The paper by Richard A. Voiz, Trevor N. Mudge, and
David A. Gal, "Using Ada as a Programming Language for
Robot-Based Manufacturing Cells," presents an example in
Ada of a program for robot control. A mariufacturing cell
consists of a robot, an input conveyor, an output conveyor,
a TV camera, and a machii,e for doing some work (for exam-
ple a milling machine). The system includes an interface to
a CAD database that includes things like the geometry of
parts, The issue discussed in the paper is the development
and managenieIit of the complex real-time software that con-
trols the cell. The features of Ada can assist in achieving
the usual design goals of such a system.

In the example four basic object types are defined:
• ROBOT: Provides the basic robot interface.

e POSITION: Provides data types for part and robot loca-
tions.

• CAD-MODEL: Provides CAD data base access.

* VISION : Provides an interface to the vision system.

The paper presents Ada package specifications for each of
these object types.

Volz et al. consider whether or not genetics could pro-
vide a variety of relatively specific and efficient vision sys-
tems at minimal programming cost. After weighing the
benefits and the costs, they conclude that there is no clear
benefit to the use of generies for this purpose. They discuss
several other concerns they have in using Ada, but their final
conclusion is that Ada works well for this kind of application.

The next paper, "Object-Based Computing and the Ada
Programming Language," by G.D. Buzzard and T.N.
Mudge is from the same group of researchers and considers

a similar topic. It describes the concepts and goals of object-
oriented computing and how they are implemented in Ada.
A robot arm is used as an example of how an object can be
implemented als an Ada package. The lack of support
provided for protection of objects at run time and the lack
of a unified abstraction mechanism in Ada are noted.

One interesting trade off that is discussed in this paper is
that of whether or not to use a processor with an object·-based
architecture and/or an operating system that is object-based.
Such architectures use some form of "capability address-
ing" scheme, which is expensive but support data secufity
and program integrity in a dynamic environment. (See
Volume 2, Chapter 5.) Ada was specifically designed not
to require an objecthoriented architecture. Therefore, the sup-
port Ada gives for object-oriented computing is static (i.e.
made available in the language, but not mapped to the
machine during compilation).

The niajor shortcoming of Ada in the area of protection
mechanisms is that Ada provides an "ali-or-none" approach
to accessing the capabilities of a package. Buzzard and
Mudge propose to remedy this by extending Ada to include
package subtypes, Subtypes would permit access to a subset
of the operations and types of a package. To implement this
type of protection mechanism, support from the underlying
hardware would be required.

Peter Wegner, in "On the Unification of Data and Pro-
gram Abstraction in Ada," describes some differences
between function-oriented and object-oriented programs,
using Ada as the example language. Wegner views function-
oriented programming as consisting of a process in which
data is passed around among functions that perforni sorne
modification to it, and he views object-oriented program-
ming as a process in which data and procedures are encap
sulated in an object and the object receives requests to change
the data. Thus, in object-oriented prograniming, the data that
is changing is hidden from the user, whereas in function-
oriented programming, the user sees the data and must pass
the data around to the functions for processing.

Function-oriented programming is based on data abstrac-
tion, that is, an abstraction in which the type of an object
and operations on objects of that type are provided in a cap-
suk The object itself is available to the user to pass to the
operations. In Ada, data abstraction is provided by the
package.

Object-oriented programming is based on progiam
abstraction, that is, an abstraction in which an object and
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operations on that object are provided in a capsule. The object
itself is not available to the user. In Ada, program abstrac-
tion can, in some instances, be provided by the generic
package.

Wegner states that function-oriented programs are more
easily verifiable than object-oriented programs, but object-
oriented programs are better for users and provide a more
realistic model of the real world. Therefore, we should con-
sider the possibility of compiling object-oriented programs
into their equivalent function-oriented counterparts for verifi-
cation and optimization.

In Ada, packages are not "first class" entities because they
cannot be assigned as values or passed as parameters. This
limits the degree to which object-oriented programming can
actually be practiced in Ada- Wegner proposes some changes
to Ada that would remedy this. He suggests that.such changes
could be incorporated into a successor to Ada during the late
1980's. The changes proposed are similar to programming
ideas already available in Smalltalk.

Additional material relevant to object-oriented program-
ming in Ada can be found in Chapter 1 of Volume 2.
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Using Ada as a Programming Language for
Robot-Based Manufacturing Cells

RICHARD A. VOLZ, TREVOR N, MUDGE, AND DAVID A. GAL

Abstraa-The Ada() programming language has been under develop.
ment for the Department of Defense since 1976. Ada is intended as the
Department oi Defelise's principal system implementation language. Ii,
particular, one of the primary aims of Ada has been to program real-time
embedded systems. How Ada can be used to prograni a robot-based
manufacturing cell, an example of a reaN-time emlwedded system is de-
scribed in this; paper. 11,e computing issues in manufacturing cells are
discussed with respect to Ada. Using an experimental manufacturing eeN
presently under construction as an example, a strategy for robot program
ming based on Ada is described. A cas;e study of the software for the vision
subsystem is used to illustrate a central feature of Ada: data abstraction.
Additiolial important features of Ada for software management-program
abstraction through genetics and operator overloading, and multitasking-
are also illustrated. Tlie principal advantages and difficulties in using Ada
for programming robot-based manufacturing eells are sumNnarized based on
the software issues described and the case study.

L INTRODUCTION

[TH THE ADVENT of robot-based manufacturing cells, the need for a standard implementation lan.
guage to program these cells has grown in importance. The
present practice of designing new robot languages for
nearly every new robot may satisfy the particular program-
ming needs of each robot, but it is counterproductive from
the standpoint of developing integrated manufacturing cell
technology. Standardization is clearly needed. Moreover,
the current high-level languages used to implement the
real-time requirements of manufacturing systems lack some
of the language tools, such as data abstraction, that facili..
tate programming ill the large. Indeed, even the most
sophisticated robot, numerically controlled (NC) machihe
tool, and related " manufacturing systems" programming
languages presently in commercial use support neither data
abstraction nor other features appropriate for large-scale
programming [14], [28]. They are, therefore, unsuitable at
the cell integration level. However, the Department of
Defense's (DOD's) future system implementation lan-
guage, Ada,® is an attempt to provide language constructs
that can overcome most of these shortcomings-

Ada was originally developed at the instigation of the
DOD [10] for programming embedded systems. Examples
of embedded systems are, to quote one of the designers of

Manuscript received September 15,1983. revised March 27, 1984, This
work was supported in part by the Zimmer Foundation and in part by the
Air Force Office of Scientific Research under contract F49620482©0089.

The authors are with the Robot Systems Division. Center for Robotics
and Integrated Manufacturing, Department of Electncal and Computer
Engineering, University of Michigan, Ann Arbor, MI 48109.

() A registered trademark of the Department of Defense.

the language, " those for process control. missile guidance
or even the sequencing of a dishwasher" ([2], p. vii). We
would -add to that list robot-based manufacturing cells.
Ada is based on Pascal. However, significant extensions
make it the first practical language to bring together im-
portant features that include data abstraction, separate
compilation, multitasking, exception handling, encapsula-
tion, and program abstraction through generics and oper-
ator overloading. These extensions make Ada particularly
appealing for programming large,scale real-time embedded
systems- a situation characteristic of robot*based manu-
facturing cells. Though fully validated compilers have only
recently become commercially available, DOD's strong
support of the language guarantees a large-scale presence
in the future. This therefore warrants a serious inquiry into
the feasibility of using Ada as a standard implementation
language for manufacturing cells.

This paper describes an initial effort at using Ada as the
basis for programming part of a manufacturing cell,
specifically a robot, an interface to a vision sensor, and an
interface to a computer-aided design (CAD) system. The
system exploits the features of data abstraction, separate
compilation, inultitasking, exception handling, encapsula
lion. operator overloading, and generics found in the lan-
guage; it expands on work summarized in [30]. Some of the
principal computing issues involved in programming such
a system are identified and discussed vis-h-vis the use of
Ada. Much of the discussion is based on the example of
the vision subsystem developed and the limitations and
improvements encountered in the process. Section II dis-
cusses computing issues in manufacturing edits and how
they relate to Ada. Section III describes appropriate fea-
tures of Ada and a strategy for using Ada. Section IV
illustrates one of the cehtral features of Ada, data abstrac-
tion, by examining the development of the vision subsys-
tem software. Section V discusses how program abstraction
in the form of generics and operator overloading can be
used to manage program development. Section VI dis<
cusses how multitasking can be used. Section VII sum-
marizes the experience to date and notes both important
advantages of using Ada and areas of concern where more
work is needed.

II. COMPUTING ISSUES IN MANUFACTURING CELLS

To illustrate some of the computing problems that arise
in flexible inanufacturing cells, consider the simple cell
shown in Fig. 1, major portions of which are presently
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Fig. 1. Manu facturing cell.

under development in the Robot Research Laboratory at
the University of Michigan. This cell is a simple machine
loading/unloading system consisting of a process machine
fan NC milling machine for this example); an input con-
veyor; a camera and associated machine vision system to
sense incoming parts; a robot for loading, unloading, and
tool changes; and an output conveyor. The incoming stock
may arrive randomly oriented and must be located and
identified by a machine vision system using the camera
before being grasped by the robot. This example is concep..
tually relatively straightforward and, in fact. omits some
additional features one might realistically expect such as
post-machining inspection and adaptive control of the
machining process. It is sufficient, however, for illustrating
the principal points to be discussed.

The above example can also be used to illustrate a
related activity that we believe will be of great importance
in the future and that impinges on the current paper: the
use of CAD information for driving cell operations. Our
goal is for the cell to be able to manufacture any part
within some reasonable class without human intervention.
In other words, the cell will be able to automatically adapt
to a particular type of part once the part has been identi-
fied by the vision system. In addition, in contrast to
present practice, there will be no loss of production time
due to training either the robot or the machine vision
system [15], [12]. [24]- Information to allow the vision
system to identify a part and to allow the rest of the cell to
perform the appropriate operations on the part is derived
from a CAD database. Therefore, it is a prerequisite that
all the parts to be handled by the cell have been designed
via a CAD system.

The computer system that manages this cell must inter
act with a variety of devices and with at least one level of
external computer system. The complexity of the resultant
system, the interaction with real-time devices, and the
interaction with the external computer system create the
principal computing problem. A hierarchical computer sys-
tem for controlling the cell is shown in Fig. 21. A central
cell control computer manages the overall behavior of the
cell and handles communications with the CAD database

 Similar hierarchical structures have been proposed by several authors,
4, Albus Ill and Wisnosky [34]

NC

Mill

(in the cell being developed this is a multiprocessor version
of Intel's *APX432). Dedicated microcomputers function as
attached processors to the cell controller and interface with
the various physical process machines and sensors in the
cell (in the cell being developed these are typically Intel
8086 based microcomputers). Even if all the necessary
algorithms were known, which is far from the case [17],
there are significant computing issues remainingr

e the development and management of the complex
real-time software system to control the cell:

e the extraction of information from the CAD system
to assist cell operations;

e the architecture of the computer system (hardware
and software) to support the cell;

e the computational speed to meet the real-time re-
quirements.

This paper primarily addresses the first of these points.
The second point is beyond the scope of this paper al-
though it does impinge upon the Case study that we pre-
sent. Research into the use of CAD information for cell
operations, beyond automatic production of NC tool pro-
grams, is still iII its infancy. Some early work in this area
can be found in [4], [5], [33]. The last two issues are also
beyond the scope of this paper: more on them can be
found in [19], [20], 1211, [29].

The software aspect of robot cell control itself encom-
passes a number of issues. Among the more important are

e the management of large complex software systems;
e the efficiency of code produced for real-time appli-

cations:

• Interprocess communication and task synchroniza-
tion;

• portability;
e program debugging, particularly the real-time aspects.

The first of these issues becomes more important when
one considers complex systems with sophisticated sensors
and several robots rather than a single dumb robot. Such
systems will be much more common in the future, and the
need to manage the ensuing software complexity will be
correspondingly greater. The proven way of dealing with
complexity in any system, software or otherwise, is to
partition it into subsystems whose complexity is manage-
able. This partitioning is important not only in the design
phase but also for system maintenance, where, in the case
of embedded systems, it has been shown that often over 70
percent of the lifetime cost of large embedded software
goes into software maintenance [7].

The second of these issues. computation speed. is a
function not only of the underlying hardware but also of
the efficiency of the code emitted by the translator. Several
software techniques have evolved for dealing with this
issue, two of the most important being code optimization
and in-line code substitution. The first will almost certainly
be developed for any translator used widely by the military
or industry. The second can be particularly important
when data abstraction causes a large number of procedure
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calls (as it does in Ada). Nevertheless, the effectiveness of
these, particularly for a language as large as Ada, is a
matter of serious concern.

The third of these issues, interprocess communication
and task synchronization, arises out of a need to support a
multiprocessing system (see Fig. 2). Communication and
synchronization are required in various multiprocessing
situations: among tasks executing on the same processor,
between a central control process and a dedicated attached
processor controlling some sensor or robot joint, and among
tasks executing on separate general purpose processors.
Ideally, a robot programming language should support
communication and synchronization mechanisms.

The fourth of these issues, portability among different
robots and computer systems. is one of the principal diffi-
culties with most robot programming languages. Little has
been done to address this problem. It is most important
that future language efforts not be made heavily machine
dependent.

Finally, the fifth issue, program debugging, is com-
plicated by the real-time aspect 1311. Reconstructing real-
time events to track down errors is usually difficult and
often impossible because of the irreproducibility of the
external real-time events. Further, due to the fact that the
physical movement of the devices under computer control
can be very slow (al least compared to computer speeds),
painfully long debug times can result. Unfortunately, the
debugging issue cannot be ignored because the occurrence
of an error that cannot be halted in midstream can be both

dangerous and expensive.
The features present iii Ada permit many of these issues

to be addressed. The following section sketches a general
way in which Ada carl be tailored for expressing robot,
sensor, and CAD operations.

III„ ADA FOR CELL PROGRAMMING

Ada has been expressly designed to facilitate the deve
opment and maintenance of large software systems throug-
partitioning. Separate compilation allows a team of cell
designers to work concurrently on the development of
separate subsystems. It also allows subsystems to be easily
modified without affecting the rest of the system-an
important feature for maintaining the system. Ada relies
on data and program abstraction to simplify the construe-
tion of subsystem interfaces. Further, Ada provides multi-
tasking and timing constructs, essential ingredients in
manufacturing cells where there are typically several com-
putation tasks that need to be performed in real time.

In this-section we describe in a general way the im-
portant features of Ada and a strategy that can be used for
developing a robot and sensor programming system based
on the use of Ada. The design goals of Ada directly
address most of the issues raised above, and these will be
discussed in the context of their use for the programming
system. The strategy and example described are based on
the experimental system being implemented at the 1Jniver
sity of Michigan. The system will be used as an experimen-
tal vehicle for testing algorithms linking CAD to robot and
sensor operation and for :testing object-based architectures
(see below) for robot/sensor systems. As of this writing, a
vision system, a robot system: and algorithms for CAD-
based vision training and determination of grip positions
are functional. (The example below will illustrate some of
these features while indicating the use of Ada.)

A. Features of Ada

The underlying philosophy of Ada is centered upon the
use of objects for program design. An object is a data

CAD CAD Data Base

--
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structurev having a unique identifier and an associated set
of functions and procedures that can operate on it [22].
These "operators" are the only allowed means of manipu-
lating the object, A number of advantages follow from this
"object-based" programming methodology. Objects and
their associated functions and procedures form natural
boundaries along which to subdivide systems. In addition,
because the structure of a data type is hidden from all but
its associated operators, changes to the structure have a
limited impact greatly simplifying program modification
and maintenance. In effect, the data type can be abstracted
and known only through operations performed on it. Thus.
object-based programming provides a way to implement
data abstraction, which, as a result of work in pro-
gramming language design during the 1970's, has emerged
as a major organizational concept in programming lan-
guages [27]. Several experimental programming languages
have been implemented that were designed containing fear
turns to support abstract data types, but, with the possible
exception of Modula-2 [32] and Concurrent Pascal [6], Ada
is the first that is likely to see widespread use.

Ada provides a construct called a package that allows
tile programmer to encapsulate objects and their associated
functions and procedures. In addition, it has private types
and #mitedprivate types that further restrict encapsulation
so that objects thus typed, while visible to program parts,
can only be manipulated through procedure and function
references. Together these features permit the programmer
to hide data structure implementation and create abstract
data types. The package definition consists of two parts, a
xpeayication part and a body. The specification part intro-
duces the data types, variables and procedures visible to
the user of:the package. The body contains the implemen-
tation of the package and may be accessed only by the
mechanism stated in the package specification.

Program abstraction is possible through the use of generic
packages and subprograms, and operator overloading.
These are a step in the direction of polymorphic function
implementation {13], [18], and they allow, among other
things, operations to be defined over a set o data types,
thus providing a broader use of objects. An example is
given in a later section. As shall be discussed further, the
object and package concepts address the management and
portability of complex software.

Ada also provides a task construct, which is a means of
dividing a program into logically concurrent operations
with possible synchronization between them [27]. In ad-
dition to forming the basis for real-time operations. tasks
also provide a means of increasing processing efficiency
in a parallel processor environment. Syntactically, tasks
bear a resemblance to packages in the sense that they both
have a specification part and a body. However, the specifi-
cation part of a task is used solely to declare the synchroni-
zation poin:ts or entry points to the task-the entry points
indicate where messages are received/transmitted by a
task.

21'he meaning of the term "object" is not universally agreed upon; our
usage is fairly narrow. See {26] for a discussion of various viewpoints.

The program and data abstraction capabilities of Ada
can give rise to a large number of procedure calls that in
turn add processing overhead to the program. Ada pro-
vides an inline pragma (a compiler directive that expands
the subroutine source code in-line wherever called), thus
eliminating some of the entry/exit overhead associated
with procedure calls. The effectiveness of the pragma has
not been widely tested as yet.

B. A Strategy for Using Ada

Manufacturing cell or robot programming based upon
Ada depends upon three central ideas:

1) the use of Ada's extensibility;
2) the use of Ada's data and program abstraction;
3) the use of Ada's real-time multitasking capabilities.

The use of Ada for programming manufacturing cells
begins with the definition of 0/yeas for the various physi-
cal and logical components in the cell and the interfaces to
these objects- Among these are the problem oriented
primatives one would like to have in a robot language.
These objects are embedded in Ada packages. Various
mechanisms can be easily implemented to (nearly) auto-
matically make these objects available to the programmer.
The robot programmer can then use these objects and
interfaces as though they were part of the language specifi
cation.

To provide a concrete illustration of the use of Ada as
the system implementation ianguage for cell programming,
a system consisting of a robot, a vision sensor and a link to
a CAD data base (e.g., part of the system shown in Figs. 1
and 2) is considered in a simplified manner. Four basic
object types are defined in this illustration:

* ROBOT Provides the basic robot interface.
e POSITION Provides a set of data abstractions for

part and robot locations.
• CAD-MODEL Provides CAD data base access.
e VISION Provides an interface to the vision sub-

system.

Each of tliese basic, objects is associated with an Ada
package. A view of a portion of the main programs and the
specification for each of these basic objects gives an intro-
duction to the object oriented design approach.

Fig. 3 shows a portion of a sample main program. The
action part of the example shown is to find a part on the
input conveyor, move the robot to it and pick it up. It is
assumed that the set of parts that could potentially appear
on the conveyor are assigned to the variable SET-OF-PARTS.
As mentioned earlier, the celi automatically reprograms
itself to handle any one of the set once it has been
identified by the vision subsystem- The names of the parts
are assigned to SET-OF-PARTS from a terminall (see Fig. 2).
This information is transmitted to procedure MAIN by a
command interpreter (not shown). Details such as follow-
ing a particular speed profile or the handling of exceptions
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with TEXT.dO;
with POSTiON; use POSITION;
with CAD_MODEL; use CAD_MODEL;
with VISION; use VISION;
with ROBOT; use ROBOT;

procedure MAIN is

N: iNTEGER;

begin

GET(N);
declare

SET--OF_PARTS: PARTJET (1 ..N);

X PART;
TARGET._LOC, PICK: FRAME;

begin

CALIBRATE;

SEL.SPEED (FAST);

X:= FIND (DECISION_IREE (SETJF_PARTS));
PICK:= PiCK-APP_.POINT (X.NAME, X.STABLE_POS);
TARGET-LOC:= X.LOCATION * PICK;

MOVE (TARGET_LOC);
SET_SPEED (SLOW);

PICK:= PICKPOINT (X. NAME, X.STABLE.POS);

TARGETJOC:= X. LOCATION * PICK;

MOVE {TARGET.LOC);
CLOSE_GRIP;

end

end MAI N;

--Make the procedures, functions
-- and data types defined in the named
- packages available to create a robot

·- environment for the programmer.

- Number in set of parts,

-··input from terminal.

..„A Set of parts that could potentially
-- appear on the conveyor.
-- Data about the part found (6).
-- Coordinate f ames for the part
-- and its grasp point (4).

- Calibrate the robot before staffing (7),

-- Set robot speed fast for motion
-- to approach point-(71
- Find and identify the part (5,6).
- Approach point from CAD d/base (5),
-- Express approach point
-- in worM coordinates (4).
-- Move to approach point (71
-- Set robot speed slow for final
-- motion to grasp point ( 7).

·™ Get grasp point from CAD database :(6).
- Put in world coordinates (4).
- Move to grasp point (7).
-- Grasp part (7).

Fig. 3. Outinc of the min program controlling the robot

afe omitted since they would not tend to obscure the
example. It is assumed that the geometry of the part is
available in a CAD database and that off-line utilities are

available to provide recognition information to the vision
system (see next section) and the location on the part
where it can be picked up (the grasp points are defined in a
local coordinate system of the part itself). Such utilities are,
in fact, under development and nearly complete [33]

The first part of this example identifies Ada packages
that provide data types and services to the main program.
The with and use dauses are the mechanism by which the
robot environment is made available- (In the program parts
shown, words in lower case bold are Ada key words. The
upper case words are user-defined, or predefined, package,
function, procedure, type or variable names.) The with
clause tells the compiler that the programmer intends to
use data types, procedures, and functions defined in the
package named after the with. The use clause tells the
compiler that the programmer wishes to reference the data
types, procedures and functions defined in the package
named after the u¥e by the names given in the package

definition without incfuding the name of the package as a
qualifier. In general, however, the user might not even have
to enter these with and use clauses directly. The use and
with clauses could be placed ina program template with
which the user begins. Alternatively an include pragma
could be added to tile compiler that would read a file of
with and use dauses and include them in the program. In
this way an environment of data types, and primitive
operations tailored to a specific application, in this case
robots, could be provided to the user.

The second half of the main program shows the use of
the data types and functions provided by the Ada packages
for the simple operation described above. The syntax used
is similar to that found iii several robot languages and the
type and variable names are sufficiently mnemonic that
one can follow the intent of the program with minimal
reference to the supporting packages (see below). Note that
comments are introduced by a preceding-and they can be
placed anywhere in the text stream. In addition, the com-
ments in Fig. 3 include one or two numbers in parentheses
that are the figure numbers of relevant packages.
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package POSITION h

type COORD is new FLOAT;
type ANGLE is new FLOAT;

COORD and ANGLE are declared "new' floating point types.
- This way they will not be confused with other FLOAT's.

type FRAME is private;
- FRAME is the representation of one coordinate system in terms of another.

function BUILD_FRAME(X,Y,Z: in COORD; R,S,T: in ANGLE) return FRAME;
-1„ Allows FRAME's to be constructed from lower level primitives. Necessary
-- since FRAME is private and its structure cannot be directly accessed.

function (A, B :in FRAME ) return FRAME;
- This function expresses the coordinate frame represented by B in
-- terms of the one in which A is represented, i.e., it Is a transformation.

procedure UNBUILD_FRAME(A: in FRAME; X,Y,Z: out COORD; R,S,T: out ANGLE );
- Complement of BUILD_FRAME.

private

type FRAME is array (1..4,1.4) of FLOAT; - A 4x4 homogeneous transformation.
end POSITION;

Fig 4. Package specification for coordinate frames and related operations.

with POSITION; use POSITION;

package CAD_MODEL is

type PART__LD is private;
type D-INFO is private;

type DECISION_INFO is access D_INFO;
type PART_SET is array (INTEGER range <>) of PART_ID:
type STABLE.POSITION is private;
type S_POS_SET is array (INTEGER range <> ) of STABLE.POSITION;
function DECISION_IREE (S: in PARTJET) return DECISION_INFO;
function STABLE_POS_SET (PART_NAME: in PART_ID) return S_POS_SET;
function PICK_POINT (PART_NAME: in PART_lD;

STABLE.POS: In STABLE_POSITION) return FRAME;
function PICK_APP_POINT (PART_NAME: in PART_ID;

STABLE_POS: in STABLE_POSITION) return FRAME;

private

type PARTUD is new STRING ( 1.8);

type STABLE_POSITION is new INTEGER

type DaNFO is
record

VALUE: FLOAT;
LLINK: DECISIONUNFO;

RLINK: DECISION.INFO;
end record;

end CAD_MODEL;

Eight character part identifier.

Index of stable positions.

Node in binary tree.

Fig. 5. Package specifications for CAD_MODEL

FIND is a :procedure in the VISION package that finds and
identifies tile part on the input conveyor and returns the
part's name: 84x4 homogenous transformation giving
the location of a coordinate frame for the part in terms of
the robot's world coordinates and an index of which stable

position the part was found in. These three items of data
are stored as components of a record X.

PICK_APP_POINT and PICK_POINT are functions that re-

turn (from the CAD database or utilities acting upon it)
4 X 4 homogeneous transformations that express the ap-
proach and grasp points in terms of the coordinate frame
for the part. The "*' has been overloaded (see below) to
mean multiplication of 4%4 matrices so that the result is
the transformation of the appropriate point in terms of the

world coordinates of the robot. TARGET LOC holds this
transformation and is the argument of the MOVIE procedure
that actually causes robot motion.

Partial specifications for the packages referenced in Fig.
3 are given in Figs. 4-7.

The posITIoN package defines the type FRAME to be a
4 X 4 matrix for use as a homogeneous transformation
(Fig. 4), This type is intended to le used to represent
various coordinate systems that will occur during the pro-
gramming of a robot task in terms of other coordinate
systems. While the 4x4 homogeneous matrix representa-
tion is most common for coordinate systems, it is not the
only possibility. The POSITION package simply provides a
standard interface to the programmers. The implementa,
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with POSITION: use POSITION;
with CAD_MODEL; use CAD_MODEL;

package VISION is

type PART is
record

NAME: PART.1 D;
LOCATION: FRAME;
STABLE_POS: STABLE_POSITION;

end record;

function FIND (DJ: in DECISION_INFO) return PART;
- Identifies the part, its location and the position it is in.

end VISION;

Fig. 6. Package specification for VISION.

with POSITION; use POSITION;

package ROBOT is

SLOW: constant := O.1;   -- Fine motion speed.

FAST' constant '= 1.0; -- Approach speed.
subtype SPEED is FLOAT range SLOW..FAST;

-- Bound speed for safety check.
procedure CALIBRATE; -- Calibrate the robot arm prior to use.
procedure MOVE(DESTINAT1ON: in FRAME);

- Move to a point given by applying
- the transform represented by FRAME.

procedure OPEN_GRIP;
procedure CLOSE_GRIP,

procedure SET_SPEED (SPD: in SPEED);

end ROBOT;

Fig. 7. Package specification for ROBOT.

tion can be changed, even placed in special hardware,
without the robot programmer having to change any code.
The use of the attribute private means that the pro-
grammer cannot use any knowledge of how the da:ta types
is to be implemented. The function definition " *" gives
meaning to the operation* in the context of two Variables
of type ]FRAME. This process is called overloading of the
operator*. The implementation of the function (not shown)
will implement a multiplication of two 4X4 matrices. The
special structure of the homogeneous transformation might
be taken into account in the implementation, but this is of
no concern to the programmer, who need only be con-
cerned with using the function.

The package CADLMODEL provides an interface to the
off-line CAD system (Fig. 5). This kind of package is not
part of standard robot systems, but is an important part of
our research on integrating robot programming and CAD.
Several kinds of information can be derived from the CAD

system. The vision system (see next section) calculates a set
of features (area, perimeter, number of holes, etc.) from the
image of the part being identified and uses a decision tree
calculated from the set of parts which might be present to
identify the part. Normally, the decision tree is obtained by
on-line training of the vision system. However, the decision
tree can be precalculated from the part description in the
CAD data base and stored for use by the programming
system. Similarly, grasp points for the parts can be pre-
calculated [333

The functions of CAD_MODEL access the database hold«·
ing the required values, and the data types defined pro-

vide the views of the data required by other packages.
PART_ID and PART_SET provide data types for identifying
one or a set of part(s). Each part will typically have a set of
stable positions iii which it may lie. These may also be
determined off-line from the CAD database. The example
shows the stable position identified by an integer index,
though since the type is private this fact may not be used
by the rest of the program. The stable position is part of
the information returned by the VISION system and is used
by PICK_APP_POINT and PICK_POINT to determine the rela-
tive position of the approach and grasp points of the part.
The function STABLE._POS._SET returns the set of stable

positions in which a given part may be found. DECISION
_TREE returns the decision information that is used by
VISION as the basis for distinguishing elements of a set of
parts from one another. The decision information is a
binary tree pointed to by a variabie of access type DECI-
SION.

The VISION package provides the interface to the vision
subsystem (Fig. 6). It uses the data types and interfaces
provided by CAD_MODEL. The type PART that it defines has
three components: the name of the part, a coordinate
frame giving its location in terms of the world coordinates:
and the stable position in which it was found. The function
FIND causes a picture to be taken and returns a variable of
type PART giving the pertinent information about the ob-
ject found.

Finally, the ROBOT package provides a simple interface
to the robot (Fig. 7). The intended operation should be
obvious from the procedure names chosen.
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One principal advantage of this system is its modularity
and extensibility. If a new sensing or algorithmic capability
is added, one need only insert a new package for it, insert
the appropriate use and with clauses to make the addition
available to the user, and recompile the system. If one
wishes to make the program available to run with a differ-
ent robot (of sufficient physical capabilities to handle the
problem) only the package RonoT need be changed. A
standardization of the package interface specification, then.
could lead to ready availability of ROBOT packages for a
wide variety of robots and a much easier porting of pro-
grams from one robot to another.

IV. DATA ABSTRACTION

In the previous section the use of the separate compila-
tion and the package facilities of Ada to create a robot
programming environment were illustrated, In this and the
next section the use of Ada is viewed from a different
perspective: that of incorporating modern software con-
cepts such as data and program abstraction into the robot
programming environment. If properly used these features
can bring several additionai advantages to the robot pro-
gramming system, including

e clearer conceptualization of the problem being
programmed;

e better data security and avoidance of side ef-
fects;

o easier modification of the implementation;
. better maintainability and readability of the

code.

These advantages, of course, are not intrinsic to Ada, but
may be achieved to varying degrees in different languages
by good programmers. However, Ada does provide the
mechanism to make their use convenient, As robot pro-
grams become larger and encompass more of the manufac-
turing ceil, these advantages will rise sharply in impor-
tance.

To provide a more detailed study of the use of Ada data
and programming abstraction for cell control, a case study
of one subsystem of the cell, the CAD-based vision system,
is explored.

A. Overview of the Vision System

The vision subsystem was developed to allow recognition
of nonovertapping parts in our experimental manufactur-
ing cell. It was not intended to produce new algorithms for
computer vision, nor was it intended to be a simple trans-
literation of an existing vision system into Ada code.
Rather, the goals of the vision subsystem were to imple-
ment the Stanford Research Institute (SRI) vision al-
gorithms: taking advantage of the facilities provided in the
Ada programrning language to explore both the use of Ada
and the use of CAD information to replace the vision
training phase.

The SRI vision algorithms are described in [121 (for
additional important concepts see [91, Ill]. They are in-
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Fig. 8. Typical silhouctte features.

tended to classify nonoverlapping parts represented as
dark silhouettes against a light background. The image
used is a matrix of binary valued pixels. The vision al-
gorithms compute a set of features from the silhouettes.
These include area, A ; perimeter, P, and P 234; number
of holes and hole area; position of centroid and its angle of
orientation with respect to the field of view; bounding box
length and width; maximum, minimum and average dis-
tance of the perimeter from centroid (see Fig. 8). A subset
of the features (determined by the specific vision task at
hand) are used to classify the parts viewed. The type of
visual recognition that the SRI system is capable of is
clearly very restricted. However, the system represents a
judicious mix of well-understood techniques that are
versatile enough for many industrial applications and that
can be easily implemented in a small, rugged low-cost
package. Indeed, systems based upon these techniques are
now being produced by several vendors.

The connection of the vision system to the skeleton
robot programming environment actually requires more
detail than illustrated in Section III. The with clause must
be expanded to include other packages that are referenced
by the function of VISION. Fig. 6 is to be modified to

with CAD_MODEL; USe CAD_MODEL

with ANALYZE; use ANAF.,YZE;
package VISION is

end VISION.

The package ANALYZE provides the procedures and funo»
tions that calculate the features of the part to be recog-
nized.
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Actually, there are several levels of hierarchical decom-
position within ANALYZE. It references three packages that
are collectively responsible for determining the features of
the object. Its specification begins

package ANALYZE is
procedure SCANLINE_ENCODER (...);
procedure CONNECTIVn'Y_ANALYSIS (.-):
procedure FINAL.-FEATURE_CALCULATIONS (- .);

end ANALYZE.

The implementation (not shown) of FIND in VISION USeS
SCANLINE-ENCODER, CONNECTIVITY_ANALYSIS and FINAL.
_FEATURE_CALCULATIONS to determine the part features
needed to use the decision tree. The following discussion
will show how Ada has been employed to achieve the
benefits of modern software concepts.

B. Ada-Based Implementation of Feature Extraction

1) Operation Overview.' ANALYZE operates on a binary
matrix of pixels that forms the image. The image is
processed in raster scan order (one row at a time). Each
raster scanline is converted from a row of light and dark

IMAGE -

ENCODED_SCANLINE - -

INTERMEDIATE._FEATURE_VECTOR --

PERIMETER

FINAL_FEATURE_VECTOR - -

pixels to a smaller sequence of " runs" of contiguous pixels
of a particular color. For example, the center scanline
depicted in Fig. 9 has three runs of 3 (dark), 4 (light), and 4
Mark). Thus, the scanline can be "run length encoded" by
the sequence 34-4 with one additional bit to indicate that
the first run is dark. Dark runs are interpreted as belonging
to a nonoverlapping part, while light runs are considered
empty space surrounding the part or holes in the part.

Next, consecutive scanlines are analyzed for connectiv-
ity, overlapping dark runs and overlapping light runs are
linked to form parts and holes respectively. The consecu-
tive scanlines of Fig. 9 are linked into three regions: two
potential parts separated by a gap or hole. As part of the
linking or region growing operation, the number of pixels
in each region (area), and the first and second moments of
each region are calculated. This is accomplished by adding
the values for each scanline to partial sums being accu#
mulated in an intermediate feature (hole) vector. In ad-
dition, a list of the perimeter pixels of each part (hole) is

I 8%499%64%1 I %9124934*3.fl
5 4»9115-- 1 0%**%05$
Ed-61·190.-M+»  *Re:*3-6-·««PAQ--7-5>»1»»NAN
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Fig 9. Scanlines of pixels,

maintained. Thus, when all the runs for a part (hole) have
been linked together the intermediate feature vector and
perimeter list contain the information that is needed to
calculate the final feature values for each part.

2) Object-Based Modularization: Prowam modulatiza-
tion using Ada objects is based upon creating an access
module for each data structure that must be used by atl
procedures or functions referencing the data objects. Fig.
10 shows the relation of the data entities. the access
modules-and the routines provided by ANALYzE. The dou-
ble headed hollow arrows indicate module access to data
structures. These modules are the only ones that need to
know the implementation details of the data structure. The
data structures (see the right column of Fig. 10) opeiated
on by the feature extraction program are as follows:

The camera's 256 x 256 pixel image.
Expanded run length encoding of a
scanline which includes the values

needed to calculate the first and

second moments, etc.
Values accumulated from the

ENCODED_SCANLINE'S.

Contains all the exterior pixels
for a given part Ohole).
Scalar values for each feature of

each part and hole in the scene.

The operation of the feature calculation can be viewed, as
folloWS: SCAN[LINE.-ENCODER (SLE) obtains lines one at a
time from the IMAGE module and encodes them, and.
through the SCANLINE module stores the encoded scanlines
The scanlines are next accessed by CONNECTIVITY_ANALY-
SIs ENA) that performs analysis of connected regions.
CNA processing of one scanline can be done concurrently
with the generation of the encodings of the scanline by
SLE. The operation of FINAL_FEATURE_CALCULATION
(FFC) can be similarly overlapped with that of CNA. The
clear conceptualization afforded by this view of the oper-
ation exposes the fact that logically the above three subpro-
grams can be considered to be operating in a pipelined
fashion. In Section VI it will be shown how this logical
pipelining could be translated into actual pipelining using
Ada tasking.

By way of contrast, Fig. 11 shows a counterpart of Fig.
10 that would be typical of the more common control-based
approach in which the program is based upon the flow of

-7

107



IMAGE -, [----
Module »cr--/

IMAGE

SCANLINE

ENCODER

IN_
ENCODED

SCANLINE

SCANLINE 000Module

CONNECTIVITY

ANALYSIS

14% -------W---
INTERMEDIATE

FEATURE Module 311 f
PERIMETER

- INTERMEDIATE_
-____ J FEATURE

VECTOR
FINAL FEATURE

CALCULATION

FINAL FEATURE FINAL FEATUREi <21 -Module VECTOR

Fig. 10. Object-based modularization

control.- The more convoluted diagram obscures the cori-
ceptual simplicity apparent in the object-based approach.
The procedures and functions in this case directly access
the data structures they need. Data security is thus violated
and possibility of spreading the effects of programming
errors is increased (unwanted side effects).

3) Modification and.Maintainability of the Program:
The maintainability of the program is also substantially
enhanced by the use of objectbased modularization in
Ada. The separation of the specification and implementa-
lion parts of a package provides a localization in procedure
implementation changes. Both data structure and code
changes are simplified. When modifications are required to
the data structure, the only code that must be modified is
in the local modules that have exclusive access to the data.

For example, it is unimportant for the program to know
the actual implementation of the IMAGE module, as long as
there is a means of finding the coordinates where the image
changes from light to dark and dark to light. The specifica-
tion for the IMAGE package appears as

package IMAGE is
LOAD_NEW-IMAGE (...)

NEXT_LIGHT_PIXEL (...)
NEXT_DARK PIXEL (.-.)

IMAGE end;

which clearly has the needed access functions. The other

modules used have similar simplicity and mnemonic associ-
ation with the required data access functions.

The above capability was used to considerable advantage
during the debugging of the system. In actual operation,
LOAD_NEW_IMAGE CaUSeS a GE-TN2500 camera to load an
image into a frame grabber; an attached processor then
translates the resulting matrix into a run length encoding
and transfers the encoded image to the iAPX432. The
vision system was ready for debugging, however, before the
frame grabber was completed. To debug the system a
simple package substitution was made: the IMAGE module
access routines were changed to request column and row
information from an operator's terminal, This proved to be
an effective way to debug the system.

C. Objects in Ada

Object-based programs are rather difficult to implement
in traditional block structured high-level languages. For
example, data structures that must be accessed by separate

- - Command camera to

take a picture and
return results.

-- Return coordinates.

- -- Return coordinates.

blocks must be visible to at least one block within which
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the separate blocks are nested. This leaves open the possi-
bility of other nested blocks having unintended access to
the data structures. In less restrictive languages memory
locations can be made available to the subprograms that
need access to them; however, this again raises the question
of undesirable accessibility. In contrast, objects in Ada can
be encapsulated with the package construct. Controlled
access to the object is defined by the specification part of
the package that formally defines visibility and scope rules
for variable data objects and subprograms, and creates a
visible environment for both the package body and any
modules outside the package that need to manipulate ob-
jects in the package. Therefore, the specification is the
construct that facilitates abstraction and permits easy im-
plementation of abstract data types. The package body
completes the code for each procedure and function in the
package specification. The body and any modules that
reference the package can be compiled separately from the
specification, as long as they are,able to recreate the
environment of the specification section during their own
compilation. In this way strong static-semantic checking
can be achieved concurrently with separate compilation.

V. PROGRAM ABSTRACrION

A major objective of software management is in the
ability to reuse algorithms that have been implemented
previously. However, an undesirable attribute of strongly
typed languages is the inability of type independent oper„
ations to be used on a variety of conflicting data types.
Ada allows one to writea form of subroutine or package,

(called generic subroutines or packages) in which the data-
types manipulated are formal parameters. The Ada source
code is then expanded, as necessary, to implement the
desired subroutine or package for each data type desired.
The expansion process, called instantiation, is similar to
macroexpansion.

Generies are not limited, however, to operations which
are independent of the data types involved. Though not as
flexible as polymorphic functions [18], Ada generics can
adjust for broad classes of objects by use of the with clause
[10] and by passing functions as parameters during in-
stantiation. In this way operations which are specific to the
data type given as a generic formal parameter can be
inherited. For example, if the FRAME type of the package
PosITION were used as an argument to a generic procedure,
the "*" would inherit the meaning of matrix multiply.

The concept of gener;ics raises several interesting ques-
tions. One is whether a generic robot package can be
defined and instantiated for specific instances of different
robots. To test this on a limited scale, the use of generies in
the vision system-was examined. Contemporary vision sys-
tems [3] [15] utilize a list of nearly forty features which
could be useful in distinguishing parts from one other,
inspecting parts or guiding specific assembly operations.
Most vision systems calculate subsets of four to twelve
features from this list. Because of the limited amount of

time, no vision system calculates the entire list at run-time.
Selection of the proper subset is, therefore, crucial for an
efficient solution. Furthermore, different applications re-
qUITe different subsets.
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generic
type FEATURES is (<>); -enumeration of desired features

package FINALIEATURES &
type FEATURE_yECTOR is array (FEATURES) of FLOAT;

end FiNAL_FEATURES:

--Next we define the generic feature calculation procedure

generic

type FEATURES is (<>); -enumeration of desired features
type FINAL_FEATURE_VECTOR is private;
type INTERM_VECTOR is private;
with function FEATIALC_.1 (INTERM: in INTERM_VECTOR) return FLOAT;

with function FEAT-IALC_N (iNTERM: En iNTERM_VECTOR) return FLOAT;

procedure FINALFEAT_CALC(IMFV: In INTERMJECTOR; FFCV: out FINAL_FEATURE_VECTOR);
procedure FINAL-FEAT_.CALC(IMFV: in INTERM_VECTOR; FFCV: out FINAL_FEATURE_VECTOR) is

INDEX: FEATURES; --index into FINAL_FEATUREVECTOR

begin
INDEX -= FEATURES'FIRST;
FFCV (INDEX) := FEAT_CALC_1 (IMFV);

INDEX := FEATURES'SUCC(INDEX);
FFCV(INDEX) := FEATIALC_N(IMFV);

end FINAL_FEAT_CALC;

-Next,we show a sample instantiation of final feature calculation

type DESIRED_FEATURES is (FEATT, .. , FEATN);

package FINAL is new FINALFEATURES(DESIRED_FEATURES); --This creates a package
--with the desired feature vector.

procedure FINALFEATURE..CALCULATION is new FINAL_FEAT_DALCC
DESIRED_FEATURES. --This now exists from the above subtype.
RNAL.FEATURE_yECTOR; --TWs exists from the above package instantiation.
INTERMEDIATE_FEATURE_VECTOR,-This is defined elsewhere in the vision system.
FEATURE_CALC 1, --This must be previously defined.

FEATURE_CALCN); --This must be previously defined.

-Actual performance of the feature calculations occurs upon the folowing call assuming
-X and Y suitably declared earlier

FINAL.FEATURE_CALCULATION(X,Y);

Fig.

To obtain a vision system that could be easily adapted to
a variety of vision tasks, a library of routines to Calculate
ail features from art INTERMEDIA·IE_FEATURE_VECTOR could
be established. (See Fig. 10 to relate module names to
ensuing discussion.) Next, a generic FINAL_]FEATURE_CAL-
CULATION procedure could be written in which the IFINAL
FEATURE-VECTOR is defined only in terms of the number

of features desired. This is illustrated in Fig. 12. The
generic procedure is called FINAL_FEAT_CALC. Its operation
is expressed primarily in terms of a set of indivi-
dual feature calculation functions generically called FEAT
CALC,..., FEAT_CALc-N. To create an actual instance of

1FINAL-FEAT_CALC that can be used to calculate a final
feature vector, one must identify the set of features desired
(accomplished by type DESIRED- FEATURES in the example)
and supply actual objects for the generic parameters of
FINAL_FEAT_CALC. FEATURE_CALC_14-·, FEATURE_CALC
N in the example, must be separately prepared. The

instantiation creates an actual procedure FINAL_FEATURE

12.

_CALCULATION that can be used to calculate the final

feature vector. The point, of course, is that one can create
different final feature calculations procedures by supplying
different feature calculation functions.

While it was originally envisioned that through the use
of generics a variety of relatively specific and efficient
vision systems could be produced at a minimal program-
ming cost, it is not clear that a great deal could be gained.
One still must write all of the individual routines for
feature calculation. Generics simply provides one way of
incorporating the specific set to be used. Moreover, the
example of Fig. 12 requires advance knowledge of the
number of features to be used and is not amenable to use
of a loop construct in implementation. These two restric-
tions might be eliminated by implementing the feature
calculation routines as tasks and making one of the generic
parameters to FINAL_FEAT_CALC a record whose conipo-
nents contain access pointers to the individual feature
tasks. The record could have a discriminant stating the
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Fig. 13. Multitasking.

number of components. However, it hardly seems worth
the extra complexity. The use of generics, then, to build a
specially tailored vision system does not seem to offer as
much as originally anticipated.

VI. MUUITASKING

The cen control computer (the i.APX432) in our experi-
mental cell has a 'multiprocessor architecture that automati-
cally provides parallel computation for multiple concurrent
processes. Coupled with Ada's explicit multiprocessing
through the task construct, it is possible to easily speed up
some computation through parallel processing. This is il-
lustrated for the vision system.

Again, using the ANALYZE package as all example, con..
sider the processing of the three subprograms for scanline
encoding (SLE), connectivity analysis (CNA), and final
feature calculation (FFC). The clear conceptualization of
Fig. 10 suggests that the calculation can be pipelined, and
through tasking and multiprocessing, can be converted to
parallel computations. Instead of waiting for an of the
scanlines to be entirely encoded, CNA can begin after SLE
has processed a single scanline. While CNA is processing
one line of data, SLE can generate the next encoded
scanline. A similar process can take place between CNA
and FFC. Thus, conceptually each of the three tasks can be
considered to be executing in a loop: fetching information
from the previous task and sending information to the
following task (see Fig. 13).

This pipelining can show a substantial reduction in
processing time. With pipelining the processing time has a
lower time bound equal to the time to process a single data
item by all the tasks (filling the pipeline up) plus the time
for the slowest task to work on k -1 data items where k

is the total number of data items processed. Let T( k) be
the time to run a program on k data records without
multitasking, and let MT(k) be the-time to run the same
program (now composed of n tasks, Pl, ··; Pn) with

multitasking, then

MT(k) = time(Pl + P2 + - .+Pn)

+ (k - 1)*time(max(Pl, P2,···, Pn)) s T{k)

assuming sufficient processors are available. This, of course,
is an ideal situation that assumes uniformity in the
processing of data items and little or no overhead to
manage the extra processors. Nevertheless, programs that
cycle through large data sets on systems with enough
processors should gravitate to this lower bound.

Transmission overhead is incurred with every transac-
tion from the attached processor. This transmission over-
head can also be overlapped with the operation of the SLE
task, effectively hiding the overhead.

The calculations in the third task, the final feature
ca[culations (FFC), conveniently separate into independent
subtasks such as bounding box calculations, hole calcu-
lations, perimeter calculations, etc„ all requiring the saine
input, the INTERMEDIATE-FEATURE--VECTOR, and all output..
ting to unique locations in the ]FINAL_]FEATITRE-VECTOR.
These independent calculations can be grouped into paral-
lel subtasks within the FFC task. The parent task (FFC)
merely passes chunks of work to each subtask and waits
for them to finish -(see Fig. 12). Processing time for the
tasks is bounded by the time necessary to process a data
item through the longest subtask. In other words

MT(k) = time(max(Pl, Pl, P3,· ··,Pn)) g T(k)

where Pl, · , ·, Pn are the n tasks than can run in parallel.
Again this is an ideal situation, but processing using this
technique should reflect significant speed up provided the
necessary processors are available,

The structure of an example Ada procedure correspond..
ing to Fig. 13 that illustrates the pipeline and parallel
computations possible is shown in Fig. 14.
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procedure St.E is

task CNA is

entry START;

end CNA;

task FFC is

entry START;
end FFC;

task body CNA is
begin

loop
accept START;

-- perform connectivity analysis on one line;

FFC.START;
end loop;

end CNA;

task body FFC Rs

begin
toop

accept START;

declare

task FC 1 ;

task FCN;

task body Fel is

begin
--perform feature calculation update on one line of data

end FC 1 ;

task body FCN is
begin

--perform feature calculation update on one line of data
end FCN;

begin
--just let the feature tasks run in parallel

end;
end loop;

end FFC;

begin -- SLE

loop - until done

-- perform one line of scan line encoding analysis

CNA.START;
end loop;

end St.E;

Fig.

VII. SUMMARY AND CONCLUSION

The future development of automated manufacturing
cells will be increasingly linked to the integration of cell
components amongst themselves and with higher level
computer aided engineering functions. This integration will
depend upon increasingly complex and sophisticated com-
puter systems. The DOD language, Ada, was developed
specifically for large complex real-time embedded software
systems. This paper has outlined its use as the basis for
developing manufacturing cell software and illustrated this
with the implementation of a computer vision module via
Ada. Five issues in robot cell software were identified at

the beginning Of the paper: complexity, code efficiency,
communication and synchronization, portability, and de-
bugging. Our experience to date has touched upon a major-
ity, but not all, of these issues. The following paragraphs
summarize our experience and conclusions about them.

14.

From the view points of managing complex software,
providing an application specific programming environ-
ment to the user, and achieving language standardization,
Ada provides a number of advantages. These include the
following.

e The use of data abstraction and operator overloading
to create well modularized application specific code
helps usability, readability and maintainability.

* The resulting application package can create a rea-
sonabIe application specific environment.

e The resulting application package can create a rea-
sonable application specific environment.

e The strong type checking significantly aids debug
ging

e The separate compilation features in conjunction with
the other features above aids flexibility and helps
portability.

e The expressive power of the language is excellent.

1 12
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These advantages are not surprising. They are exactly what
computer scientists have-been predicting for several years.
Having these capabilities widely available in a standardized
language, however, is very significant. Indeed, it is this
standardization of Ada that can greatly aid in standardiz-

"ing application specific tflanguages and giving them por-
tability. The portability can be inherited, to a large Inea,
sure. from Ada.

Generies, on th.68:ther hand, while of great use in dealing
with common data structures over different primitive data
types, was of less utility than originally expected in the
application specific uses for which it: was examined. It is
possible to instantiate an application specific vision mod-
ule, as shown above. Similarly, one could conceive of using
generics to manage the production of code for different
robots-just instantiate the code for the robot you want
from some generic package. However, since in both the
vision case and in the multiple robot case, the controlling
algorithms are different, one would have to pass in to the
generic package (as parameters) the functions that perform
the calculations specific to a given instantiation. While
feasible, this eliminates much of the advantage to using
generics. The resulting principle advantage would be an
enforcement of a standard way of dealing with all features
in the vision system or all robots in a multiple robot
Situation.

There are also a number of concerns which have arisen
which either are a detraction to some users or bear further
investigation:

. The heavy use of data abstractions creates additional
procedure calls and corresponding overhead which
can cause difficulty in a real-time environment.

. Strong typing can get in the way of what one Wants
to do.

. How usable will Ada really be, even with good en-
vironment creation through special packages, to the
noncomputer professional?

e The debugging of robot programs requires close in-
teraction with the programmer. It is not clear this can
happen with Ada.

. The integration of systems involving multiple
processors does not permit Ada communication and
synchronization mechanisms to be fully utilized.

The use of the inline pragma was tested in our implemen-
tation of the vision system. By using inline for the most
frequently used low level routines the computation time
was reduced by a factor of nearly four. This must not be
taken too seriously, however. The architecture of the iAPX
432 makes it particularly susceptible to inefficiency on
context switching. Thus, the inline improvements in our
experiments are probably much greater than will be ob-
tained in general. Further investigation on the effectiveness
of the expansion should be carried out. Also, the Ada
inline pragma causes all invocations of a procedure to be
expanded, while for memory management purposes, the
programmer might find it more convenient to be able to
selectively expand procedure calls.

The strong typing argument has raged for some time and
is not specific to robot or manufacturing cell applications
We believe that as the size and complexity of a software
project increase so does the importance of using strong
typing,

We do not ever expect to see robots on manufacturing
cells programmed in Ada by shop floor personnel. We
expect that as more complex arrangements of robots,
sensors, and other machines are built, and as better links
with computer-aided engineering and computer-aided de-
sign databases are forged, shop floor personnel will cease
to "program" robots, Rather, they will interact with a
program to identify what is to be done next or which
optien to choose in responding to an exception. The actual
programming will be done in a more generic fashion by a
person who has a good mix of manufacturing and com-
puter engineering/science in his/her background. A pef
son with this type of training should be able to deal with a
" roboticized Ada."

The debugging issue is one that requires considerable
additional research. All Ada implementations in progress
are based on a compile translation white almost all robot
programming languages are based oil interpretive trans-
lation. From the point of view of the programmer, how-
ever, the robot program may be a separately prepared and
debugged entity. What is really necessary is a fast interac-
tive translate/debug system. This does not preclude com-
pile translation, particularly if used in conjunction with a
simulator [8], [16], [23]

Interprecess communication has been investigated in
two contexts, the multitasking version of the vision system
described in the previous section and attached processors
for low level vision and robot control. The effectiveness of
the former depends upon multiple processors with the.
capability to automatically pick up tasks and execute them
as they are created. The latter did not really use the
synchronization mechanisms of Ada; tile communication
was necessarily handled through low-level 1/0 drivers.
This points to a major limitation in nearly all approaches
to the integration of multiple smart devices, the need to
deal with all devices via explicit I/0 and program the
devices in (often) different languages (PL/M and assembly
language in our case). Often the processes with which one
wants to communicate or synchronize exist on separate
processors and the language communication and syn-
chronization mechanisms do not extend across machine
boundaries. Consequently we feel there is a strong need for
a system integration language that can extend across ma-
chine boundaries. Whether or not Ada is suitable for such
extensions is currently' under investigation.

Recent programming language research has yielded a
number of new concepts which will aid the program devel-
opment process. A number of these are incorporated into
Ada. Future languages will undoubtedly encompass more
of these concepts. However, at present, the considerable
resources being put into the Ada effort by the DOD
coupled with its orientation toward real-time embedded
systems makes us believe it will be a significant factor in
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the future. While we are not yet prepared to state that Ada
is the answer to robot and manufacturing eell pro-
gramming, we have been pleased with it so far and feel
further investigation is warranted.
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Developments in several areas of
computer science and engineer-

ing have coalesced during the past
several years into a systems design
methodology known as object-based
computing. The primary benefit of
this methodology is that it raises the
level of abstraction available in the de-

sign process. Among the events that
have encouraged the development of
object·based computing are:

(1) advances in programming lan-
guage design, such as program decom-
position criteria and abstraction mech-
anisms;

(2) advances in operating systems
design, particularly those which ad-
dress data integrity and program
security; and

(3) advances in computer architec-
turn that allow direct hardware sup-
port for many operating system and
language concepts.

Object-based computing is charac·-
terized by the extensive use of abstrac-
tion. Resources such as data, logical or
physical devices, and, in some systems,
program segments, may be represen-
ted by abstract types. Instances of
abstract types form the objects in
object-based computing. These ob.
jects are manipulated exclusively by
operations that are encapsulated in a
protective environment commonly
referred to 2% a type manager or pro-
tection domain.

This woIk was supported in part by the AiT Force O ffice
of Scientific Research under contract F4962(h82©0089
and a Kodak Fellowship.

The first step in an object-based
design philosophy is the identification
of appropriate objects. The second
step is the determination of operations
on those objects. For example, con„.
sider a part-sorting system. The ob-
jects in such a system may include a
camera, a robot, a frame (describing
position), a set of parts, and bins to
receive the parts. For robot objects,
the set of available operations may in-
clude:

:* INITIALIZE_ARM@obot_id)
e MOVE(robot_id. frame)
• OPEN(robot_id)
® CLOSE(robot-id)
8 GET_FRAMEO·obot.-id)

Each operation takes as a parameter
robot_id, which uniquely identifies in.
dividual instances of the type robot,
allowing a number of different robots
to be used in the system. All instances
of the same type share some common
behavioral characteristics-in this

case, the set of operations that is ap
plicable to ali robots.

Much of the growing interest in
object-based computing is attributable
to the Departinent of Defense's com-
mitment to the Ada language project.
Although Ada (DoD's proposed stan-
dard system implementation language
for embedded systems) may not fit ati
definitions of an object-based lan-
guage, it does incorporate key con-
cepts. We will explain several concepts
that are central to object-based com-
puting and the extent to which they are
supported by the Ada programming
language. As part of the discussions
examples are given that have been

EH0257-6/87/0000/0115$01.00 © 1985 IEEE 1I 5



drawn from our use of Ada in pro-
gramming a robot-based manufactur-
ing cell 42

Object-based computing concepts
apply to both hardware and software
systems. In software systems, the term
object-based describes software en-
vironments that incorporate the con-
cepts of data abstraction,3 program
abstraction,4 aridprotection domains.5
Objects are represented as individually
addressable entities that uniquely iden-
tify their own contents as well as the
operations that may be performed on
them. In the case of the robot object
type, users have the ability to address
specific robot objects individually and
to manipulate their contents in a pro-
tected manner through operations,
such as MOVE, that are explicitly de-
fined for use on robot objects. Users
need not be concerned with such de-
tails as object representation.

There are two major goals in devei-
oping object-based software. The first
is to reduce the total life-cycle software
cost by increasing programmer pro-
ductivity and reducing maintenance
costs. The second goal is to implement
software systenis that resist both ac-
cidental and malicious corruption at-
tempts. Protection domains, which are
described in the next section, are used
to achieve the latter goal. As will be
shown, support for both of these goals
is provided by the Ada language.

Reductions of total life-cycle soft-
ware costs in Ada are aided by the ab
straction mechanisms provided in the
language. The high level of abstraction
that can be attained hetps to increase
programmer productivity by permit-
ting the construction of generalized,
reusable software units such as the
robot controlier described earlier.

Aiso, once the interfaces of the ab-
stractions are defined. program devel-
opment for the implementation of
each abstraction can proceed in-
dependently and iii parallel, since the
implementation details remain hidden
(abstracted) from the view of the rest
of the system. Abstraction aids soft-
ware maintainability as well, by con-
taining the effect of all changes, except
those involving the interfaces, within
the module housing the abstraction.

In hardware, the term object-based
refers to the architectural support pro-
vided for the abstractions mentioned
above. An essential goal in the devel-
opment of such systems is to provide
an efficient execution environment for

the software system. Among the com-
mercially available computer systems
that provide support for object-based
computing are the IBM System/38,6
the Intel iAPX 432,7 and the Plessy

The Ada language provides
constructs to support both data
and program abstraction, as well

as protection domains.

PP250.8 Many of the ideas incor-
porated in the commercial systems
were based on the results of several

university projects (a good history of
this work is given in LevyD. The most
recent of these projects include Cm * 10

C mmp 11 and CAP. 12 A common
thread running through all of these
machines is the use of capability ad-
dressing techniques to implement se-
cure protection domains, which can
then be appropriately structured to
provide data, program. and device ab
stractions.

Object-oriented machines are par-
ticularly well suited to applications
that have stringent requirements for
data security and program integrity in
a dynamic environment. The high de-
gree of abstraction provided by these
machines also facilitates the intercon-

nection of several processors into
tightly coupled multiprocessor systems
and/or distributed networks. For ex-

ample, through the use of process/
processor abstraction, Intel has
achieved software-transparent multi-
processing in their iAPX 432 system.
As a further example, Cm*combines
both tightly coupled multiprocessing
and distributed networking concepts
in one system.

As might be expected, the advan-
tages of an object-oriented architec-
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ture are not achieved without cost.
Present systems rely on some form of
capability addressing. in current im-
plementations, these addressing mech
anisms greatly increase the address
generation and translation times, even
when translation "look-aside" and

caching schemes are employed. The
manipulation of capabilities is also ex-
pensive. For example, to copy a capa-
bility requires 10 memory references
on Cm*,13 and between two and 12,

depending on the addressing mode
used, on the iAPX 432.

The Ada language was specifically
designed not to require an object-
oriented architecture. Virtually all of
the support for object-based com-
puting in Ada is static. For example,
the type checking required by the Ada
language specification may be per-
formed at compile time. Hence, much
of the burden for providing error de-
tection and security is placed on the
program development system. While
this arrangement al]ows Ada to be
targeted for existing "conventional"
machines, it also places some restric-
tions on the flexibility of the language.

Concepts in object*ased
computlng

As noted earlier, abstraction plays a
central role in object+·based comput
ing. The Ada language provides con-
structs to support both data and prom
gram abstraction, as well as protection
domains. Of the two forms of abstrac-

tion, data abstraction is the most wide-
ly used and understood.

Data abstraction. This term refers

to a programming style in which in-
stances of abstract data types are
manipulated by operations that are ex-
clusively encapsulated within the pro-
tective environment of protection do-
mains. In a definition borrowed from

Shaw, 3 an abstract typeis defined as a
program unit characterized by the
following visibility properties:

• Visible outsideof themodulecon-
taining the type definition· the
name of the type and the names
and semantic specifications of all
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visible operations procedures and
functions) that are permitted to
use the representation of the type.
Some languages (e.g., Ada) also
include-formaispecifications of
:the values that variables of this

type may assume, and of the
properties of these operations.

0 Not visible outside of the modum
containing the type definition: the
representation of the type in terms
of built-in data types or other de-
fined types, the bodies o f the visi-
ble routines, and hidden routines
that may be called only from with-
in the module.

The constructs for implementing
abstract data types in Ada are "pack-
ages" and "private" (hidden) types. 14
The Ada package effectively places a
wall around a group of declarations
and permits access only to those
declarations that are intended to be
visible. Packages actually come in two
parts, the specification and the body.
The package specification formally
specifies the abstract data type and its
interface to the outside world, along
with other information that may be
necessary to enforce type consistency
across compilation boundaries (Ada
supports the notion of programs that
comprise several separate compilation
units). The body of the package con-
tains the hidden implementation
details.

Consider. for example, the Ada
package ROBOT, whose specification
is shown in Figure 1. This package can
be used to abstract (hide) the im-
plementation details of the type
ROBOT_ARM, which has a physical
device (a robot arm) associated with it.
The operations available for manipu-
lating this device, and even its ex-
istence, will be hidden by the abstrae-
tion (during program development,
the physical robot arm may be repre-
sented by simulation code). Thus the
applications programmer is freed from
having to consider anything other than
generating the code necessary to con-
trol the actions o f an abstract device-
the robot arm. Furthermore, the com··
plete logical description of this
abstract device is provided by the
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package specification, which is
delimited by "package ROBOT is"
and "end ROBOT;". (Ada reserved
words are: shown in bold, while user-
defined and predefined package
Raines, procedure names, function
names, types, and variables are shown
in upper case.)

The types defined in the package
specification are as follows:

• ROBOT_ARM-the abstracted
data type;

* ARM„MODEL-an enumeration

type listing ali of the robot arm
models recognized by this system
(two common robot models are
shown, ASEA and PUMA); and

e FRAME-a 4*4 matrix that
represents a homogeneous trans-
formation. It represents the posi
tion and orientation of the hand
of the robot arm by indicating the
matrix necessary to transform the
coordinate system of the base of
the arm to the coordinate system
in the hand.

The procedures are as follows:
• INITIALIZE_ARM-initializes

an instance of the type RO-
BOT_ARM and moves the arm to
a known starting position. The
output of the procedure is of type
ROBOT_ARM, and the input is
of type ARM_MODEL.

• MOVE--takes as input a RO-
BOT_ARM and a FRAME and

moves the arm and its hand to the

position and orientation cor-
responding to the transformation
given by FRAME. The updated
arm is output, and its "hidden"
state is changed to reflect its new
position and orientation.

• OPEN and CLOSE control the
arm's gripper;

e GETFRAN;IE is a functjon that
provides controlled access to the
hidden state, returning a value of
type FRAME.

As noted earlier, the abstracted data
type is ROBOT_ARM. It is the intent
of the package ROBOT that this type
be known only through the subpro-
grams (procedures and functions)
mentioned above and declared in the
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package ROBOT Is
type ROBOT__ARM is limited private;
type ARM_MODELis (ASEA, PUMA, .),
type FRAME is array (1 4,1 . 4) of FLOAT

procedure INITIALIZE-ARM (X: out
ROBOT _ARM; KiND: in ARM_MODEL);

procedure MOVE (X: in out ROBOT-ARM,
DESTINATION: in FRAME):

procedure OPEN (X: in out ROBOT. ARM),
procedure CLOSE (X: in out ROBOT_ARM),
function GET_.FRAME (X: ROBOT_ARM)

return FRAME,

private---not visible
type ROBOT-ARM is record

e - Complete record contains
0 - component of type FRAME
0 -and ARM__MODEL

end ROBOT;

Figure 1. Specification for the pack·
age ROBOT.

visible part of the package specifica-
lion. The visible or public part of the
package specification extends up tothe
reserved word "private." Hidden
from pubtic view within the package
body are ali of the other procedures,
functions, and data structures that are
necessary to effect movement of the
physical robot arm and to update its
representative data structure.

The fact that the type RO-
BOT_ARM is declared to be "limited

private," and that its definition is
given in the private part o f the package
specification, means that while sub-
programs in packages external to
ROBOT may possess an object of the
type ROBOTARM, they cannot use
it in any way Other than asa parameter
to pass toone ofthe routines defined in
the visible part o f theROBOT package
specification. Even tests for equality
between two objects of type RO-
BOT_ARM are not allowed outside o f

the ROBOT package. Hence, possibil-
ities for programming errors that
directly affect the ROBOLARM are
restricted to the domain defined by the
package ROBOT. Moreover, since
assignments to limited private types
are also not allowed outside of their
defining domain, the possibility of
having inconsistent representations for
the same robot arm fe.g., the logical
data structure not reflectillg the correct
location of the physical robot) is
eliminated.



In order to use the ROBOT pack-
age, the user program must first create
instances of the necessary types in its
declarative part, as follows:

RBT: ROBOT. ROBOT_ARM;
ARM: ROBOT.ARM_MODEL

.=ASEA;
TRANS: ROBOT.FRAME:

Notice the use of explicit qualification
("ROBOT.") to name the defining
domain for the types ROBOT_ARM,
ARMMODEL, and FRAME. This
terminology informs the compiier
that, for instance, the variable RBT is
to be of type ROBOT.ARM, which is
defined in the package ROBOTR

In the user program, subprograms
from the ROBOT package to initialize
and move a robot may be invoked as
follows:

ROBOT.INITIALIZE„ARM(RBT, ARM):
0 - compute a value for TRANS,
• -- the homogeneous transform
e - describing
e -- the movement required.

ROBOT.MOVE(RBT, TRANS};

The first parameter for both of the
procedure calls, RBT, provides the
logical representation of the robot that
is to be manipulated. The second
parameter of INITIALIZE_ARM
specifies that RBT be the logical
representation of an ASEA robot. The
only way that any operations on the
data structure RBT may be performed
is by passing it as a parameter to a sub-
program that appears in the visible
part of the package ROBOT. Even
though the user program has full ac-
cess to the type FRAME, which is a
component (not shown) of the limited
private type ROBOT_ARM, it still
may not directly manipulate the
FRAME component of ROBOT_
ARM. That is, external packages are
prevented from directly manipulating
components of hidden record types
(private or limited private),regardless
of the visibility of the components'
types. The data structures, exciuding
those that are explicitly declared
private or limited private, along with
the procedures and functions that ap»
Fear in the public part of the package
specification, are directly available for

Z

RBT #T# V TRANS

X

Package ROBOT VV

O INITIALIZE_ARM ® MOVE

1-

Figure 2. Logical view of data abstrac-
lion.

use by packages external to ROBOT.
Figure 2 provides a logical concep-
tualization of how the package RO-
BOT is used to move an instance of an

ASEA robot. The same "black box"

package can also be used to move any
other valid instance of ROBOT_

ARM.

Through the use of packages and
private types, the Ada language pro-
vides easy-to-use constructs to support
data abstraction. As we have seen,
data abstraction is a powerful tool for
both program development and error
confinement. However, it is not the
only form of abstraction provided by
the Ada language. Program abstrac-
tion provides a different and, in some
senses, a more powerful conceptual
view.

Program abstraction. Programs
and subprograms provide another
common level of abstraction. Pro-

gram abstraction enables operations
on implicit objects. In addition to
hiding the representation of and access
to an object, the object' s existence is
also hidden. The result is a more com-
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plete form of hiding and, usually, a
more concise interface than data
abstraction.

Program abstraction in Ada is
realized through generic package or
subprogram instantiation. Ada allows
the declaration of generic program
units that serve as templates for pack-
ages or subprograms from which ac-
tual pakcages or subprograms can be
obtained. Generic program units may
have actual parameters that provide
instantiation-specific details of the
template. These parameters can be
data objects, types, or subprograms.
Thus, the parameter associations
ailow generic units to do the following:
directly manipulate data objects pro-
vided by the user; create and manage
data structures or logical devices cor-
responding to an arbitrary type sup-
plied by the user; and use abstract,
instantiation-dependent subprograms
made available by the user.

Through their types, the formal
parameters specify the expectations
that the generic unit makes about the
actuai parameters that will be supplied
by the user of the generic unitatinstan-
tiation time. For example, a generic
package that manages stacks might
have a format data object parameter
of type POSITIVE that indicates the
maximum size of the stack. This for-

mal parameter will be matched by any
actual parameter whose value at in-
stantiation time is an integer greater
than or equal to one. The same generic
package may also have a formal type
pArameter of type private that allows
the user to speci fy the type of elements
that are to be handled by the instantia-
tion of the stack package. This formal
parameter will be matched by any ac-
tual parameter for which, at least, the
(in)equality tests and assignment are
defined; these are the only operations
allowed on data objects whose types
are private.

Generic formal subprogram param-
eters, when used, allow the user to pro-
vide-or select from a library- sub-
programs for use within the generic
unit. In the case of a generic terminal
handler, for instance, subprogram
parameters for SEND and RECEIVE
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procedures would free the program-
mer from having to accommodate the
differing communication protocols
that exist for various terminal types.
Matching rules for generic formal sub-
program parameters are similar to
those for nongeneric subprogram
parameters. In effect, the generic for·
mal parameters provide a written
"contract" between the Wfiter of the

generic template and the writer of any
program that is designed to use this
template. The terms of this contract
are rigidly enforced by :the type-
checking facilities present in the com-
piler.

Generic units allow a higher level of
abstraction than data abstraction, be-
cause the abstracted data type may be
completely hidden within an instance
of the generic package body. The hid-
dendata structure is accessed through
internal package variables that are
nonlocal to the subprograms within
the package. Manipulation of the data
structure occurs as a controlled side ef

feet-strictly contained within the
package body-of the requested oper-
ation. Thus generic units support a
programming style in which the spect-
fied (visible) operations either directly
or indirectly transform a hidden inter-
nat state that depends only on past
operations applied to the initial state of
the system.

The ROBOT package example is
repeated in Figure 3 using program
abstraction techniques. The external
packages are no longer required to
supply the 1:ype ROBOT_ARM for
each operation that they invoke on the
arm. Instead, the packages specify the
element of the enumeration type
ARM_MODEL that corresponds to
thearm thatthey wish to use when they
instantiate the generic package
ROBOT (the generic package extends
from the keyword generic to end
ROBOT;). The generic template is
filled in based on the value of the
generic formal parameter ARM at the
time of instantiation. Hence, the
statements:

would create instances of the package
ROBOT specificalIy for an ASEA
robot and a PUMA robot, respective..
ty. A new instance of the package
would be created for each robot in the

target system. Recall that in data
abstraction, only one instance of the
package existed. The logical view of a
system consisting of one ASEA robot
and one PUMA robot is illustrated in
Figure 4.

Implementations for both program
and data abstraction require that cer-
tain procedure bodies contain condi-
tionally executed code segments to ac
count for the differences between the

type ARM-MODEL Is (ASEA, PUMA, .. .),
e

generic
ARM: ARM_MODEL,

Package ROBOT h
type FRAME is array {1 . .4,1 . 4) 01 FLOAT;
procedure MOVE (DESTINATION: in FRAME),
procedure OPEN.
procedure CLOSE;
function GET_FRAME return FRAME,

end ROBOT,

Figure 3. Specification forthegeneric
package ROBOT.

0 RBT__ASEA.MOVE  
O RBT_ASEA.OPEN  h

numbers of links and the type of joints
used in the different robots. and to
allow individual r6bots to communi-

ate with their respective device driv-
ers. An alternative solution available

in program abstraction is to add 5Ub-
program parameters to the formal part
ofthe generic package. The actual sub-
programs, which could be made
available to ther applications pro-
gramnier in the form of a library,
would provide the necessary abstrac-
tions for manipulating their corre#
sponding devices. The user would then
select the appropriate set of actual
parameters for each specific generic
instantiation.

The biggest difference between data
and program abstraction lies in the
program unit that possesses the in..
stance of the abstracted data type. In
data abstraction, the type is possessed
by a program unit that is external to
the unit that manages the type; hence,
the unit that manages the type is com..
monly referred to as an external type
manager. In program abstraction, the
type is maintained within the unit that
manages it; hence, the managing unit
is commonly referred to as an internal
type manager. External type managers

E RBT_PUMA MOVE
¤ RBT_PUMA.OPEN

e

e

0, \ 2'

\ t / x' TRANS J 1

X

VISIBLE

NOT
VBSIBLE RBT_PUMA1 RBTSEA  

package RBT_ASEA is new ROBOT(ASEA);
package RBT_PUMA is new ROBOT(PUMA); Figure 4. Logical view of program abstraction.
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support a functional programming
style in which the type to be manip-
ulated is passed as a parameter to a
subprogram that performs its opera-
tion without side effects.

The chief advantage of this pro-
gramming style is that it can be mod-
eled more readily using well-known
mathematical techniques, thus open-
ing up greater possiblilities for cor-
rectness proof methods. In Ada, it is
also the case that data objects created
at run-time by the dynamic instantia-
tion of types can be handled by exter-
nal type managers, whereas the instan-
tiation of internal type managers and
the creation of their enclosed data ob-
jects is static-that is, it must occur at
compile time. It can be argued, how-
ever, that internal type managers pro-
vide a much more realistic model of

the real-world objects that the com-
puter program is meant to manipulate,
and that the protection against errors
both at run-time and during program
development is much greater. Non-
generic packages may also function as
internal type managers. However, in
doing so, generality is lost, since the
abstraction would be available for

only one instance.

Intel has provided a powerful exten
tion to the Ada language for the iAPX
432 processor that allows the program.
ming of dynamic internal type man·»
agers. This has been accomplished by
allowing packages to be types, and
hence, allowing them to assume as-
signable values. For example, we could
define a package type ROBOT (Figure
5), create instances of ROBOT for
each different physical robot· (Figure
6), declare an array whose eiements are
instances of the package type ROBOT,
and then, during program execution,
assign values (package bodies) to the
array elements depending upon which
robots we use (see Figure 71. The pro-
cedures and functions that operate on
ROBOTS are invoked in the manner

shown in the last line of Figure 7.
In Smalltalk, a language that takes

the object-based programming phil.-
osophy further than Ada, the concepts
of data and program abstraction have
been rationalized so that objects are all
treated alike, regardless of whether the

objects represent pfogram modules or
data structures. 15 Ithas been proposed
that these concepts be merged together
in Ada as well.4,16 In fact, Intel has
already taken an initial step in this
direction with their "package type"
extension to the Ada language men-
tioned above. 17 Extensions such as

package types and those described jn
Wegner4 and Jessop m combine the
dynamic flexibility of data abstraction
with the conceptual and protection
benefits of program abstraction, re-
sulting in a powerful universal abstrac-
tion mechanism. The availability of
such a mechanism retieves the software

designer of the restrictive choice be-
tween adopting a program-oriented or
data-oriented software design method-
ology-a choice that must occur very
early in the design process.

Protection domains, Protection do-

mains, and the inherent security that
they provide, constitute another key
concept. The basis for secure, error-
tolerant execution environments lies in

the principle of system closure. 5 This
principle states that the effects of all
operations on a closed system shall re-

package type ROBOT is
type FRAME is array (1..4,1..4) of FL0AT1
procedure MOVE (DESTINATION: in FRAME),
procedure OPEN.
procedure CLOSE;
function GET_FRAME return FRAME,

end ROBOT.

Figure 5. A package type.

package RBT_ASEA is constant ROBOT
package body RBT_ASEA is

.

end RBT-ASEA;

package RBT__PUMA is constant ROBOT
package body RBT_PUMA is

.

end RBT_PUMA,

Figure 6. Instances of package
types.
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main strictly within that system. One
common construct used for providing
system closure is the protection do-
main. 18 Briefly stated, a protection
domain is an environment or context
that defines the set o f access rights and
operations that are currently available
to a specific user for objects contained
within the domain. The concepts em-
bodied in protection domains are sim-
ijar to those underlying Ada packages.

Protection domain schemes gener-
ally provide facilities for error confine-
ment, error detection and categoriza-
tion, reconfiguration, and restarting.
Error confinement and security strat-
egies generally involve both process
isolation and resource control. The

basic premise of process isolation is
that processes are given only the
capabilities necessary to complete their
required tasks. By implication, any in-
teractions with external objects (e.g.,
sending messages to other processes)
must be strictly formalized and con-
trolled. Resource control refers to the

binding of phy,sical resource units to
computational objects. Examples in-
dude the binding of processes to pro-
cessors, or the assignment of memory
to currently executing contexts.

These controls ensure that when the

resource units are released or preemp-
ted, all of the information contained
within the unit is returned to a null

state. Information is thus prevented
from "leaking" out of a protection
domain, even if it is left in an area that
eventually becomes accessible to other
users. Error confinement also aids the

program debugging process, since
bugs will be located in modules where
errors are detected. Program mainte-
nance benefits as well, since the protec-
tion domain defines the maximal set of

modules that can be affected by modi-
fying the system. Error detection and
categorization involves dynamic
checking for object type inconsisten-
cics and access constraint violations

during procedure execution. The
categorization of detected errors can
then be used to aid in restoring the
system to a known state. Reconfigura-
tion facilities attempt to restore the
system to an operable state by remov-
ing the failed component-hardware
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or software. If the reconfiguration at-
tempt is successful, the system is
restarted.

Perhaps the most elegant meehan-
ism for implementing protection do.
mains is capability addressing. While
much can be done at compile time in
languages such as Ada to enforce the
concept of protection domains, there

declare

type ROBOT_.ARRAY is array { 1.. LAST)
of ROBOT;

ROBOTS: ROBOT__ARRAY:
N EW_POSITION: FRAM E:

begin
case ARM Is

when ASEA = >
ROBOTS{1} · = RBT_ASEA.

when PUMA =>
ROBOTS(I) : = RBT._„„PUMA.

.

e

end case;

ROBOTS(I).MOVE(NEW-POSITION):

Figure 7. Assignment of package
type.

package USER
(which creates
an: instance
M type ROBOT_ARM)

- LOGICAL
ADDRESS

co

are many cases where the dynamic en-
forcement o f access rights provided by
capability addressing is useful. As an
example, consider a system in which it
is desirable to grant different rights
(perhaps the ability to invoke a dif-
ferent set o f operations) to the various
users of a given object based on infor-
mation presented at run-time. Capa-
bility addressing permits users to
dynamically determine whether they
have indeed been granted the right to
perform a requested operation. Deter·
minations such as this are not possible
at compile time. Compile.time protec
tion enforcement also lacks the ability
to support the detection of and
recovery from access failures in the
run-time system.

A capability can be thought of as the
name of an object. An object cannot
be accessed-nor its existence de-

termined-unless its name is known.

The capability also contains the access
rights to the object (e.g., read, write,
or capability copy rights; see Figure 8).
The only subsequent modification
allowed outside of the domain in

which the capability is defined is the
restriction of these rights. Capabilities
are created along with their respective

objects. The initial control of the
capability, and hence of the object,
belongs solely to the defining domain.
Consider the case of a user-package
USER in Figure 8-that selects the
package ROBOT of Figure 1 in a
system employing capability address-
ing. The defining domain for a
variable of type ROBOT_ARM is
ROBOT. In the case of pass.by-
reference parameter association, the
rights of the capability given to the in-

stantiating context are restricted to
"copy" because ROBOT_ARM is a
hmited private type. Within the defin-
ing domain, the capabilities may be
amplified as needed. For example, a
variable of type ROBOT_ARM is
passed as a parameter to both the
MOVE and GET.. FRAME pro-
cedures. In the case of MOVE,

ROBOT_ARM is a parameter of
mode in out, requiring both read and
write rights. In case of GET.FRAME,
ROBOT_ARM is an in parameter,
and thus requires only read rights.

The use of capabilities is not depen-
dent on the particular method of para-
meter association used. Rather, in the
case of paramaters passed by refer-
ence, the capability is amplified at the

package ROBOT
(type manager for R080T_ARM)

MOVE:

READ LOGICAL
1 ADDRESS

WRITE

GET_FRAME:

READ 1 LOGICAL
 ADDRESS

12]

Gee

PY I

ROBOT_ARM 4

Figure 8. Capabilities and protection domains.
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subprogram interface to allow the ap-
propriate access rights. This is per-
mitted because amplification occurs
within the defining domain for the
parameter type. In the case of para-
meters passed by value, the new in-
stance o f the parameter type is created
with the appropriate access rights, and
the parameter values are then copied-
again, this is permitted since it also oc-
curs within the defining domain.

Though the Ada language specifi-
cally avoids any mention of capability
addressing, constructs that support
many of the concepts embodied in
protection domains are provided.
They include packages and private
types, and their associated compile-
time type checking and exception
handlers. The latter permit users to
detect and categorize errors, and to
reconfigure and restart the system.
Protection domain concepts such as
the control of information "leakage"
lie below what is normally considered
to be the language level. The major
shortcoming of Ada with respect to
support for protection domains lies in
the fact that all users of objects exter-
nal to the defining domain are treated
equally. That is, Ada provides an "all
or none" type of protection mecha-
nism. A possible extension to Ada that
would address this problem is to allow
both package types and subtypes.
Package subtypes would permit access
to a discrete subset of the operations
and types that are found in the visible
part of the package specification, 16 in
effect creating a limited form of capa
bility that would be applicable only to
Ada package objects.

Package subtypes strike a reason-
able balance between the desire for a
fine granularity of dynamic protection
and the high cost of implementing a
capability mechanism. They also have
the desirable characteristic of main-
taining semantic consistency with the
existing language definition. The prin-
cipai limitation of this solution is that
dynamic control of the visibility of
package types/subtypes is not ad-
dressed. In this case, the most efficient
way to address this limitation and en-
sure security is to require support from
the underlying hardware.

da provides good support forboth data and program abstrac-
tion, However, in an effort to allow
Ada to be used efficiently on existing
machines with conventional architec-

tures, the language has been designed
to require little dynamic checking.
This effect is most noticeable in the

limited support provided for protec-
tjon domains and the lack of a unified
abstraction mechanism that would in-

clude features such as package types,
However, these features are usually
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Abstract Ada is rich in the variety Of its abstraction
mechanisms. It has both a data abstraction mechanism
(packages with private data types) that supports a func-
tional programming style and a program abstraction
mechanism (generic program units) that supports an
object-oriented program style. Tradeoffs between data and
program abstraction are examined and it is pointed out that
Ada discourages program abstraction because program units
are not first-class objects. It is shown how program units
could be made into first -class objects by introducing clo-
sures as values for functions and records with function
components as values for packages. Further unification by
allowing types to be first-class objects conflicts with the
requirement of compile-time type invariance. The relaxa-
tion of this requirement in a manner that preserves type
consistency is examined and leads to a notion of value for
types as tuples of operations. It is suggested in the conclu-
sion that our understanding of abstraction for object-
oriented languages and of other language design, imple-
mentation, and environment issues will have progressed
sufficiently by 1985 to warrant the design of a successor
to Ada by the late 1980s.

Structured Entities

Records in Ada are a mechanism for defining structures
with data components, while packages are a mechanism for
defining structures with both program and data com-
ponents. The similarity of the declaration and instantiation
mechanism for records and packages is illustrated below for
a record type and a generic package with identical com-
ponents.

Example 1. Record Types find Generic Packages

type PERSON_RECORD ls --type decl aration
record

HEtGHT, WEIGHT: FLOAT;
MARRIED: BOOLEAN;
CHILDREN:INTEGER;

end record;

R: PERSON_RECORD; -- object declaration

3 his work was supported in part by ONR contract
NO0014-78C-0656.

Permission to copy without fee all or part of this material is granted
prov,ded that the copies are not made or distnbuted for direct
commercial advantage, the ACM copyright notice and the title of the
publication and its date appear, and notice is given that copying *s by
permission of the Association for Computing Machinery. To copy
otherwise, or to republish, requires a fee and/or specific permission.
© 1983 ACM 0-89791-090-7/83/001/0256 $00.75

generic -*- generic package declaration
package PERSON_PACKAGE is
HEIGHT, WEIGHT: FLOAT;
MARRIED: BOOLEAN;
CHILDREN: INTEGER;

end

package P is new PERSON_PACKAGE; - instant iatio n

The object declaration mechanism for creating a record
object R of the type PERSON_RECORD is similar to the gen-
eric instantiation mechanism for in stantiating a package P
of the type PERSON_PACKAGE. This similarity is

emphasized by making the record object R and the package
P have components of identical name and type. It is
further underlined by the fact that both records and pack-
ages use the dot notation for component accessing.

Example 2: Component Accessing for Objects and Packages

R.HEIGHT := R.HEIGHT + 1;
P. HEIGHT := P.HEIGHT +1;

In spite of these similarities, record objects and pack-
ages in Ada have very different properties, as illustrated by
the following tabular comparison:

Example 3: Attributes of Record Objects and Packages

have a type
are "created·' by declarations
components must be typed objects

record may be values of variables
objects may be passed as a parameter

may be component of a record or array
may be component of a list (access value)

have a visible speciflcation
may be 'created" by generic gnstantiation
components include types, program units

packages cannot be values of vari ables
cannot be passed as a parameter
may have generic parameters
may have a hidden body

"On the Unification of Data and Program Abstraction 81 Ada" by P. Wegnei
from Proceedings of the ff)th Annual ACM Synposium in Principles of
Programming Linguages, 1983, pages 256464. Copyright 1983, Associa-
non for Computing Machinery, Inc., reprinted by per,nission 124
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Records may be assigned and passed as parameters and
may occur as components of arrays and records, Packages
are not typed objects and cannot be assigned or passed as
parameters or appear as components of structured objects.
However, packages may have richer components and more
powerful forms of parameterization than records. Record
components are restricted to be typed objects while package
components may include types, subprogram specifications
and package specifications. Record parameterization is res-
tricted to discriminants of a discrete type. Generic packages
have a compile-time parameterization mechanism richer
than that for subprograms which allows types and subpro-
grams to be generic parameters.

Let's examine the nature of the notion of type. A type
has type-dependent attributes such as integers and type-
independent attributes such as declaration, parameter pass-
ing and assignment applicable to all types. Specific types of
a programming language are generally defined in terms of
type-dependent attributes, Type-independent attributes
are not considered to be part of the type definition but part
of the language definition. Their specification is distri-
buted in other parts or a language manual, such as the sec-
tion on assignment, parameter passing, etc. However, in
examining the nature of the notion of type we must con-
centrate on type-independent attributes. The attributes
mentioned in example 3 are all type-independent.

In its attempt to be conservative (safe) Ada has not
permitted packages (or subprograms) to be declared or
passed as parameters, or to have other attributes of types.
The mechanisms and attributes for declaring and instantiat-
ing typed objects and program units are entirely separate.
However, attributes such as declaration, instantiation, hav-
ing components, being components of structures, having
parameters, or being passed as parameters do not depend on
whether an entity is a data or a program structure. Even
the property of being assignable as the value of a variable
can be extended from typed objects to program units if the
proper notion of the value of a variable is introduced, as is
the case in languages like Russell [4] or ML [2].

We shall explore mechanisms for the unification of
typed objects and program units. Before doing so, how-
ever, some of the ways in which dual language mechanisms
for data and program abstraction give rise to complexity in
current Ada will be examined.

Data and Program Abstraction

Abstraction is concerned with specifying relevant
attributes of a class of objects, situations or processes and
ignoring (hiding) irrelevant attributes. Different forms of
abstraction are concerned with different ways of specify-
1ng relevant attributes and hiding irrelevant attributes.
We are concerned with providing users of an abstraction
with operations on a data object while hiding its data
representation. Ada provides two abstraction mechanisms
for hiding data representations that are respectively related
to the type and generic mechanisms.

(1) Data abstraction which provides the user with a
privater (hidden) type and operations on objects of

the type.

(2) Program abstraction which provides operations on an
object whose representation and identity is hidden
from the user. Program abstraction provides a
stronger form of hiding than data abstraction since the
identity as well as the representation of the object is
hidden from the user.

Queues will be used as a running example to illustrate
language design and programming methodology issues
which arise in comparing data and program abstraction
meehan isms. Queues may be abstractly defined by a set of

operations such as APPEND and REMOVE which capture the
first-in first-out behavior of queue elements. They maybe
realized in Ada either as packages with private ty pes which
allo·w the user to create queue objects and operate upon
them using package operations, or as generic packages
whose instantiations contain queue operations in the inter-
face specification.

Example 4, Data Versus Object Abstraction

package QP is -- QP is an abstract data type
type QUEUE is private;
operations on queue

private
-- representation of queue
-- hidden from user but visible to the compiler

end QP;

P,Q:QUEUE; -- object declaration

generic -- QG is a generic package
-- generic formal parameters

package QG is
operations on queue

end QG;

package R is new QG(actual-parameters); -- instantiation

The package QP is a data abstraction whose operations
are shared by objects P,Q of the type QUEUE created by
users of the package. The generic package QG represents an
entirely different view or queue abstractions, identifying
the queue with a set of' operations and eliminating the need
ror a queue type with an identity separate from that of the
operations. Creation of objects which share a set of opera-
tions is replaced by creation of packages which determine a
set of operations. Generic packages are program abstrac-
tions since they determine a template for a package rather
than for a data object.

Queue data obJects such as P may have values assign-
able to other variables Q of the same type and may be passed
as parameters of procedures. The package instance R pro-
vides the user with queue operations but cannot be
assigned or passed as a parameter. On the other hand, gen-
eric packages may have type parameters so that queues of
integers and of messages can be instantiated from the same
generic template. The generic package has a more powerful
instantiation mechanism than the abstract data type but
less powerful facilities for manipulating instances.

The above tradeoffs between data and as program
abstraction are determined by language-imposed properties
of Ada rather than by intrinsic differences between
methods of abstraction. The proposed unification of objects
and program units would eliminate artificial restrictions
such as the inability to pass package as parameters or to
paranieterize types, and would allow the use of abstract
entities as values and parameters independently of idiosyn-
cratic language restrictions.

The full specification for QP includes procedures for
appending and removing queue elements, functions for
testing if the queue is full or empty, and exceptions which
are raised when the user attempts to append to a rull queue
or remove from an empty queue.
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Example 6: Hidingthe Representation of Queues
package QP Is

type QUEUE(MAX: NATURAL:= 100) Is limited private ;

procedure APPEND(Q: In out QUEUE; E: in INTEGER);
procedure REMOVE(Q: in out QUEUES E: out INTEGER);
fun dion ISJULL(Q: In QUEUE) return BOOLEAN;
function IS_EMPTY(Q: in QUEUE) return BOOLEAN;
FULL, EMPTY: exception;

private
type QUEUE( MAX: NATURAL := 100) is

record

FIRST, LAST: INTEGER := 1;
COUNT: INTEGER := O ;
ELEMENTS: array(1..MAX) of INTEGER;

end record;
end QP;

package body QP Is
--bodies of APPEND, REMOVE, IS_FULL, IS_EMPTY

end;

P: QUEUE(60);

Simpler interfaces anti simpler user calling sequences
are two intrinsic advantages of generic instantiation over
data abstraction. This simplicity must be balanced against
the fact that APPEND and REMOVE procedures of the generic
abstraction achieve simplicity of the interface through hid-
den side effects on the local queue data structure, We shall
see below that generic abstraction represents an object-
oriented programming style while data abstraction

represents a functional programming style. Comparison of
these two programming styles for this particular example
provides insight into general tradeoffs between functional
and object-oriented programming.

Functionalversus Object-Oriented Programming
Abstract data types require users to create queue

objects, to manage storage for queue objects, and to pass
them as parameters to queue operations. Generic packages
represent a higher level of abstraction because they com-
pletely hide the queue data structure in the body of the
package and implement shared access to the hidden data
structure by non-local variables of queue operations whose
side effects are strictly contained within the package body.

Example 8: Parameters versus Shared Data Structures

The corresponding generic package has a simpler inter-
face than the abstract data type because the type name need
not be specified and the data structure for queues is buried
in the body of the package.

Example 6: A Package which is a Queue

generic
type ELEMENT is private;
SUE: INTEGER :- 100;

package QG is
procedure APPEND(E: in ELEMENT);
procedure REMOVE(E: out ELEMENT);
fun ©tion IS_FULL return BOOLEAN;
function IS-EMPTY return BOOLEAN;
FULL, EMPTY: exception;

end QG;

package body QG is
-- contains local definition of queue data structure
-- and the bodies of package operations
-- which have side effects on the queue
-- through non-local variables

end QG;

package Q & new QG(WTEGER, 50);

Generic packages not only have a simpler interface.
They also have a simpler calling sequence, since the queue
is a local data structure of the generic queue package and
an explicit parameter of abstract data type operations.

Example 7: Comparison of User Calls

Q.APPENDCE); - call of APPEND h generic package
QP.APPEND(Q, E); - call of APPEND in abstract data type

ELEMENT_*
r'Floof=ZED)   ,APPEND(Q,E) ·--4-82£20-2

®3.1.-)--

a) Abstract Data Types and Functional Programming

LOCAL QUEUE Q                                        .
(Emaf)-- - /3UfffEEy

APPEND<61

b) Generic Abstraction and Object-Oriented Programming

Abstract data ty,pes conceptually realize APPEND by
passing the queue and the element to the procedure and
returnin:g the modified queue as a result, Generic abstrac-
tions share the queue data structure among package opera-
tions using non-local variables ( such as Q above) as the
sharing mechanism. Abstract data types support a Yunc- '
tional programming" style using functions that have no
side effects, while generic abstraction supports an "object
oriented" programming style in which queue operations
transform a hidden internal state that depends on the his-
tory of the operations applied to the initial state of the
queue,

Functional programming has the advantage that pro-
grams are mathematically tractable and more easily verifi- ,
able, There are no restrictions on the order of evaluation,
and lazy evaluation that delays evaluation until its value is
needed can be performed. Object-oriented programming
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achieves greater abstraction by hiding the data as an inter-
nal state, may provide a more realistic model of real world
objects (which often hide an updatable internal state under
a deceptively simple interface). Moreover, object abstrac-
tions can be more efficiently implemented on a Von Nell-
mann machine than corresponding function abstractions.

Since object-oriented programming is better for users
and for executing on a computer the user language and
machine language should probably be object-oriented,
Since functional programs are better for verification and
optimization, we Should consider compiling object-oriented
source programs into equivalent functional programs for
verification and optimization, and then transforming them
back into an object-oriented form for execution, The
equivalen ce between functional programs of the form Ba)
anti object-oriented programs of the form Bb) holds only
under very restricted conditions in the absence of sharing.
But the attempt to explore such equivalence could lead to
insights concerning the conditions under which object-
oriented programming is equivalent to functional program«
ming.

The proposed transformation from high-level object-
oriented programs to lower level functional programs sug-
gests that mathematical notation should be regarded as an
assembly lailiguage suitable for automating proofs and per-
forming optimization rather than a high-level language
appropriate for modelling real-world problems. This
accords with the fact that complete mathematical rigor may
obscure fundamental concepts by excessive attention to
detail.

The queue example illustrates that functional pro-
gramming achieves its simplicity by greatly increasing the
volume of parametric information (messages) when func-
tions are caled and when values are returned. This extra
information must be managed ill the environment of the
function, so that simplicity at one level is achieved by
'trresponsibly" passing the buck to the next level. This

contrasts with the object-oriented (generic) approach
where state information is carefully managed within the
abstraction itself and full responsibility is exercised over
accessing and sharing the local data„

The essence of packages is their ability to define a local
data structure (an internal state) that is shared by non-
local variables of its subprograms. Program abstraction
encourages the use of subprograms with non-local variables
within packages. Thls violation of the accepted wisdom
that functions should not have side effects or non-local
variables must be balanced against the fact that such vari-
ables not only increase efficiency but increase the level of
abstraction by allowing side effects on the local state.

Side effects have traditionally been considered harm-
ful. The present discussion illustrates that side effects are
a necessary mechanism for information hiding. They allow
a subprogram to have effects that are hidden from the user
which change the ' internal' F system state and affect the
future behavior of the system.

Controlled side effects that affect future system
behavior are desirable and natural in many prac tical situa-
tions. Depositing money in a bank account is an example of
a transaction in which a side effect that affects future
behavior of the System is desired. Flexibility of human
behavior is possible only because past experiences have side
effects that affect future behavior, Pure function s are
constrained to have the same behavior every time they are
called with given inputs, while functions with controlled
slde effects can can cause desired changes in a local
environment and adapt their behavior to changing cir-
cuinstances.

The partition between parameters and non-local vari·
ames in a subprogram thus reflects a desirable partition
between external communication for interaction with its
users and internal communication with other components

of a subsystem that provide a desired service for the user.
Programmers designing large programs with many

hundreds of modules must choose between data and pro-
gram abstraction as a basis for module design. In current
Ada instances of data abstractions may be manipulated as
first-class objects while generic instances may be used but
not manipulated. The designers of Ada clearly envisaged
data abstraction to be the primary abstraction mechanism„
However, abstractions consisting of a collection of opera-
tion without an associated type appear to be simpler and
higherlevel than data abstractions. The fact that program-
mers are penalized in defining such abstractions is certainly
undesirable. However, in fairness to Ada it should be
pointed out that the ability to define such abstractions at
all is an improvement over previou s languages.

The Hybrid Status of Tasks
Tasks in Ada have a hybrid status in that they are both

program units and typed objects. They are program units
in the sense that they have separate specifications and
bodies. However, they may be declared as types from
which objects are created by object declarations. A task
type QUEUE with a body common to all objects of the task
type, and an associated object declaration Q of the type
QUEUE can be specified as follows:

Example 9, Task Types and Task Objects

task type QUEUE is task type specification
entry APPEND(E: in IN TEGER);
entry REMOVECE: out INTEGER);

end;

task body Q is

Q: QUEUE, -- task object of the type queue

Tasks can specify only entry points in their interface
and cannot directly support "concurrent data abstractions"
which export a type to users. Queues (buffers) shared by
concurrently executing tasks are realized by "object-
oriented" abstractions with a shared state in the task body.
This is appropriate since sharing of the queue buffer by the
competing tasks is generally the appropriate semantics, and
simulation of such sharing by an an abstract data type that
relies on passing the queue data structure from users to the
queueing task and returning the modified queue to the user
would be difficult.

Objects of a task type may be passed as parameters and
appear as components of structured objects and as elements
of lists. However they are not "first-class" objects because
they do not have values ·which can be tested for equality or
assigned as value- of task variables. Moreover, they are not
"first-class" program units for the following reasons:
(1 ) Task specifications may speci fy only entry points

while package specifications may specify a wide
variety of computational resources,

(2) Tasks cannot be made generic or have generic parame
ters. The type mechanism rather than the generic
mechanism is used to define task templates so that
objects created from the template can be passed as
parameters.

Ih order to achieve the effect of generic parameters for
tasks it is necessary to embed them in a package,

127



Example 10: Embedding Tasks in Generic Packages

generic
type ELEMENT is private;

package QG is
task QT is

entry APPEND(E: in ELEMENT);
entry REMOVECE: out ELEMENT);

end;
end;

package Q 13 new QGUNTEGER);

The instance Q of the generic package QG contains a
task for concurrently appending and removing elements
from a queue whose data structure is defined local to the
task body (in the associated package body). This construe-
tion is clearly clumsy and reflects the fact that tasks were
not designed to be general liser interfaces. The user inter-
face for concurrent queues can be better modelled by pack-
ages containing procedure calls to APPEND and REMOVE
which result in concurrent calls to a task whose specifica

tion and body is defined entirely within the package body.

The dual status of tasks as both objects and program
units reflects the fact that the language designers first con-
ceived of tasks as program units, and then allowed them to
be typed objects so that they could be dynamically created,
passed as parameters, and appear as components of lists and
structures. This has strange consequences such as the fact

that a subprogram can be passed as a parameter only if it is
defined to be concurrent. The task construct is unsatisfac-

tory because it contravenes the esthetics of the language
design and because tasks are second-class entities, both as
objects and as program units. One of the consequences of
the second-class status of tasks is that they cannot compete
with packages as vehicles for interface specification and
may require a package interface as in the above example.

Thus we see that the duality between objects and pro-
gram units in Ada leads to design complications when

introducing new language constructs which have both pro-
gram and data attributes.

Program Units as First-Class Objects
Packages in Ada provide a collection of resources to

users of the package which are specified in the package
specification and implemented in the package body.

Example 11: Structure of Package Specifications

package KTCHEN_SINK is
resource 1 -= resources may include
resource 2 -- subprograms

-- types
resource N -- variables (typed objects)

end KITCHEN_SINK; -- packages, tasks, exceptions

package body KITCHEN_WNK is
implementation of resources

end

The resources provided by a package may in general
include subprograms, types, typed objects, packages, tasks
and exceptions. The set of resources permitted in a package
may well be richer than is necessary for good programming
style. In particular, variables (typed objects) should
perhaps be excluded from the package in teriace. This

would allow a package to be viewed consistently as an
entity with a hidden internal state rather than as an entity
whose state is partly hidden in the package body and partly
visible in typed variables o f the package speci fication.
However the view of packages as a collection of operations
on a shared hidden data structure is narrow·er than that of
packages as an arbitrary collection of resources, and the
question of whether the narrower view significantly res-
tricts expressive power needs further study.

Packages are an 'object-oriented" language construct
in the sense that they may be used to define objects whose
behavior is characterized by a set of operations on a com-
mon hidden data structure. However packages are not
first-class" objects in the sense that they cannot be

assigned as values of variables, cannot be passed as parame-
ters, and cannot appear as components of structures or lists.
This inconsistency between declarative power amd manipu-
lation ability for packages is a basic flaw of Ada. It has
caused extensive debate concerning the degree to which
Ada is an object-oriented language.

The design decision to make packages "second-class"
objects was made because it was felt that design and imple-
mentation of' packages as as first-class objects was beyond
the state of the art. However, advances in our understand-
ing of object-oriented language design and implementation
in the last decade provide a basis for designing an
integrated Adalike object-oriented language in which
language constructs such as packages are first-class objects.

The key to unification of records and packages is mak-
ing functions into first-class objects. Let's assume that we
have a notion of "vallier for fluictions, so that functions
can be assigned, passed as a parameter, returned as a func-
tion value, and be a component of a record or array. Pack-
age values may then be defined in terms of function values
a# records with function„valued components.

In the example below we introduce the neutral key-
word "tuplerr to denote a structure with components and
indicate that records may be viewed as tuples o f field
names and packages may be viewed as tuples of resource
specifications.

Example 12: Record and Package Values

tuple (fieldl, fie!62, fle)dN);
-- a record value is a tupte of fields

tuple (resource 1, resource2, *.., resourceN);
-- a package value is a tuple of resources

Record and package types may be uniformly defined in
terms of functions which return a tuple as their value. A
functional specification of record and package types in an
Ada-style syntax is given below:
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Example 13: Record and Package Types

a) R ecord Tuples

type R TYPE is -- futi et ion that produces tuple of fields
tuple (fieldl, field2,..., fleldNO;

R: RTYPE; -- call function RTYPE, assign value to R

b) Package Tuples

type PTYPE & =- function that produces tuph of resources
use (body of package) in
tuple (resourcel, resource2,... , resourceN);

P: PTYPE; -- cal function PTYPE, assign value to P

Both records and packages are defined above as tuples
whose components may be accessed by selectors. In the
case of records the action when a component has been
selected is always access to a named field. In the case of
packages the action is determined by a programmer-defined
specification in the package body that may involve mani-
pulation of a hidden local data structure. The. action for

record components such as R.fietdl is determined by the
system while the action for package components such as
P,resourcel may be specified by the programmer. The role
of the package body is to allow the programmer to define
the actions to be performed when components of the pack-
age spec:ification are selected. A record may be viewed as a
degenerate package specification with an empty body that
causes components to have a default system-defined
interpretation in terms of read and write operations.

Now that we have seen how subprogram values may
be used in defining package values, we shall review how
subprogram. values may be defined in terms of closures. A
closure consists of a representation of the subprogram body
together with an environment specification for interpret-
ing its non-local variables. The closure of a subprogram
APPEND with a non-local variable that refers to a shared
queue data structure has the following form:

Example 14. Format for Subprogram Closures

closure

= (subprogram body, identifier-value pairs)
= (body of APPEND, <"Q'·, pointer to queue>)

The generic package of example 8 has the following
form in our notation:

Example 15: Generic Queue Type

type QG b
us,(APPEND, REMOVE, initialized queue) In
tuple (specification of QG);

Q: QG; -- creates instance of QG cated Q

Elaboration of the declaration Q: QG; causes a "value"
for the package Q to be created consisting of an initially
empty queue data structure and closures of package pro-
cedures such as APPEND and REMOVE with bindings of their
non-local variables to the local queue data structure. Calls

such as Q.APPENDIE); by the user append the element E to
the queue specified by the binding of nondocal variables of
Q.APPEND.

Closures allow non..local variables in a subprogram
definition to be statically bound to the environment in
which the subprogram declaration is elaborated so that
they are independent of the environment in which the
subprogram is executed. They provide an operational model
for subprogram values that may be used as a basis for
designing abstract machines for langilages having subpro-
grams as first-class values. A.n extended abstract machine
for languages with packages as first-class values may then
be defined using the definition or packages ill terms of sub-,
program closures. The ability to define a simple abstract
machi ne which embodies the operational semantics of
languages we are trying to design is a key to simplicity of
the associated programming language.

The interdependence of resources in a package is
reflected in the fact that the collection of closures
representing package resources refer to shared resources
hidden from the user and accessible only to resources

within the package. The operational model of hiding and
sharing in terms of an interdependent collection of closures
deserves further study and may come to play a central role
as a semantic foundation for object-oriented programming.
Once the basic model is understood, variants that allow
access control. adding and deleting resources, multiple
views that share the same hidden resources, and concurrent
and distributed processing for hidden resources may be
considered.

Ada permits the specification and body of subprograms
and packages to be separately compiled. The operational
implications of separate compilation will be bnefly con-
sidered. Separate compilation for packages requires that the
specification contain sufficient information for the user to
write synactically correct calls on package resources and
for the compiler to check the type-correctness Of such
calls. Separately compiled bodies may be indicated in our
notation as follows:

Example 15: Package Types with Separate Bodies

type QG is
separate (body of QG) in

tuple (specification of QG);

Q: QG;

Separate compilation of bodies requires careful parti-
tioning between the information needed to invoke
resources of a package and that needed during execution of
such resources. Once this separation is understood the pro-
vision or separate compilation facilities is straightforward.
There may however be tradeoffs between information and
efficiency. One such tradeoff arises in connection with the
Ada requirement that the data representation for private
data types be included in the specification. This informa-
tion belongs logically in the package body since it is an
implementation detail, It was included in the package
specification because it was felt by the designers that the
compiler needed this information to make compile-time
decisions about storage allocation. This dilemma iarises
because abstract data types require storage for user-created
abstract data objects to be managed in the user environ-
ment, and does not arise at all for object-oriented abstrac-
tions which remove this burden from the user.

The term "entity'· will be used to refer to the extended
motion of type resulting from the unification of types and
program units. The set of attributes permitted for entities
should be a Union Of those associated with types and
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program units in current Ada.

Example 17: Attributes of Entities

has a type which determines operations
is created by declarations
may have components
may be components (of arrays, records)

attributes may be access values (of lists)
of may have parameters

entities may be parameters, returned as values
may be assigned as values of variables
may be tested for equality
may have a hidden body

The proposed unification regilires a generalization of
the notion of value so that subprograms have closures as
their values and package values are tuples of resources
whose interpretation is determined by the package body.
This generalization of the notion of value requires partial
abandonment of the activation-record-stack run-time
environment, andl might result in a penalty in execution-
time efficiency. But with careful design of the run-time
environment and hardware-supported garbage collection
these penalties would be acceptable. It is expected that
object-oriented computers of the future will have built-in
on-the-fly garbage collection that will greatly reduce the
execution„time penalty of having a heap. Moreover, the
user who uses only values that do not violate the stack dis-
cipline would be able to run as efficiently as in current
Ada.

The proposed changes would result in an "object-
oriented language" with the nation of entities with values
playing a central semantic role. The language would be
simpler because redundant concepts and mechanisms would
disappear and confusing non-uniformities in abstraction
parameterization and accessing for data and program struc-
tures would be eliminated. Some of the proposed features
are currently present in languages like Algol 68 [3] (pro-
cedure values), Lisp (attribute lists for defining objects),
Russell [4] (careful analysis of notion of type), and
Smalltalk [5] (modules am first-class objects). The pro-
posed language would be an Ada-like language just as Ada
is a Pascal-like language, but would reflect the state of the
art in 1985 rather than 1975. It would reflect our

increased understanding of modular programming, recent
work on object-oriented languages and architectures, and
the lessons we have learned in developing Ada.

Types as First-Class Objects
The domain of applicability of type-independent

operations can be extended from data objects to program
units by making program limits into first-class values. It is
tempting to extend the domain even further by making
types into first-class values and permitting parameter pass-
ing, assignment, and other operations for types. This
requires careful analysis of the notion of value for types-
Tradeoffs between reliability, efficiency, and readability of
languages with compile-time type invariance, and expres-
siveness resulting from run-time variability of types will
be examined.

Strong typing in Ada restricts the compile-time varia-
bility of types and conflicts with the treatment of types as
first-class objects which can be manipulated at run time.
We shall examine the restrictions on the run-time variabil-
tty of types imposed by Ada, and consider relaxing these
restrictions so that types may have some of the run-time
variability enjoyed by objects. The mechanisms for
preserving type consistency when run-time variability for

types is introduced suggests that type values be tuples of
operators as proposed by Demers and Donahue for Russell
[4].

Ada requires all occ urrences of a type- valued expres=
sion to be manifest at compile time. This implies that
assignment to type-·valued variables and run-time passing
of type-valued parameters must be prohibited. However,
Ada allows generic abstractions to have compile-time type
parameters subject to the restriction that actual parameters
of a generic instantiation are determinable at compile time.
A generic queue type QG with a generic type parameter ( for
queue elements) whose actual parameter value is specif·ied
at generic instantiation time is illustrated below:

Example 18: Generic Type Parameters

type QG (formal type parameter) is
use (body of QG) in
tuple (specification of QG);

Q: CG (actual type (compile-time constant));

Generic bodies may contain identifiers associated with
different types for different instantiations„ But all type
variability is resolved at compile time during generic
instantiation. Instantiation is conceptually a macro expan-
sion with substitution of the actual parameter for all
instances of the formal parameter in the "expanded" generic
body. Expansions for different actiial types result in dif-
ferent overloading of the operators and subprograms for the
generic type in the body of QG that are automatically taken
care of by the overloadng miles of Ada (which cause
compile-time substitution of different code for different
overloadings of an operator). Thus overloading of APPEND
for queues of integers and queues of messages is realized by
different subprograms in the compiled program. Gen erics
allow the programmer to Write generic definitions with
type variables and objects of variable type but are designed
so that all type variability may be resolved at compile time
by the overloading mechanism. Overloaded operators and
subprograms applicable to objects of a given generic type
are implicit formal parameters of the generic body that are
bound to specific actual parameters at compile time deter-
mined by the actual type parameter supplied at generic
instantiation time.

Run-time type variability for Ada could be introduced
in one of the following ways:

C 1) Changing the semantics of generics so that instantia-
tien is at execution time rather than at compile-time
and actual type parameters are allowed to be variables.

(2) Allowing the. types of subprogram parameters to be
variables that are bound at the time of subprogram
call.

ExecutionAime generic instantiation would require
resolution of overloaded operators and subprograms to be
performed when the actual type is supplied during execu-
tion, or even later at the time that operators are used.
Instan tiation could consist o f execution- time macro expan-
sion of object code for the particular overloading of opera-
tors or of simply noting the type and using it in subsequent
interpretive execution of overloaded operators. Type con··
sistency is guaranteed. either way because the system
knows the operators for each type and ensures the right
execution-time overloading for operators of the generic
body.

Subprograms with type variables may be illustratedi by
a SORT procedure which has an array parameter whose
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elements have a variable type T2 and is supplied with a " <"
operator that compares elements of the type T2 and returns
a Boolean result.

Example 19: Type Variability in Procedures

procedure SORT-(X: array (Tl) of T24 with " <"(7232)BOOL):

Explicitly supplied operators such as "<" allow a
programmer-defined meaning to be associated with opera-
tions on the type 1-2, either because none exists or because
the programmer wishes to redefine the meaning. Implicitly
supplied operators such as assignment for elements being
sorted are assumed to have a default meaning for all ele-
ment types T2. In general each variable type may have
both implicitly overloaded operators whose overloading is
supplied by default by the system and explicitly overloaded
operators supplied by the programmer.

The above examples illustrate that type consistency in
a strongly typed language may be maintained by supplying
operators on objects with the type along with the type
itself at the time the type value is bound. Such operators
may be supplied either explicitly by the programmer or
implicitly by the system. The need for such operators
demonstrates that the operators are effectively part of the
"value" associated with a type.

Abandoning strong typillg altogether leads to "type-
less" languages such as the lambda calculus, Lisp, or Snobol
4, in which types of variables are not known at compile
time. Languages like SNOBOL 4, which combine typeless-
ness for variables with a notion of type for values, are
type-consistent in the sense that execution time checks
guarantee that only legitimate operators can be applied to
values of variables. The type is part of the valrie and a
run-time type check causes dynamic selection among over*
loadings of an operator.

Variant records provide a mechanism for selective
typelessness that allows the programmer to defer type
checking to run-time for selective variables. Variant
records in Ada have a discriminant field that identifies the

current variant and provide different code segments for
operating on different variants of the type. Tests are pro-
vided to allow programmer-defined checks for type con-
sistency, but these tests could in principle be backed up by
system-defined checking for consistency of the tag field of
a variant record w·ith the operations to be applied to the
data.

We have indicated a number of options on the spec-
trum between manifest compile-time type specification aold
complete typelessness. Type variability was found to be
closely coupled to mechanisms for binding operators for a
given. type to specific operations. Compile-time type reso-
lution for generic instances ill Ada is closely coupled to
compile-time binding of overloaded operators, while run-
time type variation requires run-time binding of operators.
Operators are effectively additional parameters of type
varying modules that are bound when the type is bound.

Type consistency of- type-varying modules can be
assured if we associate new values with all operators on
objects of a given type every time the type changes. This
effectively identifies the "value" of a given type with the
tuple of all operators on objects of the type. If we sys-
tematically update this value every time the type changes
then type consistency is automatically maintained no
matter how much run-time type variability i:s introduced.
From this point of view strong typing is seen to be a syn-
tactic requirement for textual type invariallce that is com-
pletely orthogonal to the requirement of type consistency.

The identification of the type value with the tuple of
its operations allows types to be treated as first-class values
and allows unification of the notion of type with that of
records and packages as a tuple of resources. This approach
has been taken by Demers and Donahue in advocating and
implementing the principle of type completeness for the
language Russell [4]. The present discussion indicates how
completeness consistency can be approached starting from
strongly-typed languages such as Ada. Strong typing may
be seen as a requirement for restricting textual variability
of types that is orthogonal to type consistency. Abandon-
ing strong typing may result in severe problems of
execution-time efficiency and program readability and is
not necessarily recommended for higher-level languages.
However, the notion of type and package values as tuples
with similar structure is attractive. Moreover, the concep
tual introduction of types as first-class values de(couples
considerations of textual type invariance from considera-
tions of type consistency, thereby allowing a more flexible
approach to the design of type systems for higher-level
languages.

Comparison with CLU
CLU [6] is a programming language whose type

mechanism supports both program and data abstraction- It
is instructive to compare clusters (the abstraction meehan.
ism of CLU) with the data abstraction and generic type
mechanisms of Ada„

Clusters are types. Instances of a cluster are intro-
duced by declarations. Instan ces of clusters are first-class
objects (they can be passed as parameters and be com..
ponents of structures). But a cluster is semantically like a
package with a set of operations on a private data type.
Declaration of an instance is conceptually like generic
instantiation, since declarations create an instance of the
complete cluster rather than just of the data type. The
cluster data type may be thought of as the value attribute
of the cluster. It may be initialized by a "create" operation
and then updated by operators that modify the value.

CLU allows clusters to have generic parameters, but
breaks down the process of supplying actual parameters and
Crealing instances of the cluster into two steps. This sim-
plifies create operations for clusters. It permits the declara-
tion of both clusters and data types to be modeled by
parameterless operations with sirnilar syntax and sernan-
ties.

CLU, like Lisp, distinguishes between binding a vari
able to a conceptually preexisting object (CLU assignment)
and changing the state of a pre*existing object. Its notion of
asslgliment is very different from the Ada notion of assign-
ment which causes a copy of an object to be placed into a
"container" associated with the variable. The CLU and Lisp

mechanisms for binding values to variables provide a
cleaner basis for associating first-class values with a:rbi-
trary objects than the mechanisms of Pascal and Ada.

The work on guardians [7 ], which is an evolution of
the work on CLU for distributed processes, explicitly intro-
duces two kinds of modules whose mechanisms for com-
munication are respectively governed by message passing
and shared variables. Guardians, which represent complete
nodes of a distributed network, can communicate with
each other only by message passing, while modules within
a given guardian can communicate through shared vari-
ames or parameters. Any successor to Ada should contain
both abstraction mechanisms for concurrently executable
modules which carri communicate only by message passing
and submodules which cani communicate by shared vari-
ables or parameters.

CLU provides a model for the unification of program
and data abstraction in the presence of strong typing that is
a good reference point for the unification of objects and
program units in Ada. Lisp, ML, and Russell provide
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additional models. The successor of Ada should try to com-
bine the Ada approach to separation between in terface
specifications and module bodies with mechanisms in the
above languages for the unification of values, functions,
structures, and types.

Conclusion

The duality between objects and program units in Ada
is a source of unnecessary complexity which could be elim-
inated by replacing these separate but redundant notions by
a single notion (entity) having both object and program
attributes. This duality gives rise to complexity at the
level or programming methodology which forces the user
to make artificial choices between data and program
abstractions. It gives rise to complexity at the level of
language design because the designer is forced to choose
between a commitment to a program view or data view of a
language construct or, as in the case of Ada tasks, to violate
the duality between objects and program units that lies at
the core of the language design. A unified mechanism for
handling objects and program units would not merely
result in a simpler language with a smaller number of
'orthogonal" concepts. It would remove the need for an
artificial and premature commitment to program-oriented
or data-oriented views at the level of programming metho-
dology or language design. The development of a uniform
mechanism for abstraction and of a consistent mechanism
for types are important issues in designing a successor to
Ada- This paper is not intended to provide defin itive solu-
tions but to stim ulate further discussion.

The designers of Ada were asked (as part of the rules
of the Ada design competition) to choose between a com-
plex language (PL/I or Algol 68) and a simple language
{Pascal) as a starting point for Ada. The alternative of
building outwards from a "simple" Pascal framework was
chosen over that of scaling down and modifyixig the more
complex Algol 68 or PL/I frameworks. In designing a suc-
cessor to Ada we could similarly start with a complex
language such as Ada itself- or with a simpler language such
as CLU, Russell or ML. Choice of Ada as a starting point
could result in a simpler, more powerful ] anguage easily
learned by Ada programmers, while choice of a simple
language would allow us to start from sound principles and
a simple abstract machine and add required semantic
features and syntactic sugaring in a way that is consistent
with the basic model. Clearly the answer is to combine the
two approaches so that the understanding of language
structure in the research commullity can be combined with
the understanding of problem-solving requirements accu-
mulated during the design of Ada. It is not too early to
start thinking about the redesign of Ada, making use of the
suggestions in this paper and of advances in hardware and
language design and implemen·tation technology in the
19808 [8]. The period between now and 1985 could be

used for research and requiremen ts analysis, with the
objective of producing a new language design by 1987 and
of completing an implementation of the new language by
1990. Experience. gained in the design and implementation
of current Ada will prove extremely useful, Current Ada
may be viewed as a "rapid" prototype for the proposed suc-
cessor.

We conclude that a strongly-typed Ada„»like language
with first-class values for data objects, program units, and
types is desirable and feasible. The principles of design
depend on a uniform notion of value that permits type-
independent operations such as assignment, parameter pass-
ing, and component selection to be uniformly performed
for aill entities, and on the development of a simple abstract
machine and an architecture that pemits efficient imple-
mentation of the abstract machine. The present paper com-
plements fundamental research in this area on languages
which derive from the lambda calculus by showing how
notions of value and structure developed for such
languages can be used to simplify, unify and model the
constructs of Ada.
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Chapter 4: Object=Oriented Programming in Other Languages

Although Smalltalk and Ada are the most important lan-
guages related to object-oriented programming, there have
been many other languages built that support objects or which
add object-oriented features to existing languages. Soine of
these languages are considered in this chapter.

Descriptions of some of the more well-known object-
oriented languages and pointers to the literature are included
in the references.

In the first paper, "History and Goals of Modula-2," Nik
laus Wirth describes the forces that ted to the development
of Modula-2. Modula-2 is an extension of Pascal that includes
the module, a device for encapsulating procedures and data;
however, like Ada, it has no inheritance mechanism.
Modula-2 is an outgrowth of two earlier languages: Modula
and Mesa. Modula is an earlier language of Wirth's. Mesa
is a language created at Xerox PARC and is a predecessor
of Smalltalk.

Modules are very similar to packages in Ada. Wirth has
found through his experience that providing the module facil
ity was one thing, and using it wisely was something else.
One rule is to make the interface between modules as "thin"
as possible. Another is that a typical good use of a module
is as the collection of routines that operate on a set of data.
Thus we see the basic idea of object coming up again.

In "Modular Programming in C: An Approach and an
Example," Kalyan Dutta explains how object-oriented
programming can in part be incorporated into ordinary C,
a language not designed with objects in mind. The approach
uses available tools in C from a different perspective than
usual. In particular, functions and variables can be hidden
from other parts of the software system by declaring them

static" in the language. Other objects can be made public
by declaring them "extern." An example of this usage is
presented in the paper.

This paper reminds one of the way in which structured
programming was incorporated into every language, even
assembly language, no matter how unstructured they were
to begin with. Is it a good idea to take a new concept like
structured programming or object-oriented programming and
force it to somehow fit into whatever language you are work-
ing with? It's a hard question to answer because of the trade
offs involved. On the one hand, when a new concept comes
along, that is an improvement over the former way of doing
things, it is important to iricorporate it into your work. On
the other, some very strange constructs can creep into our

programming when we force a language to do things for
which it was not designed. A way around the dilemma in
the past has been to invent some higher level language, say
a program design language, that has the features we want,
do the real programming in this language, and then hand (or
machine) translate it into whatever language is forced upon
us. We have seen, for example, Ada design language being
used for many projects that have no intention of actually using
Ada for the final program.

In object-oriented programming, some important skills are
to think of your program as being made up of objects and
to choose these objects in a natural way. Fortunately, these
skills are independent of the language in which you must pro-
gram. Select an object-oriented language if you can, other-
wise, think in objects and map your thoughts, the best you
can into the programming language.

Brad J. Cox, in "Message/Object Programming: An
Evolutionary Change in Programming Technology,"
describes the operator/operand model of programming and
notes a major oversight: Operators and their operands are
usually very closely coupled together, not independent. He
also describes the ideas of classes, messages, encapsulation,
and inheritance (borrowed from Smalltalk) and how they are
made available in "Objective-C," an extension of C for
object-Oriented programming.

The approach of the paper is a fine example of the ideas
presented above. A higher level language incorporating the
needed concepts has been created above C. This higher level
language, Objective-C, can be used as the vehicle for
programming and then machine translated to C.

The paper is an excellent overview of the ideas of object-
oriented prograinming and how they can be incorporated into
conventional languages.

In "Object-Oriented Languages for the Macintosh," Kurt
Schmucker describes the current status (as of August 1986)
of object-oriented languages for the Apple Macintosh. The
languages described are Smalltalk, Object Pascal, Neon,
ExperCommonLisp, Objective-C, Object Assembler, and
Object Logo. Because so many languages are available and
because an excellent object-oriented user interface is avail-
able (see "MacApp: An Application Framework," in Chap-
ter 2 of Volume 2), the Macintosh is an ideal computer for
object-oriented applications.

The paper by Daniel G. Bobrow, Kenneth Kahn, Gregor
Kiczales, Larry Masinter, Mark Stefik, and Frank Zdybel,
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"CommonLoops: Merging Lisp and Object-Oriented
Programming," describes an extension to Common Lisp
which supports object-oriented programming. The extension
is called CommonLoops because it draws upon Loops (Lisp
Object-Oriented Programming System), an earlier language
that added objects to Lisp. CommonLoops attempts to
achieve its capabilities by modifying Common Lisp con-
structs in as graceful a way as possible. CommonLoops is
intended to provide a small efficient kernel in which other,
more capable, object-oriented languages can be irn])lemented,

Some of the capabilities of the language follow.

A method is a procedure that is run when a particular mes
sage is sent to a particular type of object. Commonloops
extends Lisp's function call to include messages by inter-
preting the form "(foo a b)" in a way such that the particu-
lar function invoked depends on the identifier "foo" as well
as the type of a and the type of b, Methods are defined by
using a new defining form, ddinethod, which is upward com-
patible with Lisp's usual defining form, deflin. An example
of the use of defmethod is

(defmethod move ((t> block) xy)...)

Here, move is being defined only for calls in which the first
argument has type "block."

CommonLoops allows a kind of inheritance to be achieved
by extending the syntax of defstruct to include a list of struc-
tures. For example, if one defines

(defstruct (titled-window (:include (window titled-thing))))

then the structure titled-window inherits all the features of
window and titled-thing. The inheritance mechanism allows
functions defined for one structure to be inherited by another.
For example, if move is defined for windows, then it is auto-
maticaily also available for titled-windows.

The CommonLoops effort addresses the problem of incor-
porating Smalltalk-style object-based programming in another
language. Extensions to the language were found to be neces-
sary. Extrapolating, it seems that any serious attempt to add
the important object-oriented capabilities to an existing lan-
guage will require extensions.

The final paper, "Object-Oriented Programming: Themes
and Variations," by Mark Stefik and Daniel G. Bobrow,
describes object-oriented languages from the point of view
of the Artificial Intelligence community. The languages con
sidered are Snialitalk, Loops, CommonLoops, Flavors,
Object Lisp, KEE, and STROBE. Much of the article is con-
cemed with comparing how the various fundamental object-
oriented ideas are implemented in these languages. The
themes considered include message sending, classes,
instances, metaclasses, inheritance, multiple inheritance,
niethod specialization, method combination, composite
objects, and perspectives. The article is an excellent over

view of current important ideas in object-oriented program-
ming.
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K.J. Schmucker, "Object-Oriented Languages for the Macin-
tosh," Byte, Volume 11, Number 8, August 1986, pages
177-185.

Reprinted in this chapter.

Object Oriented Forth

An extension of Forth that provides features similar to the
package construct in Ada.

D. Pountain, "Object.Oriented Forth, Volume 11," Byte,
Number 8, August 1986, pages 227-233.

Orieni84/K

An object-oriented concurrent programming language that
was developed at Keio University in 1984. Every object can
run concurrently. The language syntax and semantics are
based on those of Prolog and Smalltalk.

Y. Ishiwkawa and M. Tokor, "A Concurrent Object-
Oriented Knowledge Representation I.anguage Orient84/K:
Its Features and Implementation," OOPSLA'86, SIGPLAN
Nonices, ACM, Inc., New York, New York, Volume 21,
Number 11: NOVerriber 1986, pages 232-241.

Simula

O.-J. Dahl and K. Nygaard, "Simula: An Algol«.Based Simu-
lation Language," Communications of the ACM, Volume 9,
Number 9, September 1966, pages 671-678.

This is a description of the first object-oriented language by
two of its inventors. Simula contains features that facilitate

the programming of models of real-world processes (i.e. ,
simulations). In the real world there are entities, such as peo-
ple, that carry information and act upon it. To model this,
Simula incorporates the concept ofprocess: something that
is a data carrier and can execute actions. In later languages
this became known as an object.

G.M. Birtwistle, O.-1. Dahl, B. Myhfhaug, and K. Nygaard,
Simula Begin, Studentlitteratur, Lund, Sweden, 1979.

This is the programming manual for Simula.

M.P. Papazoglou, P.I. Georgiadis, and D.G. Maritsas, *'An
Outline of the Programming Language Simula," Computer
Languages, Volume 9, Number 2, 1984, pages 107-131.

SPOOL

SPOOL (LOOPS backwards'?) is an object-oriented exten-
sion to Prolog, which was developed at IBM Japan in about
1985.

K. Fukunaga and S.-I. Hirose, "An Experience with a
Prolog-based Object-Oriented Language," OOPSLA'86,
SIGPLAN Notices, ACM, Inc., New York, New York,
Volume 21, Number 11, November 1986, pages 224-231.

Treilis/Owl

An object..based language that includes multiple inheritance
and compile-time type checking. It was developed at Dig-
ital Equipment Corporation between I982 and 1986.

C. Schaffert, T. Cooper, B. Bullis, M. Kilian, and C. Wil-
polt, "An Introduction to Trellis/Owl" OOPSLA'86, SIG-
PLAN Notices, ACM, Inc., New York, New York, Volume
21, Number 11, November 1986, pages 9-16.

Fulcan

Although Concurrent Prolog can cleanly build objects, the
notation for doing so is verbose and awkward. Vulcan is a
preprocessor for Concurrent Prolog, which allows the use
of more traditional notation for object-oriented constructs.

K. Kahn, E.D. Tribble, M.S. Miller, and D.G. Bobrow,
"Objects in Concurrent Logic Programming Languages,"
OOPSLA'86, SIGPLAN Notices, ACM, Inc., New York,
New York, Volume 21, Number 11, November 1986, pages
242-257.

Language Design

D.M. Harland, Polymojphic Programming Languages, Ellis
Horwood, Chichester, England, 1984.

This book describes the state of the art in designing poly-
morphic programming languages and develops POLY, a par-
ticular polymorphic language. It gives a comparison of POLY
with object-oriented languages, including Smalltalk.
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AND GOALS
OF MODULA-2

BY NIKLAUS WIRTH
""MmjmmlmIE"IN

The module co:mes of age

BY 1977 THE concept of highdeve] lan
guage and with it Pascal. had gained
popularity. b a major degree this was
due to the recognition that mastering
the art of programming is based on the
understanding of its underlying con-
cepts. and that therefore it js essential
to use a notation that displays the con-
cepts in a lucid manner and emphasizes
the need for orderly structures. Equally
widespread, however, was the belief
·that the price for this gain in structure
and lucidity was unduly high. and that
it was well worth paying it in the class-
room but not jn the competitive world
of industry This amounted to nothing
less than the relegation of modem pro-
gramming tools to the world of ivory
towers and toys.

Naturally, this claim was more than a
belief: it could be proven. Even worse:
it didn't have to be proven. it was evi-
dent. The same algorithm expressed in
FORTRAN would run twice as fast as

when expressed in Pascal or PL/1. And
it was widely known that a clever pro-
grammer using an assembler could
even enlarge this factor. in the same
vein, the code generated by a high-]eve]
language compiler was considerably
larger than the one constructed by the

clever coder at a lower level.

The numbers, although measured,
proven, and therefore true, were based
on a misunderstanding caused by many
peoples inability to distinguish between
a programming language and its imple-
mentation. A programming language is
a formalism suitable for expressing algo-
rithms and data structures. based on a
concise and formal definition of its con-

structs and their meaning. {From this it
follows that the term lauguage is actually
most unfortunate and misleading.) An
implemenmtion is a mechanism for the in.-
terpretation of programs expressed in
the formalism. I am afraid that even
today many professionals, including
teachers and writers. fail to make this
fundamental distinction.

I was then fully aware that the claimed
loss in effectiveness was not inherent in

mIII***I**I**/Ie*eI/I/I////,*IIIIIeIeII

Dr. Niklaus Wirth is head of the Department
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the concept of the highlevel. structured
language but in the inadequacy of the
present implementations. Conse-
quently in our efforts to develop acom-
piler for Pascal we paid much attention
to achieving an efficient compiler. i.e..
a compiler that compiled fast and also
generated dense and effective code.
Eventually, our second Pascal compiler
for the CDC Cyber computer. comr
pleted in 1974. generated code whose
efficiency was genuinely comparab]e
with that of a good FORTRAN compiler.

ironically howevet the breakthrough
of Pascal did not come from our valiant
efforts to measure up to FORTRAN pro-
duction compilers. It rather came from
our so<alled portable Pascal p-com-
piler, where efficiency was a very minor
concern. in San Diego, Ken Bowles had
the insight and courage to write p<ode
interpreters for various microprocessors
that had just appeared on the market
with loud fanfare He introduced Pascal
to the world of computer users and
fans where the efficiency of the pro-
gramming process was often much
more relevant than that of the resulting
programs. Even more important, these
users were seldom compelled to remain
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Modula.2 grew out of
Pascal and incorporates
a few major and some
minor improvements.

compatible with their past they were
less likely to adhere to the widespread
misconception that their software
libraries were so valuable merely
because their development had cost so
much.

The success of Pascal implementa-
tions for microcomputers. however. has
not eliminated the value of good com-
pilers. To the contrary it has increased
the motivation to produce highquality
implementations.

THE PROTECT LILITH

An implementation does not consist of
the compiler alone but Includes the in-
terpreting computer. Our efforts in con-
structing a good Pascal implementation
were bounded by the suitability of the
target computer. in fact weE spent a
large amount of energy to conceal and
make up for the inadequacy of the
underlying computer. We had learned
a lot about compiler design. but ] also
recognized that a truly satisfactory
design would have to encompass pro-
gramming language, compiler, and com-
puter. all properly matched.

My visit to the Xerox Palo Alto Re-
search Center {PARC) in 1976/1977. and
my confrontation with its powerful per-
sonal workstation. the Alta provided
the incentive to undertake a new re>
search proiect encompassing all these
aspects. 1 was intrigued by the Altos
singularly simple design concept and
the resulting flexibility for the program-
men Thus, I embarked on learning
about hardware design and. upon re-
turning to Switzerland. started the prol-
ectthat resulted in the computer Lilith.
a personal workstation based on a
powerful processor (Am 2901}, a blt
mapped display a mouse as input
device. and an architecture tailored to
the needs of a compiler. With a staff of
six part4ime assistants this seemed to
be an overly ambitious goal, a project
almost certainly doomed to failure.
Nevertheless, after two years, two pro*
totypes of Lilith were operational.
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together with a compiler. an operating
system, an advanced full-screen mouse-
driven text editor. an interactive line-

drawing editor. and elementary utility
programs.

Apart from the motivation and com
petence of the team members, the feasi-
bility of the ambitious task rested on
three fixed constraints that 1 had
postulated at the start: Cl) we would im-
plement a single la*aee, and all software
would be written in that language. with-
out exception whatsoever: (21 the oper-
ating system would be designed for a
single user. thus avoiding difficult prob
lems of scheduling, protection. resource
management. and accounting, (3) the
computer would have a single processor.
powerful enough to execute programs
and to perform the raster operations on
the displayed bit map.

Indeed, considering that Lilith was to
be a personal workstation. there were
no advantages to be gained by deviat-
ing from these constraints. in spite of
widespread popular trends to develop
mukiprocessor. multilanguage. multi-
user systems

The first constraint required a lan-
guage equally suitable for expressing
algorithms on a high level of abstraction
and for expressing operations directly
accessing machine facilities, equally
suitable for formulating a database sys-
tem as for programming a disk driver
Evidently Pascal was not capable
enough and 1 did not favor the corn·
mon escape of embellishing it with a
few "desirable extensions ' Modula. a
small language that i had designed in
thepreceding years to experiment with
the concepts of mukiprogramming,
clearly did not suffice either. But it
featured a facility to partition programs
into modules with explicitly specified in-
terfaces. This was precisely the facility
needed to allow the introduction of so-
called low-level facilities in the highlevel
language. because it a]!owed you to en-
capsulate them and to constrain their
dangerousness to c]early delineated
parts of a program. Hence. the choice
for the new language was Pascal. augw
mented by the module and a few other
facilities. and regularized by a more sys-
tematic syntax. Thus was bom Modulah.
MODULA-2

The language was defined in 1978 {10
years after Pascal} and implemented by
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L Geissmann, S.E. Knudsen, and C
lacobi on the PDP-11. Its small store of
available memory (28,000 16-bit words
or 56K bytes) caused many obstacles
and was the reason for the first com-
piler s five-pass structure In the summer
of 1979, the compiler was completed,
and at the same time the first Lilith pro-
totype became operational. The oper-
ating system Medos-2 had been con-
structed by S.E. Knudsen concurrently,
and together with the compiler it was
transported from the PDP-1 1 to iiI ith
within three weeks. This was in itself an

encouraging teat In software engineer·
Ing and proof of Modula 2 5 usefulness
as a system„implementation language,
After a year's in-house use, 1 published
the report on Modula-2 and we re-
leased the Modula-2 compiler to inter-
ested parties (March 1980). The defin-
ing report is included in the tutorial
book Programming in Modula-2 IN. Wirth.
New York: SpringerVerlag. 1 982) which
I prepared up to the cameraready stage
with the aid of Lilith and a document
formatting system that I programmed,
of course. in Modula-2.

As mentioned already. Modula-2 grew
out of Pascal and incorporates a few
major and a fair number of minor im-
provements. The single most outstand
ing added facility is the module struc-
ture Basically this facility allows you to
partition programs into units with rela-
tively well-defined interfaces. More spe-
cifically it allows you to control the vis-
ibility of declared objects and to hide
them from places where they better re-
main unknown. Since it plays such an
important role. we shall now look briefly
into the history of Modula-2's develop-
ment.

Although the principle of information
hiding was much discussed in the early
19704 it is perhaps Modula's merit to
place it consistently into the framework
of a clearly defined language.Tb the
best of my knowledge, it was David
Parnas who first coined the expression
information Aiding. Both Tony Hoare and
Per Brinch Hansen gave it form by con-
necting it to the class,acility of the pro
gramming language Simula. This is es-
sentially in terms of Pascal, a record
type: the set of instantiations of this
type forms what Simula terminology
calls a cbs. In contrast to Pascal records.
the Simula class allows you to associate



procedures with the data represented
by the field identifiers. Hoare and Brinch
Hansen then postulated that while the
names of the procedures would nor-
mally be visible those of the data would
remain hidden except within the asso
dated procedures. This feature was im-
plemented in Brinch Hansen's Concur-
rent Pascal and embodied the principle
of information hiding, which in the
nieantime (1975) had been promoted to
that of data abstraction. The example in
listing 1 serves to exemplify the issue:
we use a liberal Pascal notation {"N" is
a constant):

in a program using this class {type).
one might declare variables

qO,q] : queue

and thereafter access them by state-
ments like

qO.put(13.7) qI.get{v)

but statements like 240.n := 237" or
'41.in := 90.out" which evidently inter-
fern with the presented implementation
of the abstraction of a queue would be
disallowed. More importantly they
would be prevented by the compiler,
which does not -see" the field iden-
tifiers "n:' "m:' and "out" that are hid·
den inside the class (record} declaration.

Unfortunately these proposals inter-
twined several independent concepts
like visibility. instantiation. indirection of
access. concurrency, and mutual exclu-
sion. Both authors had actually postu-
lated these kinds of classes to embody
areas of mutual exclusion in multipro-
cessing systems, and the facility became
more widely known as a monitor (in
which the HAIT statements are re-

Listing 1: Sample queue mutine in Pascal.

TYPEqueue =
RECORD n. in, out: INTEGER;

(*n = no. of filled sks. initially 0*1
buffer: ARRAY 10 .. N- 11 OF REAL:

HISIDRY AND GOALS

placed by synchronization operations}.
in the deve]opment of the expert„

mental multiprogramming language
Modula-1, I strived for clarity of concept
and was convinced that a substantial
disentangling of the various intertwined
concepts was mandatory. 3bgether with
H. Sandmayr we found a possible solu-
tion in the structure then called modu]e
that would concern the aspect of visi-f
bility only This, 1 believe, was the major
breakthrough. because in ail other lan-
guages the visibility issue had always re-
mained intimately connected with that
of existence. in particular. it was now
possible to declare sets of static. global
objects that were visible from selected
parts of the program only This is
typically desirable to encapsulate cer
min permanent parts of a system {like
device drivers, storage allocators,
window handlers, etc). 1 enhanced this
module facility with s>called import and
export lists that allow the explicit control
of visibility across the "module wall" of
each individual obiect. Furthermore.
true to Algol and Pascal tradition,
modules can be nested. An export now
signifies the extension of visibility to the
outside and import signifies its exten-
sion to the inside {see figure i).

SEPARATION OF SPECIFICATION
AND IMPLEMENTATION
During my aforementioned stay at PARC
in 1976,1 became acquainted with the
language Mesa, a Pascal offspring spe-
cifically designed to meet the needs of
large system development. Mesa a]so
incorporated an information-hiding fea-
ture. It also allowed you to encapsulate
program parts into modu]es but lacked

the ability to control the visibility of in-
dividual objects, and it entangled the
facility once again with another feature,
namely that of sepamte compilation. a facili-
ty of implementation. Its noteworthy
contribution was the separation of the
declarations of the exported objects
from that of the ones to remain hidden.

The former is called the definition part, the
latter is the implemenration part. which con-
rains all those details that are relevant
to the realization of the exported
mechanisms. but not to their functional
definition.

The combination of Mesa's module
facility with splk definition and imple-
mentation parts. and the (nestable)
Modula-1 modules with controllable im
port and export resulted in Moduia-2.

The facility of separate compilation
posed some nontrivial problems The
key idea is that the compilation of a
definition part results in a (compiled)
symbol table (represented as a file). The
file contains all information re]evant to
importers {clients}of that module. If. at
a later time. another module imports
objects from. say modules M] and M2,
then the compiler accesses the pre-
viously generated symbol files of M 1
and M2. Thus. the rules of type con-
sistency are observed across module
boundaries as well. This makes separate
compilation genuinety helpful and safe,
in contrast to independent compilation as
known from assemblers and FORTRAN
compilers. which is a misleading pitfal!
when used with high-]evel, data-typed
languages

It ts noteworthy that Ada incorporates
this form of module in almost identical

form, although under the name package.
We can attest that this is one of the
more essential features of any system
language because we have made exten·-
sive use of it for the last five years.
Regrettably Ada designers have failed
to restrict separate compilability to
global modules.

PROCEDURE Puttx:REAL):
BEGIN t]F n=N THEN HALT (*full'):

bufferlinl:=x: in:=(in+ I)MOD N:n:=n+ 1
END:

PROCEDURE get(VAR x. REAL):
BEGIN if N , 0 THEN HALT (•empty*)

x:=bufferloutl: out:=fout+1) MOD N:n:=
END

END
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USING MODULES EFFECTIVELY

During the last five years. we have seen
that postalating and providing a new
facility is one thing. and learning to
make good use of it is another. The
more intricate and sophisticated a facil-
ity is. the smaller is the chance that it
will be used wisely. In fact finding the
appropriate structure for the data and



program is the key to successful pro-
gramming. With the module we have
added another level of granularity in
program structuring. The difficulties of
finding a good partitioning-1 carefully
avoid the word 'bptimal'L-are cumu-
lated at this level. because often the
modules are the units that are con-

structed by different programmers.
Their contracts. in fact. are the defini-
tion parts of their modules The defini-
Mon parts establish the interfaces. which
constitute the first task in a system's
design process. Lucky are those who hit
a good solution at the outset, for any
change affects all participants. If a
definition module A has been changed
in anyway then all modules that import
A must be adapted {and at least be re-
compiled). This is not the case. however.
if only the implementation part of A had
been modified. Hence, a fair degree of
decoupling is established. Extreme ex.
amples are the primary utility modules
of an operating system, because they
are used by virtually every program.
The system may well be modified with-
Out hampering the users. However. the

IMPORTS

HISTORY AND GOALS

slightest change in a definition module
will require the recompilation of all
clients.

The first rule to be observed when
you deal with modules is that the inter-
faces must be considered before imple-
mentations are attempted. The terser
they are, the smaller the chance for
mistakes and the need for charges. ]n-
terfaces should. by their very definition.
be "thin."

A second observation is that a

module usually hides a set of data and
provides a set of operators to manipu-
late this data. By forcing the client to ac-
cess this data via the offered pro-
cedures. the module's designer may
guarantee that certain consistency con-
ditions are always observed. i.e.. always
remain invariant in the queue model
shown in listing 1, it is guaranteed that
the counter n truly reflects the number
of elements contained in the buffer and
that their order of coming out of the
queue Is the same as that of going in.

As a consequence a module is typi-
cally chosen as the collection of rou-
tines that operate on a set of data.

EXPORTS

which can be seen by the client as an
abstraction defined by the accessible
set of procedures.

Often, a module is also chosen as the
collection of procedures that constitute
a level of abstraction of data that is

residing elsewhere. For example, a
module containing a set of input and
output routines such as

Readinteger{f,x) and WriteReal(f.x)

will allow you to think in terms of the
abstract concept of a sequence of in-
tegers and real numbers, and to ignore
the details of its implementation in
terms of bits. bytes. buffers. files. disk
sectors. etc.

Consequently such a module is
chosen in order to estabjish a new level
of abstraction. The success of such an

abstraction calcially depends on its
rigorous definition and your willingness
to genuinely ignore its implementation.
Please don't misunderstand! I do not
say to remain ignorant of its implemen
tations, but rather only use an imple-
mentations properties that are defined
in terms of the abstraction. 'Ib cite a

wellknown example: if you think in
terms of integers. it does not make
sense to ask for the value of an integer's
last bit even If you know that it is
represented as a sequence of bits, In-
stead you should ask whether the in-
teger is odd.

COMPUTERS, LANGUAGES,
AND COMMERCIALISM

Figure 1: Crucial to the structure of Moduk!-2 B the concept of the module which ma; be
nested inside other modules. Within each module the visibility of objects to other modules
Raw be controlled via the ]MPORT and EXPORT functioMS
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It is precisely the ability to think in terms
of proper abstractions that is the hall-
mark of a competent programmer. Even
more, he or she js expected to be able
to jump from one level to another with·
out mixing them up A structured lan.
guage Is enormously helpful in this
endeavor, but it does not do it for you.
It is like with a horse: you may guide it
to the water, but it has to do the drink-
ing itself. I am afraid that this simple
truth is in stark contrast to the numeD
ous lulling advertisements being pub-
lished in such abundance. They clever-
ly reinforce themselves with slogans like
Switching to Pascal solves al[ gour (program-
ming} problems and Our, Computer speaks
Pascal. and. in fact. represent nothing
more than an extremely aggressive
sales campaign.

Sooner or later, people will. through



harsh experiences. realize that they
have become victims of slogans and
fads, and that owning the best of tools
is worthless unless that tool is
thoroughly understood. I am afraid that
the modern trend of overse[!ing can
become counterproductive. [ have seen
progressive teachers proudly offering
their students the chance to learn struc-

tured Pascal, and ] quickly realized that
the students had no Inkling of what
structure meant. And I have seen pro-
fessional programmers proudly present
Pascal programs abounding with neat-
ly indented structures. comments (for
documentation, of course). and lots of
procedures and sophisticated data
types. Upon closer inspection, however,
the baroque nomenclatures and strue
turns revealed themselves as dead-
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weight. Sometimes. redesigning these
programs led to drastic. even tenfold.
reduction in their size and complexity.
[ sadly realized that a high-level pro-
gramming language could not only be
used to design beauti ful programs with
much less effort, but also to hide in·

competence underneath an impressive
coating of glamour and frills. The
analogy to literature became all too evi*
dent. We must do our best to avoid the

misuse of modern programming lan-
guages for the selling of lousy contents
through enticing packaging. Style may
be essential to achieve a good design,
but ultimately it is the design. and not
the style, that counts.

Let me emphasize the point: neither
owning a computer nor programming in
a modern language will itself solve any
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problems not evenl yours. But it may be
instrumental. Predominantly ] have
noticed, more effort is spent on obtain-
ing those instrumental tools than on
mastering them. And this is a grave
mistake. Perhaps the most effective
precaution against it is this rule: Know
what the tool is to achieve and what you
are going to use it for before you ae
quire it. This holds for language as well
as computers-the more sophisticated
it is, the more effort you will need for
its mastery, the bigger will be the
chance for its misuse but, presumably.
the higher the ultimate reward [ hope
that this reward is not only measured
in terms of problems solved and dollars
earned, but also in the learners' satisfac-

tion of having gained understanding,
ability. and genuine insight. •



technical contributions

Modular programming in C :
an approach and an example

Kalyan Dutta
Lockheed Palo Alto Research Laboratory

Unlike ADA or Modula-2, the programming language C is not
inherently modular. But by exploiting certain features of the
language it is possible to build modular design into C programs.
This has advantages in large programming projects where source
code will be written by many programmers, or in applications cal-
ling for a collection of syntactically identical interconnected
modules.

The approach suggested here is not as ambitious as in

Stroustrup[1982], requiring a change to the C compiler; rather,
standard C (Kernighan & Ritchie[1978]) is used. This is more in

keeping with the work of Boyd[1983, 1984].

1. thE problem
Normally, in a collection of C source files (modules),

defined functions are external objects; their names are known
globally. This places the burden of avoiding duplicate function

names upon the programmer(s). There is also in C a great tempta-
tion to declare a large number of variables external for purposes
Of inter-module communication. The problem is that these vari-
ables are also globally defined, and care must be taken to make

them unique.

What is needed is a mechanism for hiding objects (variables
or functions), i.e., for declaring objects as being private, and
for making public only those objects that are required to be

accessed by other modules.

solution

Functions and variables that are dec ared "static" in C have
just the desired property; they are invisible to other program
modules. To quote from Kernighan & Ritchie[1978, Sec.4.6] :

"In C, "static" connotes not only
degree of what might be called "

objects (variables or functions) are
file in which they appear, and their n
variables or functions of the same name

Reprinted with permission from SRGPLANNotices: Volume 20. Nuinbe] 3.
March ]985. pages 9-15. Copyrigh[ © 1985 by Kalyan Dutta. I 42

permanence but also a

external static
only within the source

nes do not interfere with

in other files.

privacy
known



External static variables and functions provide a way to
conceal data objects and any internal routines that manipulate
them so that other routines and data can not conflict even inad-

vertently."

An approach

To emphasize the approach used, let us introduce two
synonyms for the C keywords "static" and "extern". These synonyms
are

#define PRIVATE static
#define PUBLIC extern

These synonyms would commonly be part of a header file to be
included in each source module, and processed by the C compiler
preprocessor.

Adhering now to the convention that each globally defined
object (variable or function) must be declared PRIVATE or PUB-
Lie*, we see that PRIVATE objects are entirely local to the

defining module, while PUBLIC objects may be referenced in other
modules. Of course, all objects in a module, whether PRIVATE or

PUBLIC, must still be uniquely defined.

This simple approach to module-level object hi
the programmer to use arbitrary PRIVATE object n
ensure that only those objects that must be are made

allows

and to

To delve further into the matter we need an example. Let US

look at a programming example in which the use of a large number
of identical modules is appropriate.

An example

A menu structure can be implemented as a collection of menu
nodes connected as a directed graph. Each menu node has the fol-
lowing attributes: a set of menu "keys" and an action associated
with each "key". By allowing the assoc iated action to include the
invocation of a new menu node, we see that arbitrarily complex
menu structures can be thus defined.

Consider an implementation that will accept a simple
description of such a menu "tree" and will automat ically generate
the associated menu traversal program.

* Normally not explicitly used in C programs, the
"storage class specifier" extern is the default class,
(Kernighan & Ritchie[1978], Appendix A, C Reference

Manual); however, all defined functions may be so de-
clared explicitly, including the entry routine main.
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The key observation here is that every menu node is syntac-
tically identical with every other node. Therefore all we need is
a single node processing module that will serve as a template for
each node in the menu structure.

We will consider the simple example of a such a menu struc-

ture consisting of just two distinct menu nodes. The complete
module listing for each menu node is given below. They are shown

side by side to emphasize their similarity.

Oct 29 12:09 1984 model.e Page 1 Oct 29 12:09 1984 node2-c Page 1

#include *'menu.h #include "menu.h"

/* references to other menu nodes */ /* references to other menu nodes */

PUBLIC int node2(); PUBLIC int model{);

/* references to private node functions */ /* references to private node functions */

PRIVATE doit{) 1 PRIVATE doit() {
fprintf< stdout, "model: pop\n" ) ; fprintf(stdout, -node21 pop\n"):
return 1; return 1,

1 1
PRIVATE init<) { PRIVATE endit{) {

fprintf(stdout,"calling nodel\n-); fprintf(stdout,"node2: double pop\n");
} return 2;
PRIVATE wrapup<) { }

fprintf(stdout,"leaving nodel\n"); PRIVATE init() {

} fprintf(stdout."calling node2\n");
}

/* keys associated with this node */ PRIVATE wrapup() {
fprintf(stdaut,"leaving node2\n");

PRIVATE Keypad keys[] ={ 1
"exit_ndl", doit,
"call_nd2", node2,  /* keys associated with this node */

"nodelnop". NULL,
NULL. NULL PRIVATE Keypad keys[] - i

"sngl jmp", doit,
"dbl jump", endit,

' "call ndl", nodel./* definition of this node as a module */
"node 2 nop", NULL,

PUBLIC MODULE(nodel,init,keys,wrapup) NULL, NULL

/* definition of this node as a module '/

PUBLIC MODULE(nodel.init,keys.wrapup)

Note that the syntactic organization of both menu nodes is the

same, but that similarly named routines have different actions in
the two nodes. The specification for each menu module can be

broken up into four logical sections :

1) The PUBLIC names of other menu nodes pointed to by this node
2) a set of functions PRIVATE to this node
3) the PRIVATE keypad associated with this node, and
4) the declaration of this node as a PUBLIC module.
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A keypad is declared as an array of pairs of keys (each dis-
tinguished here by its own key legend) and associated functions.

At each node, one action associated with a key may be to do
nothing, or to call a PRIVATEly defined function (e.g. doit).
Although these functions may be multiply defined, the modularity
convention adopted here allows each reference -to be correctly
resolved.

Another action attached to a key may be to call up another
node, PUBLICly defined. Here nodel may call up node2, and vice
versa.* All of the structure of the menu graph arises solely as a
result of such calls; no other structure is imposed by the menu
generation program. (In this instance although only two nodes

are defined, the resulting menu structure is arbitrarily deep.)

In this example the names of two functions (init and wrapup)
form part of the definition of each node as a module. These func-
tions are called upon first entering a node, and just prior to

leaving it, respectively. These function definitions are not
essential but simply emphasize the uniformity of design. One or
both of these definitions may be omitted, with the C keyword NULL
replacing the name in the module definition.

The structure of a keypad and the definition of a MODULE
declaration (as well as the synonyms for PUBLIC and PRIVATE) are
to be found in the header file menu.h :

oct 29 12:09 1984 menu.h Page 1

#include <stdio.h>

#define PRIVATE static
#define PUBLIC extern

typedef struct Keypad {
char *legend;
int (*ifunc)();

] Keypad, *Keyptr;

#define MODULE(name,init.keys,wrapup) name<) \
£ return _workwith(init.keys,wrapup); }

The declaration of each node as a module is thus resolved as an
implicit reference to the PUBLIC function workwith, with the
keypad for that node as an argument.

With this organization, the menu traversal routine -itself is
quite simple; it works with the set of keys in one node at a
time, and maintains a linked list of keys organized as a stack as
it traverses nodes. Here is the PUBLIC function workwith :

* There is no difficulty with circular referencing here
if we consider each invocation to call up a fresh in-
stance of a node.
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Oct 29 13:43 1984 menu.c Page 1

#include "menu.h"

typedef struct Stack (
short level:
char *naine ;
union {

int (*ptr)()
1 U;
struct Stack *next:

} Stack;

PUBLIC int workwith{init.keys,wrapup)
int (*init){);
Keyptr keys:
int (*wrapup)();
{

char input[20];
int status:
Stack *SP:
Stack *lookup();
Stack *install(};
Stack *mkfree{):

if (init) {*init}();
install(keys):
display();

While (fscanf(stdin,"ts',input)&&(sp=lookup(input))) I
if (sp->u.ptr) {

if (status=(*(sp->u.ptr))()) i
mkfree();
if {wrapup) <*wrapup)(>5
return --status:

display();
}

}
mkfree<);
if (wrapup) (*wrapup)(3;
return NULL;

PUBLIC main()
{

fprintf(stdout."menu exit status ad\n",nodel{ }):
)

Within its loop, _workwith
standard input with one of the
cutes the associated function.
the node. Also included is

levels of return from a node by

compares a string read at the

keys in the current node and exe-
No match results in an exit from

a facility for effecting multiple
using a nonzero return value.

The stack itself is PRIVATE to workwith, as are the func-

tions install and mkfree which respectively place on the stack
and remove all keys for a node. The PRIVATE function lookup finds
a key in the current node.

In accord with our modular approach, these and other support
routines are declared PRIVATE and thus hidden from the menu

modules themselves. They are listed at the end of this note.
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Conclusions

Modular programming is possible in C by using certain pro-
gramming approaches. These approaches are useful in large pro-
grams and in certain inherently modular problems where module-

level object hiding results in uniform module designs.
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Implementation Details

Oct 29 13:43 1984 menu.c Page 2

PRIVATE int level = -1;
PRIVATE Stack *s list = 0:

PRIVATE Stack *install(key)
Keyptr key;
{

Int li
Stack *s_new;
Stack *lookup();
char *emalloc{);

level++;
for (i-0, key[i].legend: i++) I

if (lookup(key[i].legend))
fprint:(stderr,"install: dup. key legend %s\n"

key[i].legend):

s_new = {Stack *)emalloc(sizeof(Stack});
strcpy{(s new->name

=Emalloc(strlen(key[i].legend)+1)),key[i].legend):
s-new->u.ptr = key[i].ifunc;
s new->level = level;
SEnew->next = s_list:
s list = s new:

3--
return s list:

PRIVATE char *emalloc<n}
unsigned n;

char *p:
char *malloc< ) ;

if ((p=malloc(n))==NULL) fprintf(stderr,"out of memory\n");
return p;

1
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Oct 29 13:43 1984 menu,c Page 3

.t

PRIVATE Stack *lookup(legend)
char 'legend:
t

Stack ISP;

for (sp=s list; spt=(Stack *)0, sp->levelze=level: sp=sp->next)
i-f (!strnemp(sp->name,legend,strlen(legend))) return sp;

return NULL i

PRIVATE display<)
{

Stack ISP:
int i:

for (1=0; i<level; i++) fprintf(stdout,- ..);
fprintf ( stdout, " ----------\n" ):
for (sp=s_lists spl=(Stack *)0, sp-ilevel==level; sp=sp->next) I

for (i=Or i<level; i++) fprintf(stdout," .);
fprintf(stdout,"I as |\n",sp->name):

}
for (i=0: i<level; i++) fprint'(stdout. "
fprintf(stdout," .--------- in") 7

}

PRIVATE Stack *mkfree()
[

Stack *sp;

while ((sp=s_list)->level==level) C
s_list = s_list->next;
free(sp->name);
free(sp);

level--;
return s list:

}
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r his article is a tutorial on the
Could a marriage of the object-oriented programming

message/object model, a la style used in Smalltalk-80 and a per-
sonal history of the reasons that led

Smalltalk-80, and the me to pursue this style within cori-
operator/operand model, ventional languages such as C. it ad-

a la Unix, improve the lot of dresses the questions:
both users and programmers? * What is message/object pro-

Stay tuned... gramming?
• How does it differ from conven-

tional programming?
• What can be gained by adopt-

ing it?
• How can it be achieved through

software evolution, as opposed
to revolution?

The concurrency problem
Programming tools have become

increasingly important as software
costs have continued to rise. This has

led to the development of sophisti-
cated programming environments,
such as Unix, Smalltalk-80, Interlisp,

and Ada. These programming en-
vironments emphasize solitary tools,
which serve the individual computer
user; they place only moderate em-
phasis on coordination tools, which
help individuals cooperate toward a
common goal.

Brooks has pointed out the impor-
tance of coordination in determining
programmer productivity. His book,
The Mythical ManmontIC em-
phasized the need for tools that in·
crease organizational, as wen as in-
dividual, productivity. But coordina-
tien tools are difficult. They deal
with group behavior, so they must
deal with concurrency. This raises

problems for which our sequentially
organized computers and our con-

E.802576/87/0000/015()$01.00 © 1984 IEEE 150
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cepts, tools, and methodologies are
notoriously ill suited. We still lack
the conceptual foundations that
would allow coordination tools to be

deployed as routinely as solitary
tools, since concurrency must be
handled with the ad hoc, expensive,
and unsatisfactory techniques we
now use in building distributed
operating systems, for example.

Toward more malleable software.

This article addresses a smaller prob-
lem that appears solvable today; the
building of systems malleable enough
to keep up with organizations' pro-
pensity for creating, transporting,
and manipulating a t remendous
variety of data types.

This is done by adding a thin layer
of object-oriented structure on top
of conventional hardware, lan-
guages, and operating systems. This
layer addresses several problems
peculiar to coordination tools, par-
ticularly by providing the ability to
share arbitrary objects in the way we
now share files. It allows program-
mers to define new data types and in-
stall them in working systems, often
without changing the rest of the sys-
tem. And it provides ways to move
arbitrary data types across address-
space barriers among organizational
participants.

Object-oriented programming re-
places conventional operator/operu

and concepts with new ones-mes-
sages/objects. Objects are private
data, and the operations supported
on that data and messages are a re-
quest for an object to perform one
of its operations.
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This produces more malleable
software-software that supports
change, reusability, and enhance-
ment-because the decision of how a

command will be implemented is not
made by the environment of the
operation, but by the object that
performs it. Objects encapsulate a
data type inside the set of pro-
cedures, which understands how to
manipulate that data type, so oper-
ator/operand dependencies are en-
capsulated inside the objects. This
grants systems greater independence
from the objects they contain, For
example, new data types can often be
added to existing systems without
changing working code,

Coordination tools need intimate,
up-to-date knowledge of schedules,
concurrency, participants, roles,
protocols, and the organization's
way of doing business. Malleability is
not only desirable, it's crucial; coor-
dination tools must quickly track
changes in the organization they sup*
port.

The message/object model repre-
sents only a small step toward this
new class of applications, because
malleability alone is not enough-
new concepts are also needed for
handling concurrency. But it does
address the need to dynamically
create, manipulate, and move ar-
bitrary data types among organiza-
tional participants.

The goaL The goal of message/ob«·
ject programming is the same as that
of conventional software tools: its

purpose is to transfer work from the
user to the machine. However, its
contributions and costs are per-
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mahently and intimately integrated
inside the target code. So its effects
are felt not just while programs are
being built, but while they are being
used. And they continue to apply
when old modules are reused in new
applications or when new objects
must be added to old applications.

The phrase "object-oriented pro-
gramming" has been used for a be-
wildering range of concepts-every-
thing from programming languages
that just provide abstract data types
(Simula and its derivatives, such as
Ada) to powerful data description
languages (the so-called knowledge
representation languages). I will not
survey the meanings of "object-
oriented programming" in these
many contexts; in this article, only
Smalltalk-80 meanings apply:.3

Evolution or revolution? Object,»
oriented programming can be con-
sidered either revolutionary or evolu-
tionary, depending on the degree to
which access to conventional pro-
gramming techniques is retained.

Pure object-oriented languages
such as Smailtalk-80 represent the
revolutionary approach and provide
the advantage of conceptual simptio
ity. The programmer works in a
computational environment that
contains only objects, so the break
with the past is clean and crisp.

This article, however, proposes an
evolutionary approach-adding ob
ject-oriented concepts on top of con-
ventional languages. A number of
these hybrid languages exist today,
including Objective-C,• OOPC,4
Flavors, and Clascal.** These lan-
guages do not offer the conceptual

151

A thin Ilayer of
object-oriented structure,

added on top of contentional
hardware, languages, and

operating systems, can
address several problems

peculiar to coordination tools.

consistency of Smalltalk„80, but they
do have one considerable advantage:
They can often be used for produc-
tion programming, where pure lan.
guages like Smalltalk are usually
unacceptable. Smalltalk-80 elimi-
nates conventional operators and
operands in favor of dynamically
bound objects, so there is no re-
course when conventional program-
ming techniques are needed.

Hybrid languages just add a new
power tool to the programmer's kit,
a tool that can be picked up when it
fits the task at hand or set aside when

conventional techniques are suffi-
cient. Since they retain conventional
languages as a substrate, efficiency
can be outstanding. And older tools,
programs, and databases can be in-
tegrated into new. object-oriented
environments with the ease of calling
a subroutine.

*Objective-C is a commercial precompiler
that adds Smalltalk..80 encapsulation, in-
heritar'ice, classes, messages, and objects to
the C language.

Clascal is a modified front end to the Pascal
compibr used to develop Lisa. It provides
object-oriented semantics simikar, but not
identical, to those of Smalltalk-80.
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The operator/operand model
often leads to program

structures radically different
from the structure of the

problem domain.

The message/object model
decouples the environment

from the data types it
contains.

Efwirorwri

Figure L The operator/operand model.

The operator/operand
model

We are taught very early that com-
puters do operations on opemnds,
and this computational model is
preserved through everything we
learn subsequently. Once we know
that larger operators can be built out
of stored sequences of operators, our
progress as programmers becomes a
matter of increasing the number of
different operators we know-text
editors, command languages, ma-
chine languages, linkers, debuggers,
high-level languages, subroutine
libraries. application packages, and
so forth. We think of the computer
as two disjoint compartments, one
containing operators and the other
operands, and we express our inten-
tions by selecting what operators are
to be applied and to what operands
in what order.

I call this conventional model of

computation the operator/operand
model (see Figure 1).

This model applies at every level.
At the machine level, we deal with
instructions and data; at the lan-

guage level, expressions and vari-
ables; at the library level, subroutines
and arguments; and at the command
language level, programs and files.
The implementation changes at each
level, but the concepts remain the
same:

(1) Operators are active and make
some predetermined change to

whatever operand is supplied them.
(2) Operands are passive and
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: Operands

change only when affected by some

operator,
(3) The environment determines

what operators are to be applied to
what operands in what order.

The term environment stands for

whatever determines what happens
next. It encompasses the computer
user, his input device, and the pro-
grams running on his behalf. When
the environment applies an operator
to an operand-for example, the
Fortran operator sqrt to the operand
x-it holds three distinct respon-
sibilities:

(1) Time: The environment is re-
sponsibie for controlling the progres-
sion of events in time. For example,
a second operator is to be applied
just after the first one has finished.

(2) Space: The environment is
responsible for controlling the move-
ment of computational objects
through computational space. For
example, the operand will be found
within, and the result delivered toi
the environment's address space.

(3) Operator/operand interdepen·-
dencies.· The environment is reston-
sible for ensuring that the operands
meet the data type assumptions
made by the operator. For example,
since sqrt assunies a floating-point
argument, the environment is re-
sponsible for ensuring that x is a
floating-point number.

The message/object model does
not change the first two responsibili-
ties, but they will need to be re-
examined when truly concurrent sys-
tems are considered.

The new model does, however,
alter the third responsibility; the
ramifications of this change are the
main topic of this artick.

A major oversight. The operator/
operand model treats operators and
operands as if they were indepen-
dent. But in practice, operators place
strong restrictions on the types of
operands they handle correctly. For
example, operators like text editors
depend on their operands being text
files. The operator/operand model
provides no way to record this de-
pendence, so the environment must
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take on the task of remembering tile
type requirements of the operator.s
and the data type of the operands.
This is a major oversight in the con-
ceptual model we use to design, con-
trol, and understand computer sys-
tems.

Imagine what would happen if
electricians used this model to design
electrical systems. If they treated
electrical operators (power sources)
and operands (power sinks) inde-
pendently, the user would be respon-
sible For remembering the pairs that
carry high-voltage power for the air
conditioner and those carrying low-
voltage signals for the telephone.
Our buildings would be wired top to
bottom with standard, interchange-
able plugs and sockets, requiring us
to keep wiring manuals close at hand
just to avoid electrocution!

Yet in computing, we've grown ac
customed to handling this type of
knowledge manually and give it little
thought until we're called on to ex-
plain to a novice why text editors
should not be run on binary files,
compilers on grocery lists, or file
deletion commands on messages in
an electronic mailbox.

Under the message/Object ap-
proach, by contrast, objects record
their type (class) explicitly. This
record is used at runtime to deter-

mine the set of operations that can
be performed on objects of this
class. The old operator/operand
concepts remain intact, but they are
submerged within a thin layer of new
.structure that records what opera-
tions are valid for what operands.
1 his extra structure is analogous to
the incompatible plugs and sockets
that have made electrical power a
safe, dependable resource.

The message /object
model

The message/object model
decouples the environment from the
data types it contains by moving
responsibility for operator/operand
interdependencies out of implicit

storage in the environment and into
explicit storage in data structures
called classes.
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Classes. Classes collect their oper-
ators in a table that associates each

operator with a name that suggests
its meaning without revealing its im-
plementation. The instances of that

claos-the objects-are like com/en-
tional operands, but they record
their type explicitly by identifying
their class in some standard manner

(see Figure 2),

The unit of modularity in a mes-
sage/object system is the class. so
programmers speak of developing
classes rather than programs or
modules. Each class defines a table

of procedures, called methods or
behaviors. and declares the data

variables that comprise itsinstances.
Space for these variables-is held in
objects, An object is some private
memory and the set' of operations
provided by its class,

Messages. The environment
manipulates objects by selecting an
object and telling it what to do. The
object decides how to carry out its
assignment by selecting the message
implementation in the table of mes-
sages its class supports. This is
generally called "sending the object

En'li'Ay,*¥@av,+

Figure 2. The message/object model.

a message*'* an unfortunate phrase
that now seems too entrenched to

change. The word message suggests
that objects are concurrent actors
that communicate asynchronously,
when it actually refers to a conven-
tional function call, modified along
lines having nothing to do with con-
currency. The common Opinion that
object-oriented programming is
somehow a natural for distributed

processing is often based on little
more than the misteading use of the
world message. (For a more am-
bitious interpretation of object-
oriented programming in which mes-
sages are used for concurrency, see
Yanezawa and Hewitt.5).

Although operators and messages
are identical with respect to concuru
rency, they differ with respect to
where implementation decisions are
recorded. With the operator/oper-
and model, the environment must
tell the machine how each command

should be implemented, doing this
by naming a specific piece of ex-
ecutable code appropriate to the
data type at hand. The environment
is therefore dependent on the set of
operator/operand pairs known at
the time it was built.

classes/05 /03

Behavior
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By contrast, the environment in
the message/object model is respon
sible only for deciding what should
be done; the object decides how to
do it. Type dependencies cannot
spread through the system, since
they become pei·manently encapsu-
lated within classes.

These benefits don't necessarily
apply to every language that claims
to be object-oriented, only to those
that bind commands to implementa-
tions dynamically at runtime. For ex-
ample, Simula and its many deriva-
tives' are based on static binding. Atl
data types are declared explicitly in
the environment and the compiler
translates all commands to imple-
mentations at compile time. There's
no runtime overhead, but the type
declarations in the environment

make it explicitiv dependent on the
types known when it was developed.
Without dynamic binding, there is
no new assurance that programs can
work correctly regardless of the data
type supplied.

Objects and conventional
languages

The message/object model in-
volves objects, classes, messages, and
implementations, at] of which can

easijy be built from concepts found
in most conventional programming
languages. Class structures and their
dispatch tables can be built either
manually, with data initialization
statements, or by automating the job
with such tools as Obiective-C,
OOPC, or Ciascal.

Objects are blocks of memory, al-
located from a heap, that identify
their class in some standard way.
Messaging can be implemented with
a conventional subroutine-the mes-

saging routine-that converts com-
mands to implementations via a dis-
patch table in the class structures.

Conventional languages already
provide ways to define new operators
and operands, and this is retained in-
tact, But a thin skin of added struc-

ture transforms this support into
wavs of defining dasses and met hods.

Encapsuiation
Unix and Smalltalk-80 are both

software development environments
of comparable age; both contain
compilers. editors, debuggers, net-
working software, etc. So what ac-
counts for the fact that Smalltalk

was written in a tenth as many lines
of code?

Part of the reason is different

functionality; Unix provides more
languages, but Smalltalk provides
more graphics. And there are at least
two other plausible reasons for this
dramatic reduction in code bulk:

encapsulation and inheritance (Fig-
ure 3).

The following example shows how
encapsulation reduces code bulk. It
involves building a container that ac·
cumulates two types selected ar-
bitrarily by the user-point and rec-
tangle, for example-and then prints
the ensemble. We assume that print
ing functions for each type, prn-
Point( ) and prnRectangle( ), are
defined elsewhere.

// M+

4 feet UNKA

435,000 lines

Smalltalk-80

/'-'|4 inches84% 40,000 11% | d/Tri"
*17;:F Y '425*

Figure 3. Unix and Smalltalk compared on the basis of code bulk. The latest release of
Unix, from the University of California, Berkeley. contains 435,000 lines of source;
Smalltalk·80 contins only 40,000 lines.

Containment is easily imple-
mented in C by means of an array of
pointers. But to print the contained
items correctly, there must be a way
to determine the type held in each
slot at runtime. A typical solution in-
volves testing the type explicitly (see
Figure 4.)

Since the user has a hand in deter-

mining the type of data stored in
each slot, this problem cannot be
solved with static binding. The prob-
km requires dynamic binding, so the
programmer has added it with hand-
tools-conditional expressions. The
switch expression fulfills the en-
vironment's responsibility tor ensur-
ing that the printing functions are
called with the correct data type as
arguments. But the case labels have
made the container useless for
holding other kinds of contents. The
operator/operand model makes the
environment responsible for manag
ing data type dependencies, so en-
vironmental code like the container

cannot be reusable. it must be
changed whenever new data types
are added.
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Containment really should be re-
usable, since it appears so often in
programming. Expression tree nodes,
electronic mailboxes, screen windows,
directories, buffers, and files are just
containers for different data types.
Yet each must be designed, coded,
and tested individually, and code to

support each occupies space in high-
speed memory and contributes to the
bulk that complicates software
maintenance. This is efficiency?

This problem is avoided by mak-
ing the objects responsible for choos-
ing implementations for their Own
commands. For example, the con-
tainer would be expressed in
Objective-C as

for (i = 0; i< MAX; /4 +)
Mot[4 print];

The outer brackets delimit a
message expression, which com-
mands the object in the ith slot to
print itself. Rectangles implement
print by running prnRectangle( ),
and points implement print with prn-
Point< h The container no longer
needs to probe its contents to learn
their type, so it can be reused to hold
any data type that supports a print
command. Dynamic binding is pro..
vided with power tools, and the way
is then clear to deploy an additional
reusability tool-inheritance-for
customizing the generic container for
more specialized uses. such as
Mailbox, Expression, or De,sk.

Inheritance
Inheritance is -a technique that

allows new classes to be built on top
of older, less specialized classes in-
stead of being rewritten from
scratch. Classes are created by first
inheriting all the variables and
behaviors defi ned by some more
primitive class and then adding in-
creasingly specialized variables and
behaviors. In other words, program-
mers create new classes out of oid

ones by specifying how the new ones
differ.

As a technique for organizing in-
formation, inheritance is common iii
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everyday experience. When I say, their source (the programmer) and
"That dog is a Yorkshire terrier," storing them explicitly inside the
you immediately understand not On- system; inheritance is a way of
ly that it has the long hair, small size, organizing thicinformation for ready
color, and temperament ofits breed, reference.
but also that it holds other character- For example, the Objective-C class
istics shared bv all dogs. Dogs, in library contains a class called "Ar-
turn, inherit the characteristics of ray" that supports the storage and
larger, less specialized classes, such as retrieval of a fixed number of objects
mammals, mammals inherit charac- by index. Figure 5 shows how a con-
teristics of vertebrates, and so forth. tainer class can be written by in-
To describe an object, 1 state its heriting the work that went into
class, and the listener automatically building the array class.
uses inheritance to derive its general This file states that containers dift

properties by tracing an inheritance fer from arrays by having one addi-
tree from one .specific instance at the tional instance variable called first-
end of a branch back toward primi- EmptyS]ot, in addition to any vari-
tive concepts at the root. at,les declared by Array and its

In the message/object model, in- superclasses. The superclass of Array
heritance organizes the body of is Object. Object declares the in-
operators and operands and their in- stance variable "isa," which every
terdependencies. The message/ob- obiect inherits to record its class.
iect model is a way of capturing These variables are concatenated to
operator/operand dependencies at define the memory layout of con-

for (i = 0; i < MAX; i+ +) {
p = stotfil: /* Load the pointer in the ith slot into p*/
switch (p- >kind) { /* Test the type of the ith slot */
case POINT: 2 Print a point */

prnPoint(p); break;
case RECTANGLE: /* Print a rectangle */

prnRectangle(p); break;
default: /*: unexpected type */

error( );

Figure 4. Making the environment responsible for operator/operand type compatibility
produces environmental code like this containers which is not reusable.

/# Holds a fixed number of objects and prints them on demand.
#define DEFAULTSIZE [0

= Container:Array { short firstEmpty8101; }

/# Build an empty container with capacity DEPAUL.TSIZE.
7 +A Send new: to get other capacities.
+ new { return [self new:DEFAULTSIZED }

/# Put anObject in my first empty slot. Warn of overflows.
- add:anObject {

if (firstEmptyS]ot > £ capacity) return [self error:"container is full'];
else return [self At:firstEmptySiot + + Put:anObject];

}
/# Print myself and my contents.
- print { short n; printff"Container= {");

for (n = 0; n < firstEmptySIot; 11+ + } Itself At:n] print]:
printf("}"); return self;

i

Figure 5. An Objective-C source file defining a simplified container. This implementa-
tien begins by inheriting tested code in the Array dag and then describes how con-
tainers differ from arrays.
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tainer instances. For example, the
default container produced by sen-
ding a "new" message to the con-
tainer factor is shown in Figure 6.

The rest of the file defines (1) a list
of behaviors for a factory that builds
container instances and (2) a list of
behaviors for the instances them-
selves. The two sets are distinguished
by leading + or - tokens and are
added to the behaviors inherited

from the superclass. The ID of the
container factory is published in the
global variable "Container." It can
be instructed to create new container
instances.

Each method declares a message
selector, which can have formal
arguments, and an implementation.
Each compares to a C function
definition, except that the code is

extern la Contair,pr·
10 p;
p - [containe:

\40 4
tst'

capacity
nntEr·npty€lot

in

Figure 6. A container, fresh from its factor)
it.
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entered in a dispatch table to be
called indirectly via messaging, not
directly by name, For example, the
last method declares that each cori-

tainer instance will recognize a print
message; implemented by using an
At: method (inherited from Array)
to access the nth element of the ar-

ray; and sending object a print
message, just as before.

With the Smailtalk-80 scheme,
variables are inherited statically at
compile time. For example, Objec-
tive-C implements the C conditional
expression if

if (firstEmptySIot >= capacity)...

by treating the two instance variables
as offsets from the object base ad-
dress delivered in the (hidden) formal

h
i

axed nstancle varlables

and the fuM class structures that support

write: .,
print 1

argument self. This argument is
automatically provided to all
methods to identify the object
receiving the message:

if (self- >firstEmptySiot> =
self- >capacity)...

Conversely, behaviors (code) are
inherited dynamically during messag-
ing. Each ela,ss structure contains a
dispatch table associating the name
and implementation for each method
defined in that class. When a mes-

sage is directed at any instance, the
messaging logic finds the class by
following a link from the instance. It
then searches the dispatch table to
find an implementation for the name
requested in the message. If this
search fails, the behavior is inherited
by continuing the search through
each of the more primitive classes be-
tween the given one and the root of
the inheritance tree,

The power of this simple scheme is
remarkable. The inheritance tree is

rooted on the most generic class, Ob-
ject. By definition, all objects inherit
the variables and behaviors defined
there. For example, Object declares
the isa variable upon which the mes-

saging logic relies for determining the
class of any object, and this
guarantees that every object in the
system will have a valid isa variable.

The Object class defines a set of
generic behaviors that are inherited
by every object in the system. These
primitive behaviors know about only
the "isa" variable; but since "isa"

identifies the class structure, this is
sufficient to provide a surprising
number of capabilities for literally
every object. For example, a piece of
environmental code can immediately
assume that any object has sufficient
behavior to reply its class ID, reply
the set of messages it supports, test
whether the object is an instance of
some specific class, and so forth.

To illustrate, suppose we decide to
have all objects recognize the ab-
stract operation print. We would
start by defining a print method in
the Obiect class. Although this code
can reference only the "isa" vari-
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able, this provides enough informa-
tion to support a nonspecialized
printing capability (a labeled octal
dump) by determining the object's
class and, from that, the class name
and the size o f the object. Since
every object automatically inherits
this behavior, the environment can
assume that any object it encounters
can respond to the print message.

Specialized classes build on the
generic classes they inherit by
appending specialized states and
behaviors, which often override ex-
isting generic behaviors. Say, for ex.
ample, we want instances of a Text-
String class to be printed as text
rather than octal numbers. We'd ac-

complish this by defining a special-
ized print command inside the new
class that overrides the primitive one
in Object. This done, TextStrings
will be specially printed.

Notice that a new data type has
just been integrated into an existing
system without changing working
code.

Automatic object
save/restore

A remarkable amount of effort is

spent hand coding the logic for mov.
ing structured data between memory
and I/O devices. Many applications
involve parsing input data, process-
ing it, and then reconstituting the
data on the output stream. This I/O
code is often more time consuming
to develop and test than the process
ing logic, and it must be continually
adjusted as data structures evolve
during development.

Objective C provides an auto-
matic way of moving complete
graphs of objects between memory
and I/O devices by elaborating on
the print idea described above. A
write routine is defined in the Object
class. It works like prints except that
it uses typing information captured
by the compiler and preserved in the
class structures to treat each instance

variable appropriately.
The output file represents the con-

tents of each variable of every object
in the graph. Object references
(edges of the graph) are represented
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in the file as r cord numbers. A read
method is also provided; it interprets
the format produced by write. The
two routines work together; a write
command to any object in an ar-
bitrary graph of objects generates a
file that read can use to regenerate
that graph.

Since this is defined in the Object
class, every object automatically in--
herits the ability to save itself ina
form that allows it to be mailed to
other users for integration into their
environments. This is one example of
how electronic mail can be extended

to carry arbitrary data types. Or,
more generally, it is one way of mov-
ing arbitrary objects across arbitrary
computing barriers,

To illustrate, the program in
Figure 7 builds a container, puts a
number of points and rectangles in
it, and prints the ensemble. Next, it
tells the container to write itself to a

file ahd then reloads the container
and its contents from the file, print-
ing the new instance.

The Objective-C compiler uses this
save/restore capability to maintain a
small database, which makes the in-
heritance hierarchy available across
multiple invocations of the compiler
and keeps track of selector codes and
method return types. The code to

main( ) { FILE *fd, *fopenT ); id pi
extern id Container, Point, Recti

/# Build a container. load it, anc
p = [Container new:10]: /#Bu
[p add:[Point x:15 y:20]]; /# A,
[p add: [Rectangle x: 1 5 y:25 dx:5
[p print]; printf("\n"); /# Prin

/# Save the container and conter
[Ascfiler write:p To: M = fopen{"

/# Reload the container and con·
p = [As(Filer readFrom:fd=for
Ip print]; printft"In");

i
-Runtime results-
Container= {(10,20) (15,25)*(5,7) }
Container= {(10,20) (15,25)*(5,7) }
--Contents of container.io---

48{#Container 510 s2 @2 @3 @0 @
8{#Point %10 s20 }
12{#Rectangle s15 s25 55 67 }

Figure 7. A driver routine to pipt the €
demonstrates automatic object save/restor
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support this database was not hand-
crafted, but was instead inherited
from the Object class. The savings in
development time were incalculable,
since compiler data structures could
be changed at will without com-
plicated 1/0 code updates.

Objects as models
A large class of computer applica-

tions parallel some physical or con-
ceptual -process. Traditional data
processing applications model the
financial state of a company; news-
room automation software models

the flow of stories through a news-
room: a compiler's expression tree
models the syntactic structure of the
program being compiled; and so
forth.

Objects are natural metaphors for
model building in that each is a cap-
suk of state and behavior, a virtual
machine thal can be used as a

computer-based executable instance
of a corresponding entity in the
user's problem domain. This poten-
tial for close correspondence be-
tween computer and problem do-
mains can be useful in building ine»
pei·sive, understandable systems.

The operator/operand madiel
often leads to program structures

mgle, As¢Fiter; /# Import factory, ids

I pfint
ild a container of capacity - 10
dd a point
dy:7]]; /#Add a rectangle
t the lot

its in a file
container.io", "w")]; fdose(M);

tents and print again
en("container io". "r")]; fclose(fd);

0 @0 620@0@0@0@0}

:entainer class through its paces. lt also



radically different from the structure
of the problem domain. The two
current schools of software design,
functional decomposition and data
decomposition, offer the designer a
choice between mapping the prob-
lem domain into a set of operators
{functions) or a set of operands
(data).

Many applications can be
designed by straightforwardly

examining the problem
domain, identifying the objects

found there and their
behaviors, and deciding how

to implement each behavior in
the computer.

By contrast, object-oriented de-
sign treats functions and data as two
indivisible aspects of objects in the
problem domain. Many applications
can be designed by straight forwardly
examining the problem domain,
identifying the objects found there
and their behaviors, and deciding
how to imptement each behavior in
the computer. As a result, the de-
signer is not forced to restate his
problem in computer-domain terms,
where everything must be either an
operator or an operand.

However, problem domains often
involve concurrency, and messaging
provides no new leverage for express-
ing concurrent problems. While mes-
saging could, of course, be redefined
to allow the sender and receiver to

run concurrently, this seems no more
fruitful than proposing that all sub-
routine calls release the called

routine to compute concurrently.
No, as far as concurrency is con.
cerned, it seems more useful to con-
sider message/object programming
in the same light as Fortran, Lisp, or
assembly language with respect to
concurrency. They're all sequential
languages, but they can at] be used to
build higher level constructs that
exhibit concurrency. Concurrent

models, operating systems, and coor-

dination tools can be built from such

lower level objects as processes,
queues,and semaphores, just as
we've been doing all along.

The screen application
generator experience

In 1981, I was in a research team
responsible for designing and build-
ing an advanced programming envi
ronment. "Buy the best and build
the rest" was our motto. We concen-

trated on constructing new tools that
might deliver order-of-magnitude
impact. and bought the more tradi-
tional ones (compilers, debuggers,
editors, configuration managers,
etc.).

At that time, we were experiment-
ing with ideas for adding a consistent
user interface to the expected large
number of tools. I got the notion
that program generator technology
might help, by generating parts of
the user interface automatically. I set
about building SAG (screen am)lica-
tion generator), a program generator
that translated screen descriptions in-
to C programs that provided editing
for arbitrarily complex screen forms.
I took as its trial application the
editing of travel expense vouchers, a
task we were then doing manu-
ally-one that considerably inconve-
nienced everyone in our group.

Special-purpose languages are
rather easy to build using Unix's
compiler-building tools, which gen-
erated the parser and lexical scanner
for the screen description language.
The language was soon working, and
I had a working prototype of the ex-
pense account in short order.

The expense accounting tool was
an immediate hit, even though this
early prototype had no ability to save
transactions in files or produce hard

copy. Why then the enthusiasm?
SAG allowed the program to be de-
signed to the needs of the user,
rather than bow to the needs of the

implementor. For example, arbitrary
dependencies could be declared be-
tween fields; this ability allowed row
and column totals to be updated as
soon as the fields they depended on
changed. The users saw this as a

significant convenience when bal-
ancing trip expenses against the
amount advanced for the trip, par-
ticularly since trips often involved
foreign currency complications. in-
spired by the enthusiasm at the
demonstration, I set out to add the
missing 1/0 code,

That's when my troubles started.
This part of the job took months

Even though the expense
account tool was a success

according to its users, I came
to realize that my screen

application generator notion
had flopped.

--so long, in fact. that any savings
from the generator were submerged
in costs that were not reduced by the
investment in building SAG. The
problems arose because expense ac-
count records had to be stored in

files between runs, without losing
their internal structure (pointers).
SAG's data structures were
somewhat complex, so the logic to
move them into files and retrieve

them was complicated. The eventual
solution involved an additional

language that represented the struc
tures on disk and another parser for
interpreting this special-purpose
language. And since Unix typesetting
programs were used to print final
copy for the accounting department,
the parsing had to be reimplemented
in a simpler fashion inside every
postprocessor!

Even though the expense account
tool was a success according to its
users, I came to realize that my
screen application generator notion
had nopped. After all, its whole
point was to test a new tool that
should allow quality user interface
programs to be built cheaply, yet it
failed to help with the most time-
consuming part of the task. My tool

was no help for building the other
operators needed for the expense
transaction data type: printing,
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writing to disk, reading from disk,
and typesetting.

We needed similar repertoires of
operators for each of the numerous
data types in the full-scale program-
ming environment. The number of
different programs to be wntten,
documented, maintained, and taught
grows with the product of the number
of different data types multiplied by
the number of operators for each
data type. With only a 14-character
Unix file name to distinguish them,
how would anyone keep them all
straight?

This led me to recognize that we
should think of expense account
transactions as a new data type, one
analogous to those already provided
at the machine level by the hardware
designers, but defined by software
rather than etched into silicon. We

needed a way to build new data types
analogous to paper forms, each
holding a collection of data and ex-
hibiting a repertoire of behaviors,
such as the ability to display the data
for editing, move it to a file for per-
manent storage, and send it to a
printer for final copy.

The same idea could be extended

to treat the entire computing en-
vironment as a large collection of
abstract data types. Source pro-
grams, compiled programs, sched-
ules, calendars, memos, unformatted
documents, formatted documents,
and so forth could all be treated as

tangible objects that live inside the
machine and flow between role-

players in the programming project
team just like paper objects flow
through offices.

Object identifiers
One key decision has not been

discussed: the scheme used for iden-

tifying objects. These IDs greatly in·
fluence the ultimate power and effi·
ciency of any implementation of the
object concept.

Smalltalk-80 and Objective-C
both use IDs that are unique only
within a personal address space. For
example, Objective-C uses the ob-
ject's memory address as its ID. Such
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designs optimize :efficiency while ob-
jects are in fast memory, but com-
plicate moving them outside of this
space, since the ID becomes mean-
ingless when written to disk or
transmitted to other role players in
the organization. Laborious schemes,
like Objective-C.'s automatic I/0
mechanism, must be used to locate
every such name and convert it into a
form independent of addresses in
memory.

The opposite extreme. But since
messaging, allocation, and dealloca-
lion are the only operations sup-
ported on object [Ds, local changes
inside these three functions can sup-
port a move to the opposite extreme.
For example, the IDs could be taken
as globally unique numbers anato-
gous to those used inside operating
systems to identify shared files across
a population of file system users.
The messaging logic would include a
test to spot messages to nonresident
objects and to load them on de-

mand. Doing this would make the
allocation/deallocation logic mes

sier, but the problems are analogous
to those now being solved daily in-
side fik systems. The main difficulty
would be to provide a policy for
resolving simultaneous update prob=
lems.

This scheme sacrifices *some run-

time efficiency (the residence test) in
order to have the messaging routine
dynamically load objects into private
memory when they' It needed there.
AH IDs now have global validity; if
we make the further assumption that
objects only store machine primitives
and object IDs (i.e., no pointers),
objects can be moved freely between
memory and disk and among role
players in the organization.

Far-reaching consequences. Since
Objects represent any data type, the
consequences of the scheme de-
scribed above are profound. Classes
and the executable code they contain
are objects, so they also become
dynamically loadable and the need
for linkers and loaders vanishes. Ob-

jects are automatically moved back

to disk when memory space runs
short, so there'# rio longer any need
for 1/0 routines to save information

in files. And since objects are now
shareable, moving arbitrary objects
by electronic mail becomes as simple
as posting the [D of the mailed ob-
ject in the receiver's mailbox.

Of course, the ramifications of
such schemes are so far-reaching that
it becomes hard to predict how

Smalltalk-80 and Objective-C
both use IDs that are
unique only within a

personal address space.

usable such a system would be. For
one thing, this is a thinly disguised
argument for replacing at] memory
pointers with pointers into a much
larger shared address space. Efficien-
cy could be extremely poor without
special hardware support. The gar-

bage collection problem, hard
enough now inside fast memory. is
moved onto disk where it might

prove completely intractable-or
fade to insignificance when huge,
nonerasable memories like optical
disks are applied. The usual barrier
between memory and disk vanishes,
so what is gained by discarding our
linkers, loaders, and [/0 routines
could be lost in reliability if the
whole disk becomes vulnerable to

user error. And what is gained
through better communications
among organizational role players
could be lost if the whole system
becomes exposed to the mistakes of
any individual. Ever if these prob-
lems are solved, we've only moved
the computing barrier outwards one
notch, to encompass small groups
that share a single CPU and a single
object address space.

Although the message/object con-
cept can provide a uniform concep-
tual framework for working with
shared object systems, exploiting this
potential is not a straightforward
task, especially when dealing with
hardware not optimized for message
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passing or global n:aming. Although
objects could provide a single,
uniform computational metaphor
that spans all levels from CPU to file
system, all known implementations
compromise uniformity at some
level. Smalitalk-80 exploited unifor-
mity within a personal virtual
memory space, but stopped short of
the file system. Objective-C sacrific-
ed uniformity at the language level,
but retained much of C's computa-
tional efficiency. The Colai com-
mand language supports objects at
the file system level by relying on the
Hydra operating system and its
utilities to supply the lower levels.

Efficiency
Message/object programming

seeks to remove work from the user

and give it to the machine, so it
trades machine cycles to gain the
benefits described in this article.

tt is, of course, quite difficult to
estimate costs precisely because mes-
sage/object programming is a con-
cept that can be explored in many
different implementations, each with
very different cost factors. For exam*
pie, we won't learn much by compar-
ing C and Smalltalk-80 directly
because the comparison would in-
clude not only the cost of the
message/object model, but also the
costs of Smalltalk-80's automatic

garbage collection, interactive tool
environment. and graphical user in-
terface.

Comparing C and Objective-C
could be more meaningful, since
these languages are identical in these

respects. But even this would be

complicated by the fact that Objec-
tive-C is a hybrid of two languages of
opposite philosophies, each designed
for very different iobs. Programmers
have considerable freedom to apply
each tool to the job at which it ex-
cels. For example, a compiler
developer would normally favor C
constructs over message expressions
within the lexical analyzer because
this code requires maximum efficien-
cy-C's forte-and little bulk and
complexity. In the rest of the com-
piler, these factors flip in impor-

Message/object programming
seeks to remove work from

the user and give it
to the machine.

tance, and the Smalltalk-80 coding
style, with heavy use of message ex-
pressions, would be favored.

Comparing the speed of message
expressions with function calls is one
way to evaluate costs, if one keeps in
mind that message expressions per-
form tests that function calls do not.

In a real application like the Con-
tainer example, the cost of this test
would have to be charged against
function calls whenever argument
types could not be predicted at com-
pile time.

Message speeds can be varied
almost arbitrarily by trading space
for speed. The slowest technique in-
volves searching for the selector in

Table 1.

Messaging speed and subroutine call speed compared.

the method dictionaries of a linked

list of inherited classes. The fastest

involves keeping a table of all
methods in each class so that look

ups can be done just by indexing this
tabie. And various compromises are
possible, such as holding the results
of the full look up in caches of
various capacities.

Objective-C supports each of
these via a library of message rou-
tines. A cached implementation is
the default; the indexed implementa-
tion can be enabled by calling a func-
tion that builds this table for classes

the user feels are time critical. Table
I compares messaging speed with
subroutine call speeds using 10
classes (Co-(29) of 10 methods each
(mO-m9). CO inherits Object, Cl in-

herits CO, and so forth. All methods
perform the same C instruction,
return self. The effect of deep in-
heritance is gauged by sending a self
message inherited from the Object
class. The measurements in Table 1

were taken on a Fortune Systems
32:16 system, which is; based on the
Motorola 68000 microprocessor.

The ratios show that messaging
can be from 2.67 to almost 70 times

slower than an equivalent subroutine
call for the slowest technique,
though the extremes are limit cases
rarely encountered in real applica-
tions. With the fastest technique,
message times are constant at 2.03.
Although not shown in the tabte, us-
ing a cache of 1000 gives message
speeds of about 2.90.

These speeds can still be improved
considerably, since the method die·
tionaries are searched by the straight-
forward linear search and both are

coded in Ci assembly language
would be worthwhile in this small,
heavily used subroutine.

TEST

SUBROUTINE(i,i);

[CO mol;
[CO m91;
[CO sel n;

10 mol;
[C9 m91;
[CD selfl;

MICROSECONDS

SEARCHED INDEXED

51 51

138 105

368 105

891 105

138 105

368 105

3483 105

RATIO

SEARCHED INDEXED

1.00 1.00

2,67 2.03
7.12 2.03

17.24 2.03

2.67 2.03

7.12 2.03
67.37 2.03

r'he Smalltalk-80 user interface isradically different from what
most programmers are accustomed
to-so different that it has diverted

attention away from other attributes
that could be even more relevant to
today's software crisis.

This article has shown that Small-

talk's dynamically bound message/
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object paradigm solves several key
problems that can prevent us from
building highly maileable, reusable
software. Static binding requires at]
data types to be known at compile
time. This makes environmental

code explicitly dependent on the type
of contents known when the code
was developed-when new data
types must be introduced, the change
ripples throughout the environment.
The late binding provided by messag
ing weakens this dependence so that
environmental code can often be
reused without change as new data
types are added over time.

Objective-C demonstrates that late
and early binding need not com-
pete-conventional languages can
often be extended with Smalltalk
constructs to provide hybrid lan-
Eu]ages that have the strengths of
both parents. Although these lan-
guages sacrifice the conceptual puri-
ty of Smalltalk. they do provide late-
binding tools when and where they
are mo,st needed-today, on the

workbench o f the programmers who
are struggling to keep large software
systems up to date in a changing
world. •
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OBJECT.ORIENTED
LANGUAGES FOR
THE MACINTOSH

BY KURT I. SCHMUCKER

An overview of the languages and their capabilities

CURRENTIX A LARGE NUMBER of obiect-oriented
languages are available and more are being designed and
implemented every year. Some of these languages now
on the market or in development are for the Apple Macin-
tosh. an ideal computer for object-oriented languages be-
cause of its processing power and the nature of its user
interface In this article I will survey some of the Macin-
tosh object-oriented languages. ] will also present a table
detailing each language'. object-oriented characteristics,
such as whether it can access the MacApp class library
(see my article -MacApp: An Application Framework" on
page ]89) or whether it provides for class methods. After
describing the languages. I will djscuss the mechanics of
programming with them on the Mac.

SMALLTALK

The Smalltalk language is the ancestor of all object-
oriented languages. it was implemented on the Macintosh
by Apple as part of an experiment to demonstrate Small·
tab portability and debug the Smalltalk specification.
Apple currently distributes Smalltalk for the Mac as an
unsupported. low·<cost product. but a fully supported and
greatly enhanced version is expected soon. A fact sheet
on Smalltalk and the other languages i describe in this
article is presented in table L

Smalltalk has a message-sending syntax that often
seems unusual to the novice object-oriented programmer,
but it quickly becomes the natural way of doing things.
Smalltalk syntax and the syntaxes of ali the languages I
discuss herein are shown in table 2

New classes and methods are defined by editing stan
dard templates in an interactive source-code browser. The
class library for the Macintosh version of Smalltalk con-
tains over 300 classes with special classes for accessing
the Macintosh file system, the Macintosh Toolbox (in-
cluding the QuickDraw routines). and the Appletalk net-
work added by Apple Since Smalltalk has been described
in previous BYTE articles and elsewhere, 1 will not elabo-
rate on its language features.

OBJECT PASCAL
Object Pascal is Apples second object-oriented extension
of Pascal. (The first. Clascal. was only for the Lisa Office
System and thus is no longer supported by Apple.) The
syntax for Object Pascal was jointly designed by Apple s
Clascal team and Niklaus Wirth. the designer of Pascal.
who was invited to Apple's Cupertino headquarters speci-
Neatly for this project. In addition to implementing Ob
iect Pascal on the Mac. Apple has put the Object Pascal
specification in the public domain and encouraged others
to implement compilers and interpreters for it, Several
such developments are under way

Object Pascal implements classes as an extension of

Kurt L Schmucker. director of educational services for Productivity
Products Inteniational (Severna Park Mall.HOR Block Office. 575
Richie Hwhway, Smerna Park, MD 21146). teaches seminars on
object-oriented programming Kurt has writteN three books on coM-
puter science. including the forthcomuw Object-oriented Program-
ming for the Macintosh (Hawden. 1 986).

162 AUGUST 1986 • 8



Pascal's RECORD structure. In Pascal, records have only
data as their component fields, but in Object Pascal. ob-
ject types (as classes are called in Object Pascal) have data
fields (instance variables} and method fields Messages are
sent using the same syntactic construct used in ordinary

Table 1: Summary of object-oriented languages.

Pascal for field quallfication-the period.
Thus, in Object Pascal. accessing an instance variable

and accessing a method (that is sending a message} are
accomplished with the same syntax.

New classes are defined using one new compiler key-

t

2///dpo0

1

Co
Developer tpple Apple Knya Exper Productivry Apple Coral

mputer Computer Systems Telligence Products Com puter Software

Base language None Pascal FORTH LISP C 68000 Logo &
assem bler Commor,Lisp

Current version. 02 10 15 2.0 3.1 10 10

Toolbox access es, but Yes Yes Yes Yes Yes Yes
AffhcuH

Supports 128K ROM No Yes Yes Yes Yes Yes Yes

Instance variables and Yes Yes Yes Yes Yes Yes Yes

inmance methods

Class variables Yes No No Yes Yes, but No Yes

cannot be
inherited

Class methods Yes No NO Yes Yes No Yes

Multiple inheritance No No No No No No Yes

Unique instance methods NO No No No NO NO Yes

Number of classes in .pprox Approx Approx Approx Approx. Approx. Approx.
class library 300 30 40 45 in 25 30 30

Expereaste

MacApp access Yes Yes Planned Planned Planned Yes Planned

Greatest strength compatible simplicity speed object- portability speed uniform

with other of design oriented to other treatment of

Smalltalks features. machines oblects
library size3

Greatest weakness speed limited "unusual' LISP still not a limited longer
object- syntax of an native object- learning

oriented FORTH 'lunusuar compiler oriented time for
concepts language concepts experienced
(no class (no class obect-
methods) methods) oriented

pmgemmers

Other requires supported numerous (note: not - (note: not (note. not
1000K of by Apple user groups. shipping shipping shipping
RAM for Computer bimonthly at press at press at press
serious newsletter time) time) time)
work
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word. OBJECT. The basic schema is

TYPE

ClassName = OBJECT (SuperclassName)
< instance variable declarations >

< method header definitions >
END,

where < > denote optional portions of this schema.
Methods are defined as ordinary Pascal procedures or
functions that have been qualified with the name of the
class:

PROCEDURE ClassName.ProcedureName(argumentList),
BEGIN

END,

Object Pascal is a "bare bones" object-oriented lan-
guage. It makes no provision for class methods. class van-
ables, multiple inheritance, or metaclasses These concepts
were specifically excluded in an attempt to streamline the
learning curve encountered by most novice object-
oriented programmers.

The Obiect Pascal class library is MacApp.

NEON

The language Neon is, depending on your programming-
language point of view, either an obiect-oriented exten-
sion to the FORTH language or an incisive and efficient
implementation of Smalltalk as a threaded interpreted lan-
guage. Regardless of which view you take, Neon is a re-
markably concise language that nicely bridges the gap be-
tween the oblect-oriented languages (6 la Smalltalk) and
the threaded languages (A la FORTH). Neon was developed
by Kriya Systems expressly for the Mac and was first
shipped in 1984.

The basic Neon syntax shows its strong FORTH heritage
From the point of view of most of the other languages
discussed in this article. Neons syntax is backward flo
be fair, many programmers consider the Smalltalk syntax,
which has the object precede the message to be back-
ward compared to the procedure call used in most lan-
guages, so perhaps Neon, with the message preceding
the object, is one of the few object-oriented languages
to get it right!)

New classes and methods are defined using special
Neon compiler w'ords that delimit class definitions
( CLASS and ;CLASS) and method definitions (:M and ;M).
The basic schemas are

CLASS ClassName <Super SuperCIassName < n Indexed>
<instance variable names >

< method definitions >
,CLASS

and

M Selector: < { named arguments \ beal variables - results } >
< method body >

M

where < > denote optional portions of these schemas
One of the most useful features of Neon is the provi-

sion for both named arguments and local variables in
methods. Named arguments let you associate a name with
the arguments placed on the stack prior to the invoca-
tion of the method and then simply refer to these argu-
ments by name when you need them in the body of the
method. Local variables let you declare and use temporary
variables in the method body Both features simplify the
use of Neon compared to the complex stack manipula-
tions often required in FORTH

Neon allows you to choose between the efficiency of
static binding and the flexibility of dynamic binding (called
early bi'Mding and late binding in the Neon manual) on a
message-by-message basis. Early binding will resolve at
compile time a message sent to a given object into an
invocation of a particular method in a particular class: late
binding will leave this resolution until run time. The
compile-time determination is made based on the de-
clared classes for the reference variables. (Thus, Neon is
like Object Pascal, which allows a reference variable to be
declared of a certain class. and unlike Smalltalk, in which

all object references are equal.) The Neon line Get mylnt
will send the Get: message to the object referred to by
mylnt with the resolution of that message determined at
compile time by the declared class of mylnt. The line Get:
[ mylnt ] will send the Get: message to the obiect referred
to by mylnt, with the resolution of that message deter-
mined at run time by the runtmeclass of mylnt late bind-
ing can be used with any construct that generates an ob-
ject reference. such as Get [ i at: myArray ] to send the
message Get: to the oblect referred to by the ith element
of the array object myArray. with the resolution of that
message determined at run time by the run-time class of
the object stored at that element in the array

The basic approach of the current Neon class library-
unlike that of MacApp. which provides a completely func-
tional application framework-is to lift" the 'lbolbox data
types to the level of classes. Accordingly Neon has classes
like Point, Window, Dialog, and Event, which provide a
more functional set of building blocks than do the basic
Toolbox data types and procedures for the Pascal or C

Table 2: A comparison 01 the Switax of each language.
The message, msg. with argument. arg. is sent to the
object referenced by obj.
Syntax Language

obl nnsg arg Smalltalk

obj msg(arg) Obiect Pascal

arg nisg ob] Neon

(obi 'rnsg <arp) ExperCommonLISP

[04 msg arg] Objective C
MOVE W arg(46*(SP) Object Assembler
MOVE.L obj{Ae),MSP)
Metheall rnsg

tell ·obj [msg 'arg] ObJect Logo
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programmer, but not quite the type of building blocks that
the MacApp classes provide for the Object Pascal
programmer.

EXPERCOMMONUSP
The language ExperCommonLISP is one of the most com-
prehensive object-oriented languages for the Macintosh
in that it implements all of the features of object-oriented
languages (except unique instance methods). provides a
set of classes that mirror the bolbox data types. and. with
the next release. will provide MacApp access. Exper-
Common!]SP was deveioped by Expefti}igence expressly
for the Mac. It was derived from the ExperLISP product
available for the Mac since early 1985.

ExperCommonUSP syntax shows its strong LISP
heritage: Message sending. setting object reference varp
ables, accessing instance variables, and other object-
oriented programming language features are accom-
plished with list functions.

(setq Triangle (send Object 'subdass)) defines a new
subclass of Object named Triangle, by sending the
message subclass to the Object class. (setq tril (send
Triangle 'New)) instantiates a new instance ot the Triangle
class and stores a reference to this new instance in the
variable tril. (send tril height) sends the message height
to the object referenced by tri 1.

Actually the definition of a new class in ExperCom-
monLISP can be much more detailed than this simple ex-
arnple shows. The full classdefinition schema includes pro
visions for instance and class variables and instance and
dass methods.

Note: LISP users will observe that this schema uses
terms like arg_lists rather than the traditional lambda-
list style common to LISP The lists are written here in a
nonrigorous, informal notation. This is to make this ex-
planation of ExperCommonLISP more understandable to
those who do not have a reading knowledge of LISP
(setq Newelass(CLASS (superclass, superclass...superclass,)

(IVS (ivx)(Ivl).· OVJ)
(Methods (method,(arg-list)(body))

(method.(arg_list)(body))

(method.(arg_list>(body)))
(CVS (Ni)(iv.)...OVO)
(Metamethods(method,(arg_list)(body))

(method,(arg_J[st)(body))

(method larg. Ust)(body))))

where

• 1VS is a keyword for the instance-Variable-definition
clause. Each portion of that clause names an instance vari-
able and provides its initial va}ue and attributes.
• Methods is a keyword for the method-definition clause.
Each portion of that clause defines a message its argu-
ment list. and the method that will be invoked when that

Perhaps the greatest
strength of Objective-C is
that it is available on a

large number of machines.

message is received by an Instance of this class
• CVS isa keyword for the class-variable-definition clause.
Like the instance=variable-definition clause each portion
of the CVS clause names an class variable and provides
its initial value and attributes.

• Metamethods is a keyword for the class·-method-
definition clause. Each portion of that clause defines a
class message its argument list. and the class method that
will be invoked when that message is received by the class
object,

Even this detailed schema does not present a full plc-
ture of the facilities in ExperCommonUSP. As one exam-
pie of a capability in ExperCommonLISP that is not ex-
hibited by this schema and is not present in any of the
other objecteriented languages discussed in this article.
consider the more detailed format of the following
instance-variable-definition clause: OVS (instance-variable,
-definition) (instance-variablerdefinition)...(instance-
variable.-definition)) where an instance-variable definition
has the form (< instance-variable·name> < default-
value-form >< set>< get >).

The keywords get and set specify whether the ihstance
variable can be accessed from outside the object. if the
keyword get is used, the variable can be read from out-
side; if the keyword set js used, the variable can be writ-
ten. Thus. the degree of encapsulation can be set on a
dass·by<tass basis, and within a class on an instance
variablety-instance·*ariable basis. This is a much more
flexible middle ground between the unrestricted access
provided by Object Pascal and the total lack of access pro
vided by Smalltalk.

The ExperCommonLISP class library includes a set of
classes that 'lift up" the Toolbox data types to the level
of obiects as well as the MacApp classes: As with Small-
talk Neon. and Object Logo. this MacApp access is
achieved by a reimplementation of the MacApp class func-
tionality by Expeffelligence.

OBIECTIVE-C

Objective€ brings the basic notions of object*oriented
programming to the C language in a manner that is
machine-independent. This is accomplished by a compiler
that accepts Oblective-C source code and outputs an
equivalent C source code. The resulting C source code
can then be compiled for execution on the target machine
This has resulted in a language that can (and does) exist
on both the IBM PC and the VAX-1 1/780 and on many
machines in between. Objective-C was developed by

BYTE . AUGUST 1986 165



Productivity Products International (PPI) and first shipped
in 1983.

The Oblective-C language is a strict superset of the C
language. The objectalented extensions are achieved by
adding a new expression type to the C language. the me
sage expression. Syntactically this message expression
is delimited by brackets (see table 21. The message ex-
pression brackets can be distinguished from the standard-
array subscripting brackets used in ordinary C by context.
The internal message syntax is similar to that of Smalltalk
it even follows Smalltalk's syntax for keyword messages.
This new expression type exists on an equal level with all
C expressions. The result is that an Objective-C statement
message expression can be used anywhere that an ex-
pression can be used in C A sample statement that shows
the resulting flexibility is: [Point x: foo( )+7 y: [box topl]
1n this statement, the keyword message x:y: is being sent
to the Point class. The first argument (of the x: portion)
Is the result of a function call and an addition ( foo( )+7).
The second argument (of the y: portion) is the result of
sending the message top to the object referred lo by box

New classes are defined in a special class-description
file of the following form

= ClassName SuperCIassName (Phylatist) { Instance Variable Dedaralions }
+ ClassMethodName { Method Implementation}
- instanceMethodName { Method Implementation}

Only one class may be defined in any such file. although
the number of class-method definitions and instance-

method definitions may vary.
One object-oriented programming concept that is

unique to Objective-C is pAula. Phyla in Objective-C are
groups of classes, iust as phyla in biology are higher-order
organizations than the biological notion of a class. When
you indicate that a new class belongs to a particular
phylum. you are stating that this class will often be used
together with the other classes in that phylum. When the
Objective-C source code is compiled. this information is
used to generate a more efficient method table structure,

The Objective€ class library consists of some 25 classes
that implement collection classes, basic geometric notions.
and standard data structures-all in a machine-independent
way The fact that the Objective-C language is available
on a large number of machines and that its class library
is machine-independent is perhaps its greatest strength
Productivity Products International coined the term
"software-IC" to describe such a machine-independent
class, although the term is now used to describe any well-
designed class (The concept of a software-IC has been
described in -Software-]Cs- by Lamar Ledbetter and Brad
Cox, June 1985 BYTE 1

OBJECT ASSEMBLER
Object Assembler is a set of macros for the Motorola
68000 assembly language that provides easy access to
the MacApp ciass library and to class-definition facilities.
It is built on top of the macro assembly language provided

by the Macintosh Programmer's Workshop assembler. Ob-
jed Assembler was developed by Apple expressly for the
Macintosh and it will be officially shipped late in [986

The Obiect Assembler macros let you define new
classes. define method bodies instantiate oblects, easily
reference instance variables by name and invoke methods
including inherited ones. A few examples will demonstrate
the use of these Obiect Assembler macros. The basic
schema for defining a new class in Object Assembler. for
example, is

MACRO
ObjectDef 8TypeName,&Heritage,&FieldLIst,&MethodLIst

and an example of the use of this macro is·

ObjectDef Shape,Object. \
((boundRed,8), \
(borde(Thickness,2). \
(color.2)), \
((Draw). \
(MoveBy). \
(Stretch))

Object[)ef Arc,Shape \
((startAngle. 2). \
(arcAngle,2)), \
((DrawOVERRIDE). \
(GetArea)
(SetArcAngle))

(The backslash is required by the assembler when con-
tinuing a statement from one line to the next.1

Let me demonstrate defining a method and referenc-
ing an instance variable by name with some examples.

Defining a method:

Schema

MACHO
&ProcName ProcMethOf &TypeName

MACRO
EndMethod

Example

Draw ProcMethOf Arc
< code>

End Method

Accessing an instance variable·

Schema
MACRO

OblectWith 8TypeName

MACAO

EndObjectW,th

Example:

Objectg,th Arc
MOVE L startAngle(Al), - (SP)
PEA boundRed(Al)
EndObjectWith

In this example of accessing an instance variable Al
must already be loaded with an arc object reference The
ObjedWith macro simply qualifies startAngle and bound-
Rect for you Note that the ProcMethOf (and the corre-
sponding FuncMethOf) macros automatically invoke the
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ObjectWith macro with the given class. making references
to the instance variables of that class easy.

In terms of its obiect-oriented semantics, Object Assem-
bler is just like Obiect Pascal. MacApp access is provided,
as ]s access to any class implemented In Object Pascal.
It also is possible to subclass Oblect Assembler classes
In Object PascaL No easy access is possible to ciasses im
plemented in other languages,

OBJECT LOGO
Object Logo is the most unusual oblect©riented language
for the Macintosh because it is implemented as a class-
tess language-an object-oriented language in which there
is no firm distinction between an Instance object and a
factory object (a class) that makes those instances. Ob-
lect Logo was developed by Coral Software Corporation
expressly for the Mac, and it is scheduled to be shipped
in the summer of ]986.

In designing a language that has no distinction between
classes and instances. Coral Softwares programmers left
out a concept that is commonly used in the implementa-
tion of object-oriented languages. Classes, after all. are
really an implementation convenience-a way of econo-
mizing on the amounts of memory required to write
objectoriented programs. From Coral's point of view. the
conceptual issues in using an object-oriented language are
more important than implementation efficiency concerns.
By removing the class "artifact," Coral has designed a lan-
guage in which all objects are treated uniformly which it
believes is easier to learn than traditional obiect-oriented
languages.

There are a number of technical consequences of this
philosophical decision to remove distinctions between
classes and objects. In Object Logo. objects can be given
instance variables and methods Lon the fly" during an in-
teractive session. You could, for example create an ob
ject give it two instance variables, then define a couple
of methods, use those methods. clone the object (j.e. copy
atl relevant object information). add some instifice variabes.
remove sonic methods. and then clone the oblect. in terms of
the vocabulary ] have developed up to this point, you have
created an instance (from no template}, redefined the
structure of an instance while it existed, added new
methods while k existed, and then used it as a factory
to produce a new instance just like itself-all notions that
don't make sense with the traditional obiect-oriented
vocabulary The problem isn't with the vocabulary The
problem is that many of the notions of object-oriented
programming that we have spent so long acquiring just
don't apply to Object Logo as well as they do to other
languages. Consequently, Object Logo is somewhat harder
to learn than the other objectoriented languages de-
scribed in this article if you are already familiar with other
object-oriented languages. Object Logo requires that you
unleam some concepts about object-oriented program-
ming and learn some new ones that don't fit in with your
conceptual model of how objects, classes, messages. and
methods interrelate. For example Object Logo is the only
language described in this article that provides for unique

instance methods-methods not associated with a data
structure shared among objects with a similar format, but
rather methods directly attached" to oblects, In Object
Logo such a concept is natural: in the other languages
discussed here. it is most unusual.

Because conceptual simplicity was one of the major
goals in the design of Object Logo. Object logo adds only
a few new primitives to the Logo language.

KINDOF anObject creates a new object which inherits
from anObiect -fALKTO anObject makes anObject the
current object." {At any time during the execution of an

Object Logo interactive session, there is exactly ore cur-
rent object. All references to variables and procedures are
resolved in the context of this current object.) HAVE word
thing adds the instance variable word to the current ob-
lea. The initial value of word, in the context of the cur-
rent object. is thing. HOWTO procedureName adds the
method procedureName to the current object. USUAL
invokes the inherited method. {This is essentially equiva-
lent to the Object Pascal INHERITED and to sending meg
sages to super in Smalltalk.} And TELL anObject Instruc-
tionList executes a list of instructions in the context of

anObject without making anObject,
Object Logo is one of the few languages in this article

that implements multiple inheritance. In Object Logo, a
subdass can invoke all methods for a messaje common
to its immediate ancestors. This style differs considerably
from that of Smalltalk. (For legal reasons. the version of
Smalltalk for the Mac does not have multiple inheritance.
This is the only major technical difference with other
Smalltalk implementations)

At the time of this writing, no comprehensive listing of
the Object Logo class library was available However. the
plans for Object Logo class library include a complete re-
implementation of the MacApp classes using their Logo
primitives for accessing the Toolbox. Like Neon and Exper-
Common LISR this reimplementation will produce a
semantically similar set of classes so that the MacApp pro-
grammer could move from Object Pascal or Neon to Ob-
lect Logo with very little-additional training about the
MacApp class library

PROGRAMMING WITH A MAC OBHECT·ORIENTED
LANGUAGE

Objectatented languages for the Macintosh can be
divided into two sets-those that have interactive inter-
preters and those that don't. The languages with inter-
active interpreters-Smalltalk, Neon, ExperCommonLISR
and Object L;ogo-have self-contained development en-
vironments consisting of a text editor, an interpreter. a
compiler {sometimes). and other application building
tools. These development environments are generally in
accordance with the Macintosh User Interface Standard.
New classes are developed Interactively with reasonably
functional debugging facilities. When debugged. the new
classes are loaded into a working image that then can be
saved in a snapshot. Many such snapshots can be saved
on disk, each representing a different development effort,
a different project, and so on. Classes are used as incre-
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mental building blocks· As soon asa new class is defined,
it is available for use. The results of developments in dif
ferent images can be combined in a single image, usually
by recompiling the source code versions of the new
classes and methods None of these languages can use
procedures written in standard languages like Pascal or
C or classes written in other object-oriented languages
with the exception of ExperCommonLISR which can ac-
cess Pascal and C procedures.

En the languages that do not currently have interactive
interpreters on the Macintosh-Object Pascal, Object
Assembler, and Objective€-classes are developed first
(using a standard text editorl and compiled with the ap-

propriate compilers. Then a main program using these
classes is written. compiled, and linked with the classes.
All of these languages can access procedures and func-
tions written in either Pascal, C. or assembly language.

Most of these languages. whether compiled or inter-
preted, contain all the facilities to construct a stand-alone
Macintosh application. For example, they have special
routines to construct menus and to link the choice of a
particular menu item with the execution of a certain
method. Each of these oblect-oriented languages has its
particular strengths and weaknesses as an implementa
tion language depending on your application and back-
ground. m
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CommonLoops

Merging Lisp and Object-Oriented Programming
Daniel G. Bobrow, Kenneth Kahn, Gregor Kiczales,

Larry Masinter, Mark Stefik, and Frank Zdybel
Xerox Palo Alto Research Center

Palo Alto, California 94304

CommonLoops blends object-oriented programming
smoothly and tightly with the procedure-oriented1
design of Lisp. Functions and methods are combined
m a more generat abstraction Message passing is
invoked ula normal Lisp function call Methods are
viewed as partial deseriptions of procedures Lisp data
types are integrated with object classes. With these
integrations, it is easy to incrementally moue a program
between the procedure and object-oriented styles.

one of the most important properties of CommonLoops
is its extensiue use of meta-objects We discuss three
kinds of meta-objects: objects for classes, objects for
methods, and objects for discruninators. We argue that
these meta-oblects make practical both efficient
implementation and experimentation with new ideas
for object-oriented programming.

CommonLoops' small kernel Ls powerful enough to
implement the major object-oriented systems in use
today.

Introduction

Over the last decade many systems have been wri tten
that add objects to Lisp (e.g., Flavors, Loops,
ObjectLisp.) Each of these has attracted a group of
users that recognize the benefits of message sending
and specialization and have endorsed an

object-oriented style. The object languages in these
systems have been embedded in Lisp with different
degreesof integration.

Lisp continues to be an important and powerful
language for symbol manipulation and is widely used
for programming in artificial intelligence
applications. One of Lisp's interesting strengths is its
ability to absorb other languages, that is, its use as a
base for implementing experimental languages.

Permission to copy without fee ali or part of this material is granted provided
thal the copies are not made or distnbuted fur direct commercial advantage,
the ACM copynght notice and the title of rhe publicallon and its date appear.
and notice is given that copying is by permission of the Association for
Computing Machinery. To copy otherwise, or to republish, requires a fee and/
Or specific permasion.

© [986 ACM 0-89791-204-7/86/0900-00:7 75¢

Within the procedure-oriented paradigm, Lisp
provides an important approach for factoring
program that is different from common practice in
object-oriented programming. In this paper we
present the linguistic mechanisms that we have
developed for integrating these styles. We argue that
the unification results in something greater than the
sum of the parts, that is, that the mechanisms needed
for integrating object-oriented and procedure-oriented
approaches give CommonLoops surprising strength.

We describe a smooth integration of these ideas that
can work efficiently in Lisp systems implemented on a
wide variety of machines. We chose the Common Lisp
dialect as a base on which to build CommonLoops (a
Common Lisp Object-Oriented Programming System).
because Common Lisp is supported on almost all
commercial Lisp workstations. A portable
implementation of CommonLoops is available and is
being used in many Common Lisp implementations.

With respect to Lisp, CommonLoops has tried to
satisfy a number of different, sometimes conflicting
goals:

Compatibility: CommonLoops is compatible with
Lisp's functional programming style. Message
sending uses the same syntax as function call. Method
definition is an extension of Lisp function definition.
This is described in section I. Object space Ls defined
as a natural extension of the Common Lisp type space.
This is described in section II. Integrated syntax and
type spaces allow incremental conversion of programs
from a functional to an object-oriented style.

Powerful base: CommonLoops is r[ch enough for
building interesting applications without the need for
higher level object languages. It also provides several
desirable extensions to object-oriented programming
Method lookup can be based on the class of more than
one argument (a "multi-method"). Behavior for an
individual object can be specified.

Portability: CommonLoops provides a small kernel
that is easy to integrate into Common Lisp
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implementations. CommonLoops is currently running
in five different implementations of Common Lisp.

Flexibility: CommonLoops can be used 1,0 implement
the major object languages in use today (e.g., Flavors,
Smalltalk and Loops) as well as new languages like
ObjectLisp. CommonLoops supports intercallability
among objects from these different languages. The use
of meta-objects in CommonLoops supports variations
in object representation, method syntax, combination
and optimization. This makes CommonLoops
open-ended enough to support research and
experimentation with future object and knowledge
representation languages, while providing a base for
standardization.

Efficiency: Using proven software techniques,
described in section III, CommonLoops can run
efficiently without special hardware support. This is
important because Common Lisp runs on a wide
variety of hardware bases.

I. Methods and Functions

In Lisp, functions are applied to, arguments. The code
that is run is determined only by the name of the
function. The lisp form

(foo a b)

can be interpreted in terms of a function calling
primitive, f uncallas:

(funcall (function-specified-by 'foo).
a b).

In object-oriented systems one "sends messages" to
objects. The code that is run is determined by both the
name of the message and the type (class) of the object.
Methods defined for a particular selector are
associated with a class. In the next section we will
indicate how we merge the ideas of Lisp datatypes and
object classes. The following message using selector
sel:

(send a 'sel b)

can be interpreted as the function call:

(funcall
(method-specified-by 'sel (type-of a)>
a b).

The collection of all methods defined for se 1 define the

"generic" function for that selector. Which method is
run when a generic function is invoked is determined
by the type of the first argument. Thus a method is a
partial description of a generic function restricted to
objects of a particular type. With this understanding of

method invocation, we cari reinterpret all standard
Lisp calls:

(foo a b)

as meaning

(funcall
(method-specified-by 'foo (type-of a))
a b).

if there is a method defined for foo and (type-of
a}. Borne of the ideas described here were

independently invented and implemented in New
Flavors [MoonKeene86]. Because of their similarity,
we will contrast CommonLoops with New Flavors
where appropriate. We adapted their term. generic
function, to describe the collection of methods for a
selector,

A method for move applicable only when the first
argument is of type blockis defined in CommonLoops
as follows:

(defmeth move ((obj block) x y)
<cocie for moving a block>1

The code for this method is added to the generic
function for move, and is invoked for objects of type
block, or any subtype. If there was an existing
method for the same selector and type, defmeth
replaces that method. To invoke this method, one
simply writes:

(move blockl x-pos y-pos)

Given that blockl is of type block, the code above
will be invoked. Other methods for move could be

defined for first argument being a window, a sketch,
etc. 1 f more than one method is applicable (because of
subclassing), the most specific method is used.

Default Methods

If one uses the defmeth form without specifying any
type as in:

(defmeth move (thing x y)

this code is run when no more specific method of the
generic function for move is applicable. When only
such a default method is supplied. it is like defining an
ordinary Lisp function. There is no speed penalty for
using such default methods instead of functions.

The difference between defining a default method and
defining an ordinary Lisp function is that the latter is
not allowed to be augmented by specialized method
definitions. This protects users from inadvertently
overriding or specializing predefined functions where
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perhaps special compilation optimizations have been
used. For example, in most Lisp implementations
calls to the primitives car. cdr, and cons are
compiled specially for efficiency. Specializing these
functions could either have disastrous effect on system
efficiency, or no effect on previously compiled code.

However, it is often useful to be able to define methods

which specialize existing Lisp functions. To make the
Lisp function print specializable, one uses:

(make-specializable'print
'(thing stream))

This declares that the pre-existing lisp function print
is to become the default method for the generic
function. and that additional methods can be added.

Multi-Methods

CommonLoops extends Lisp's function call even
further. It allows the method to be specified in terms
of the types of any number of arguments to the form.

Itinterprets the form:

(foo a b)

as

(funcall
(method-specified-by 'foo

(type-of a)
(type-of b))

a b).

Thus, unlike most other object-oriented schemes,
CommonLoops allows method-lookup to be based on
more thatthe class of the firstargument. For example,

(defmeth insidep
((w window) (x integer) (y integer))

)

defines the method for insidep when the first
argument is a window and the second and third
arguments are integers.

For any set of arguments, there may be several
methods whose type specifications match. The most
specific applicable method is called. Method

specificity is determined by the specificity of the
leftmost type specifiers which differ. However, as
discussed below, other regimes can be implemented
usingthe meta-objects facility.

Method and Discriminator Objects

In CommonLoops all the data-structures used to
implement the system are objects. In particular,
defining a method creates three objects, the method.
the discrunit,ator and the discriminating-function.

discriminating function

code to choose

applicable
method

discriminator object
(may update existing one)

name of selector MOVE

list of methods ( . 1 -)

method object
i/

name of selector MOVE

type specifiers (block)

method code <code>

Figure 1: These three objects are used for interpretation
ofacall. The discriminating function As the code object
that selects the method to be called. The discrumnator

object describes the generic function and Es used to
construel the discriminating function. It uses the

unformation in the method object; the method object is
also used En the compdation of the code for the specific
method.

The method object represents the method being
defined. The method object contains the
type-specifiers and the code for the method. The
discriminator object contains a list of all the methods
defined on a particular selector. Hence, it describes
the generic function. Together, the discriminator and
all of its methods produce the discriminating function.

a piece of Lisp code which is called when the selector is
invoked to determine which method to call. Because

the method-lookup and calling mechanisms are under
control of the discriminator and method objects,
specialized method-lookup and method-combination
mechanisms can be implemented by defining new
classes of discriminators and methods which specialize
parts of the method-lookup protocol.

One such special class are methods which are
specialized to individuals. By this we mean that some
methods are applicable only if called with a specific
object as argument. For example, this would allow a
special-case for a connection to a particular host on a
network for some period of time when special
rerouting needs to be done. Standard protocol makes a
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method applicable to an individual more specific than
any method just specified on types.

Method Combination

Frequently, when one specializes behavior for a given
class of object, the desire is to add only a little behavior
to the methods of the super-classes.

The primary mechanism for method combination in
CommonLoops is run-super which is defined to run
the most specific method matching the arguments of
the current method that is more general than the
method in which the ru n-super occurs. If there is no
such method an error is signaled.

For example,
(defmeth move

((w bounded-window)
(x integer)
(y integer))

(cond ((in-bounds-p w x y)
(run-super))

(t ... : ; move to closest point inside

(run-super))))

defines a method which specializes the move method
on window so that it a[ways moves in bounds.

The run-super is essentially the mechanism of
method combination found in Smalltalk. Loops.
Director and Object-Lisp. It is both powerful and
simple. It allows arbitrary combination of inherited
code with current code using Lisp as the combination
language.

Sometimes it is more useful to have a declarative

means of specifying method combination. In Flavors,
for example, before and a f te r parts can be specified
for any method, and these will be run before and after
any directly specialized method without requiring any
statement in the specialized method. Before and
after parts can be attached any place in the
inheritance chain, and are combined in a single
method at definition time. In CommonLoops we
implement this feature using a special discriminator
object that indexes these parts and does the method

combination, We have implemented in CommonLoops
the interface for user defined method combination

specified for New Flavors.

Method and discriminator objects are used to
implement both run-super and the user defined
method combination mechanism. ThEs provides the
flexibility of choosing either of the standard kinds of
combination in use today. In addition, the existence of
these meta-objects allows experimentation with other
kinds of combination and invocation. We are

currently looking at integrating logic programming
into the CommonLoops framework. Logic
programming requires specialized method and
discriminator objects to combine method clauses using
backtracking search.

Processing of method code

The code that implements a method is interpreted and
compiled in a context in which the method object is
available. The method can use information from the

type-specifiers to optimize parts of the method body. or
to provide special syntax within the body of the
method to access the slots of arguments to the method.
Because this processing is done using a defined
protocol of messages to the method object, it can be
extended by users.

II. Defining Classes

CommonLoops uses defs t ruct to define its classes,
extending the syntax of the construct found in
Common Lisp fordefiningcomposite structures.

(defstruct position
(x-coord 0)
(y-coord 0))

defines a class named pos ition, and specifies that
instances of that class should have two slots,
x-coord and y-coord, each initialized to 0. As a
side effect of defining this structure, defstruct also
defines a function to make instances of type
position, and functions position-x-coord and
position-y-coordto access the slots of an instance.
An updating form using setf and these access
functions is used to change the values in the slots, e.g.:

(setf (position-x-coord i-1) 13)

In addition, defstruct can define an extension of
apreviously defined class.

(defstruct (3d-position
(:include position))

(z-coord 0))

The new structure is a subclass of the old. and includes
all of its slots and may add slots of its own. Thus
3d-position has slots x-coord, y-coord, and
z-coord, and inherits all methods defined on
position,
Aleta-classes

In CommonLoops, as in Smalltalk, classes are
themselves instances of other classes. These special
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classes are- known as meta-classes. The figure below
indicates the relationships of the classes defined
above, and their meta-class structure-cl ass.

Class: 3
4.- STRUCTURE-CLASS ---5

ON j

instance of: instance -4
pl 30-POSITION

metaclass *:;:NZ

Figure 2 Three different retatzons are illustrated in
this diagram. 3d-position and marked·position are
both subclasses of posttion, and inherit its structure
and behavior. pl ts an I nstance of Bd-position, the three
position classes are instances of structure-class. We
call structure-class the "meta-class"ofpl, since Et is the
class of its class.

Meta-classes control the behavior of the class as a
whole, and the class-relate'd behavior of the instances
such asinitialization, as do Smalltalk meta-classes. In

Flavors, the Flavors themselves are not instances of
any Flavor, and hence their behavior is uni form.

In CommonLoops, meta-classes have important
additional roles. A meta-class controls the

interpretation of the defstruct form; it also controls the
representation of instances of the class; it specifies the
order of inheritance for classes; finally, it controls
allocation and access to instance slots.

Interpreting the Defstruct Form

Because some meta-classes need to provide defstruct
optiohs not provided by other meta-classes,
CommonLoops separates the interpretation of the
defstruct form into two parts. In the first part, the
defstruct is checked to make sure it conforms to basic
defstruct syntax and the meta-class is determined

Class:

< POSITION

Class:

<< <3[)- POSITIO/ 4 MARKED-POSITI

sub-class

by looking for a :class option. Then
expand-def struct is called on the meta-class and
the defstruct form. This allows the meta-class to
process the de fstruct form and interpret the options
as it chooses.

Repr sentation ofObjects

Meta-classes control the representation of instances.
Consider the following definitionsofthe class position:

(defstruct (position
(:class structure-clas-s))

(x-coord 0)
ty-coord 0))

(defstruct (position (:class class))
(x-coord 0)
(y-coord 0))

In the first definition, the structure-class
meta-class is specified, An instance of position created
using this definition will be represented as a linear
block of storage with two data items. This very
efficient in space. The second definition specifies the
meta-class c l ass which causes the instances to be
represented in a more flexible way, with a level of
indirection between a header and the storage for the
data. This allows such an instance to track any
changes in its class (adding or deleting intance
variables) without users of the instance needing to do
anything to update the instance. Automatic updating
occurs when access to slots is requested. The instance
can even change its class, and invisibly update its
structure. Because the meta-class is responsible for
the implementation of the instance, it is also
responsible for access to slots of the instance. We
return to this below.

Multiple inheritance

Manymeta-classes allow multiple inheritance, -These
meta-classes extend the syntax of the :include
defstruct option to allow a list of included classes. For
example,

(defstruct
(titled-window

(:include (window titled-thing))))

defines a new-class,titled-window, which includes
both window and titled-thing as -super-classes.
Under control of the meta-class, the new class will
inherit slots from the super.classes. Although the
usual inheritance for slots is to take the union of those
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specified in the included-classes, some meta-classes
could signal an error if there were an overlap in
names.

The class being defined is the root of a sub-lattice from
which descriptions are inherited. The specified order
of the included classes determines a local precedence
among the classes. This is used as the basis of the
precedence relation for specificity. The specificity of
classes with respect to this new one is cached in the
class as an ordered list that we call the class
precedence hst.

The meta-class determines the algorithm for
computing the class precedence list from the local
precedences. The algorithm used by the meta-class
cl ass is left to right, depth first up to joins, with the
constraint that the local ordering of any local
precedence list must be maintained. Except for the
last constraint, this is the same as the algorithm used
in Loops. The constraint is violated when a local
precedence list contains Cl before (2, and Cl is
somehow a super of (2. In this case, CommonLoops
signals an error. This algorithm produces the same
ordering as the one used in New Flavors.

for structures of CommonLisp, the built-in types, and
the meta-class class designed to facilitate
exploratory programming [Sheil]. The user can define
a new meta-class to provide other functionality for a
different object system For example, with Gary
Drescher, we have looked at defining a metaclass that
supports ObjectLisp [Drescher] inheritance and
behavior.

Slot-Options in Class

The representation of instances used by c 1 ass allows
tthree additional allocation strategies for slots in
addition to the usual direct allocation of storage in the
instance. These provide facilities that have been
found useful in a number of object systems. In each
case, the user of the class does not need to change the
form of access to change the form of allocation.

A:class allocation specifies that the slot is stored
only in the class; no storage is allocated for it in the
instances. Thus, the slot is shared by all instances of
the structure. Updating the value in one instance is
seen by all. This option provides functionality similar

1

OBJECT NUMBER SEQUENCE SYMBOL

A
ESSENTIAL-CLASS POSITION UST VECTOR

CLASS BUILT-IN-CLASS 30-POSITION

Agure 3. Classes in italies are mstances of built-in-class, all others are Instances of
class. t is the super-class ofeuerything in CommonLoops. It corresponds to the Common
Lisp type specitier of the same name. essential-class 18 a primitive class used to
implement meta-classes. Alt meta-classes have essential-cla,ssasa super-class. It
defines default behavior which alt melaclasses must have.

Initial classes in ColnmonLoops.

Commonfloops uses the flexibility provided by
meta-classes to define classes which correspond to the
primitive Lisp types. These classes are part of the
same class lattice as all other CommonLoops classes.
Thus the Lisp data-type space is included in the
CommonLoops class lattice. This means that methods
can be defined on the Lisp built-in classes as well as on
types defined by defstruct. This is a signi ficant
difference from New Flavors.

As shown in Figure 3, CommonLoops provides several
pre-defined meta-classes which provide functionality

to class variables in Smalltalk and Loops. except that
CommonLoops class variables share the same name
space with instance variables.

A : dyn am i c allocation specifies that storage for this
slot should be allocated in the instance. but only when
the slot is first used. If the first access is a fetch. then
storage is allocated, the default-init form is
evaluated, the value is stored in the slot and returned.
If the first access is a set f, then storage is allocated,
the value is stored in the slot, and returned. This
allows infrequently used slots to have initialization
declarations, but take storage only if needed.
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An allocation option of : none means that the slot
should not exist in this instance. This & used to

override inheritance of slots defined by a super class.

The meta-class c 1 as s also allows objects to have slots
that do not appear in the defstruct declaration. This
gives objects their own property lists: this is analogous
to Flavor's plistmixin flavor. It differs from a

plist-mixin in that there is uniform access to slots
independent of whether they were declared.

III.CommonLoops Implementation

CommonLoops can be implemented efficiently, even
on conventional machines. The most important cases
for time-critical applications are well understood and
have been implemented in several object-oriented
systems.

Method Lookup.

Implementation of method lookup can be specialized
with respect to four cases: where there is only one
method defined for a particular selector, where the
only method has no type specification, where all the
methods have specifiers only on their first argument
and the general ease.

Single Method: In this case there is only one
non-default method defined on the selector. A static
analysis of Loops and Flavors code shows that
approximately 50% of the selectors fall in this
category. In this case the method can be compiled with
a type check to make sure it is applicable. The
method-lookup time is only the time required to check
the types o f the arguments.

Default Method Only: This case is similar to the
single method case except that the method has no type
specifiers at all, so it is always applicable. In this case
there is no type check required. It is implemented as a
if it were defined as a function.

Classical Methods Only: When there are multiple
methods, all of which only have type speei lien on their
first argument the situation is the same as in
Smalltalk and Flavors. We call this "classical" to
stress its equivalence to classical object programming
systems. On stock hardware this can be implemented
using any of the proven method-lookup caching
schemes. The cache can either be a global cache, a
selector-specific cache, a callee cache, or a caller cache.
Variations have been used in Smalltalk-80 systems
[Krasner], Loops, and Flavors. On specialized
hardware this can be implemented using the same

mechanisms as in Fiavors. A default method erin
easily be combined with a set of classical methods,
calling it instead of a standard error.

Multiple Multi-Methods: In the remaining case, a
selector has more than one method, and at least one of'
them has a type specifier on other than the first
argument. A standard case might have type specifiers
for the first two arguments, e.g. where the types for
show could be

(square.display-stream)
(square,print-stream)

(Circle,display-stream)

In our current implementation of multi-method
invocation, we have implemented a straightforward
extension of the caching techniques used for classical
method lookup. We do not have enough experience
with multi-methods to know what other common
patterns should be optimized.

In classical object-oriented programming, this
example could be handled by introducing a second
level of message sending. Instead of having separate
multi-methods for each case, one could (by convention)
write two methods for each case. Thus, the show
message for square would send a sec.ond message to
the stream (show-square-on> that would embed the
type information about square implicitly in the
selector.

Multi method lookup in CommonLoops is faster than
multiple sequential method lookups. The overhead for
doing lookup is the time of an extra function callia call
to the discriminator function .which -ther calls the
chosen method) pius the time of a type check for each
specialized argument.

Slot access and Meta-classes

Slot access can be implemented in a variety of ways.
The meta-class class uses a caching technique
similar to that used in Smalltalk. The meta-class
structure-class, because it does not allow
multiple inheritance, can compile out the slot lookups
in the standard way. Another meta<lass could use the
self-mapping-table technique used in Flavors.

We have also experimented with ways to compile out
the cost of method lookup and slot lookup entirely.
Having meta classes and discriminator objects allows
the specification of special ways of accomplishing a
call to a selector when the types of some the arguments
are known at compile-time. In certain cases the
appropriate method can be determined at

compile-time so that no method lookup need occur at
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run-time. The body of the method can even be
compiled in-line,

Compilation of calls to accessor functions is a common
case where in-line expansion works well. The
resulting code can access the slot directly.
Meta-classes which do this kind of optimization are
useful in production versions of applications where the
time to change a program vs. program execution speed
tradeoffs call be pushed completely towards execution
speed.

Flexibility to use different slot-access or

method-lookup schemes based on the meta-class is afl
important feature of CommonLoops. Efficiency is a
matter of tradeoffs. Object systems without
meta-classes must choose one set of tradeoffs and
implement it as well as possible. Then, users have to
live with it, In CommonLoops, several different sets of
tradeoffs ¢an be implemented as well as allowing users
to choose which set of tradeoffs is appropriate for a
given situation.

IV. CommonLoops and other Systems
In this section we consider several important
object-oriented languages. All of these languages
have been influential in the design of CommonLoops,
and we try to note similarities and differences. A
general overview of features of object languages and
multiparadigm systems can be found in

1 StefikBobrow86]

Loops

Loops [BobrowStefik83] is a multi-paradigm system
for knowledge programming implemented in
Interlisp-D. It is integrated into the interactive
environment provided by Interlisp-D. It also provides
special environmental capabilities, such as class
browsers and object inspectors. The design of
CommonLoops draws on our experience with Loops,
but is a major departure from it.

CommonLoops provides new functionality but also
introduces many minor incompatibilities and lacks
some functionality of Loops as discussed below.
Features of Loops such as composite-objects that are
appropriately implemented in terrns of the

CommonLoops kernel are not discussed. Modifying
Loops to run on top of CommonLoops will require a
substantial programming effort.

Class variables. Loops supports the notion of class
variables that are accessed via special functions.

CommonLoops provides Class variables which provide
nearly equivalent functionality. There are not.

however, different name spaces for instance variables
and class variables as there are in Loops. We now
believe that the advantages for modifiability of a
program outweigh the advantages of multiple name
spaces.

Default values. Loops supports the notion of a default
value which at slot access time finds the default value
in the class or the super classes of the class.
CommonLoops provides init-forms in slot-descriptions
that specify how to compute the default value at
creation time. The essential difference is that in Loops
an instance tracks the slot description until given a
local value while CommonLoops always gives a local
value at creation time. The Loops behavior can be
implemented in CommonLoops using annotated
values as described in the section on open design
questions. In our experience, initial values are
satisfactory for most of the applications of default
values.

Slot properties. In Loops a slot can have named
properties in addition to a value. This provides a
conven i ent way to store more informati on abo ut a
value without interfering with access of the value.
T'his can be supported using annotated values.

Actiue values. In Loops a value can be active, so that
specified functions can be run when a slot containing
an active value is accessed. Common Loops can

provide comparable capabilies, as discussed below in
the section on open design questions.

Smalltalk-80 System

The Smalltalk-80 system [GoldbergRobson] is both an
object-oriented programming language and a
vertically integrated programming environment that
is uniformly object structured. The strength and
importance of the Smalltalk-80 system rests not only
with its object-oriented programming style, but also in
the careful engineering of the set of kernel classes and
their behavior that define the Smalltalk-80 image.

In terms of its provisions for class definition, name
lookup, method discrimination, and method

combination CommonLoops can be viewed as a
superset of Smalltalk-80, with some notable
exceptions:

The Smalltalk-80 virtual machine directly supports
only single superelass inheritance. Nevertheless,
additional inheritance schemes can be implemented
{by changing the manner in which new classes are
defined) and multiple superclass inheritance is
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included as part of the standard Smalltalk-80
environment, It operates substantially the same as in
CommonLoops, except that multiply inherited
methods for the same selector must be redefined at the
common subclass, or else an error will result when the
method is invoked. This Smalltalk-80 feature is
inconvenient for mixin classes that specialize standard
methods as used in Flavors and Loops.

The Sinalltalk.80 multiple inheritance scheme
provides an explicit scheme for method combination:
objects can send messages to themselves in a way that
specifies from which superclass method lookup is to
proceed. This is done by composing the narne of the
superclass with the selector, e,g. an instance of
ReadWriteStream may send itself the message
ReadStream next to indicate that the ReadStream
superclass is-to supply the method. This explicitness
can cause problems because methods build in as
constants information about the class hierarchy,
which may change.

Classes and meta-classes bear the same relationship to
each other and there is some overlap of function in
both systems. However, there are some significant
differences in functionality. Instances ofall Smalltalk
classes (except for the compiled method class) are
realized in terms ofjust three basic implementations:
pointer objects, word objects, and byte objects. The
class de fini tion directly determines which

implementation is to be used. By convention in
Smalltalk each class has a unique meta-class.

In Smalltalk enumerating the instances of a class is
intended to be computationally bearable (just how
bearable depen·{is on implementation dependent
factors, e.g. whether and how virtual memory is
implemented.) As a result, Smalltalk classes can
broadcast to their instances. This makes them

extensional, as well as intensional, characterizations
of sets of objects. Since even integers have a class in
CommonLoops, it is not generally useful to enumerate
all instances of every class. It is straightforward in
CommonLoops to implement a meta-class that allows
a class to keep a list of instances it has created.

In the Smalltalk-80 system, one can find all references
to an most types of objects. It is even possible to
interchange all the references to an object with all the
references to some other object, regardless of their
respective classes. In effect, the two objects exchange
identities. This operation is inexpensive if the object
memory indirects references via an object table, which
is the standard practice. This capability enables,
among other things, cheap re-sizing of instances of

variable length classes.- In CommonLoops, instances
of classes ereated by the meta-class class can easily
modify their contents and class pointers to achieve the
same functionality.

Smalitalk provides class variables, which are shared
by all the instances of a class and its subclasses, and
pool variables, which are shared by all instances of
some set of classes and their subclasses. The effect of
class variables is directly achieved in CommonLoops
through the :allocation class slot option. The effect of
Smalltalk's pool variables can be achieved through the
expedient of defining a common superelass among the
classes to be "pooled", which contributes nothing but a
shared slot.

Smalltalk differs more fundamentally from
CommonLoops in that Smalltalk objects are
encapsulated, and control primitives are based upon
message passing. In Smalltalk, unlike CommonLoops.
only methods of an object can access and update the
state directly (this is not stridtly true, but the
operations provided for breaking encapsulation are
viewed as just that, and used primarily for building
debuggers, viewers ete·). All other methods must send
messages.

Conditionals, iteration, and the like in Smalltalk are
done via message passing, and contexts (stack frames)
are first class objects, CommonLoops relies upon the
Common Lisp control constructs which in general are
special forms and cannot be specialized,

New Flavors

CommonLoops is practically a superset of New
Flavors. CommonLoops and Flavors share the notion
of generic function. In developing CommonLoops we
have included the Flavors mechanism for user-defined
method combination.

The New Flavors algorithm for computing
class-precedence is a refinement of the old Flavors
algorithm which solves problems found in old Flavors,
Loops and earlier versions of CommonLoops. We have
described our equivalent to the New Flavors
algorithm.

To be entirely compatible with New Flavors,
CommonLoops would need to provide some syntactic
support for the mechanisms for defining classes and
methods, Machine dependent support is also
necessary {and easily added) to provide the
performance on microcoded machines.

The important difference between Commontoops and
New Flavors is the existence of meta-objects in
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CommonLoops. Meta objects make CommonLoops
much niore extensible. Meta-objects allow

experimentation with other kinds of object systems.
They allow CommonLoops to treat primitive Lisp
types as classes. Methods can be defined on those
types, and the standard CommonLoops mechanisms
for accessing the slots of a structure can be used to
access the fields of primitive Lisp objects.

Other Object languages

ObjectLisp [Drescher] also integrates objects and Lisp.
Unlike CommonLoops, ObjectLisp distinguishes
fundamentally between Lisp types and ObjectLisp
objects. This means that one cannot define methods on
existing types, Another difference is that Objeclisp
supports only classical methods.

T shares with CommonLoops the common syntax for
message sending and function call, Like ObjectLisp, T
supports only classical methods and there is no
integration of Lisp types with objects. [ReesAdams]

IV. Open design questions

In this section we present some extensions to
CommonLoops which seem attractive, and which
suggest directions for future research.

Complex type specifiers

Extending CommonLoops to handle more complex
type specifiers is attractive. The simplest extension is
to allow logical combinations of the simpler type
specifiers, for example

(or block window)

Another extension would be to allow an arbitrary
predicate to be used. Yet another extension would
allow specification based on the number of arguments.

The problem occurs when there are ambiguities about
which method to use. For example, which ofthe two:

(or block window) (or block house)

is tnore specific with respect to b 1 oc k .

For this reason, we have chosen to disallow method
type-specifiers which cannot be ordered by specificity
in the kernel of CommonLoops. A user who wants to
add such methods to CommonLoops can do so by
defi ning a special method class and using the
method-lookup protocol to specify different

method-lookup rules.

We believe that handling incomplete type specifiers
and the possible resolutions (backtracing, unification,

production system rules) is a fertile area for language
design and research, and perhaps a foundation for a
graceful merger of Lisp, Prolog and production
systems.

Structural versus Procedural Views of Objects

The object-oriented programming community is split
on the issue of whether the specification or interface
description of a class of objects should be strictly
procedural, or whether it should be split into
procedural and structural parts. In the procedural
view an object is defined by its message protocols. As a
matter of principle, programs that interact with an
object should make no assumptions about the internal
representations of the object, A procedural view of a
complex number is defined in terms its response to
messages such as x, y, rho, theta, plus, print etc,
CommonLoops continues the Common Lisp convention
by usually generating access methods for structural
components.

A description which includes a structural description
could include the fact that x, y, rho, and theta are
structural components of a complex number, that is,
these named pieces are intended to have memory-cell
semantics. Notice that the structural description need
not be isomorphic with the implementation structure.
For example, a complex number may be implemented

as a pair x and y, with rho and theta computed.

Those that favor including a structural description
argue that language forms should support this way of
thinking. In CommonLoops, a uni form procedure ref
is available to access structural parts by name, e.g.

Cref some-complex 'theta),
instead requiring the use of an access function for each

(complex-number-theta some-complex).
Use of the ref form allows one to write code that can

iterate through the slots of a structure, for example, as
in a comparison routine. Also, in CommonLoops, the
developmental meta-class supports slots in instances
that are not declared in the class. The ref form

provides a uni form way of accessing both declared and
undeclared slots. The ref form has some advantages
with respect to expressivity.
(ref x y)

is equivalent to the wordier
(funcall

(find-accessor-function
(class-of x)
y}

X y).
A ref form is also generally an appropriate first
argument for self, unlike f uncal 1. because ref is
used with memory-cell semantics.
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A shortcoming with a structural description is that
sometimes one wants procedures to be invoked upon
access to a structural component, A way to achieve
this within the structural framework uses annotated
values as described below.

Annotated Values - Views and Implementations

Access-oriented programming is one of the popular
features ofLoops and several frame languages such as
KEE, UNITS, and STROBE. The merits of this
feature are often confounded with the merits of its
various implementations, In this section, we try to
separate these issues, and indicate alternative
implementations available in CommonLoops.

In access-oriented programming, fetching from or
storing in an object can cause user-defined operations
to be invoked. Procedural annotations (or active

values) associate objects with slots so that methods are
invoked when values are fetched and stored. It is also
useful to associate other information with a slot in
addition to its value. Structural (or property)
annotations associate arbitrary extendible property
lists with a value in an object. Collectively these kinds
of annotations are called annotated values. These
annotations can be installed on slots and can be nested
recursively.

Annotated values reify the notion of storage cell and
are a valuable abstraction for organizing programs.
Structural annotations can be used for in-core

documentation. They are also used for attaching
records for different purposes. For example, such
annotations can record histories of changes,
dependencies on other slots, or degrees of belief.
Procedural annotations can be used as interfaces
between programs that compute and programs that
monitor those computations. For example, they can
represent probes that connect slots in a simulation
program to viewers and gauges in a display program.

Annotated values are conveniently represented as
objects, and must satisfy a number of criteria for
efficiency of operation and non-interference [Stefik].
When multiple annotations are installed on the same
value, the access operations must compose in the same
order as the nesting, Annotated values can be

implemented in different ways that optimize
performance depending on the expected patterns of
Common use.

One implementation of annotated values in
CommonLoops would require the slot-access
primitives of the meta-class cheek whether the value
is an active value object. The active value check can
be made fast if the active value objects are wrapped in

a unique data type. This technique for implementing
active values has been used sucessfully in Loops.
Hardware or microcode support of this fast check
would allow the use of annotated values in ordinary
Lisp structures fe.g. in cons-cells), greatly extending
the utility of this abstraction.

Alternatively, a procedural implementation of
annotated values could be built upon the ability in
CommonLoops to specialize methods with respect to
individuals. For those slots for which a special action
is desired upon access, one can define methods for
those accessors and objects that do the special action.

CommonLoops i.s capable of supporting either
implementation. In addition, we believe that it is
appropriate in Common Loops to provide meta-classes
that can support annotated values according to the
needs of optimization. If active values are to be
attached and detached frequently. checking
dynamically for annotated values may be preferable to
changing the discriminator frequently. If probes are
usually installed only once, then one may prefer the
lower overhead of the procedural implementation. If
access to properties is relatively rare compared with
the access to values, then differentiating property
access at compile-time might be preferred.

It is useful to be able to view a program that uses
annotations in terms of that abstraction, rather than
in implementation terms. The issue of supporting
views of programs is discussed more generally in the
next section.

Programming Environment Support

Programming envi ronme nts must provide
computational support for particular views (or
perspectives) of programs [BobrowStefik861 A view is
said to support a particular programming abstraction
when the elements of the view are in the terminology
of* the abstraction and the operations possible. within
that viewer are those appropriate for the abstraction.

For example, a viewer that supports the view of a
program in terms of annotated values would show
annotated values, not methods or wrappers that make
up their implementation. The installation and nesting
of annotated values are the appropriate actions
available in the viewer.

Another important and popular view of object-oriented
programs is that classes are defined by their slots and
methods. While program listings often show structure
and methods separated, it is useful to view such
programs as organized in terms of classes with aecess
to slot and method descriptions. CommonLoops
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viewers in definition groups [Bobrow] also :provide
access to any multi-method from all of its associated
classes. Thus, CommonLoops supports the classical
view with appropriate extensions,

Views of classes can be organized around semantic
categories, as in the standard Smalltalk-80 browser, or
around a graph of the class inheritance lattice of some
portion of the system, as in Loops, and Commonloops.
In the latter case, certain operations become natural to
perform directly through the lattice browser -- for
example. promoting methods or slots to more general
classes, or changing the inheritance structure.
Changing the name of a slot or selector through a
browser can invoke analysis routines that can find and
change all occurrences of the name in code.

Viewers on CommonLoops also support a procedural
abstraction. For example, they provide static browsers
of program calling structure, where each

discriminator is considered as a single function.
However, through these browsers, one can get access
to individual method definitions from the

corresponding diseriminator.

To provide viable support for programming with an
abstraction, the viewers must be integrated with the
debugging system. For example, to support a view of
program in terms of methods. it should not be
necessary to understand how methods are

implemented or to refer to methods created
automatically by the system. Rather, debugging
should use the same terms that the programmer uses
in wri ti ng the program.

V. Summary and Conclusions

Over the 1 ast ten years many systems have been
written that add object-oriented programming to Lisp
(e.g., Flavors, Loops, Object-LISP.) Each of these has
attracted a group of users that recognize the benefi ts of
message sending and specialization and have endorsed
the object-oriented style. The object-languages in
these systems have been embedded in Lisp with
different degrees of integration.

Interest in object-oriented programming has also been
spurred by work in expert systems. Several

knowledge programming systems (ABE, ART, KEE,
Strobe, UNITS. etc.> have emerged. These systems
have included variations and extensions on

object-oriented programming and tools for creating
knowledge bases in terms of objects. As research
continues, additional knowledge programming

systems will emerge. Each of these will have their
advocates and perhaps their niche in the range of

applications and computer architectures. All of these
systems ean benefit from an object-oriented base that
is efficient and extensible.

The creation of a good base involves both theoretical
language design and engineering concerns.

CommonLoops has attempted to respond to several
kinds of pressure on the design of such a system.

The applications community wants to use a system for
its work. The language must be suitable for
state-of-the-art applications and systems that they
build on top of it. The language must have an efficient
implementation. It is an advantage if the language is
a graceful extension of Common Lisp because existing
code and existing programming skills can be
preserved.

Vendors share these interests. They want their
systems to provide a suitable base for a large fraction

of the applications. They want the kernel of the
language to be lean, easy to maintain, and efficient;
they want the kernel to be principled and Free GE

idiosyncratic features with no enduring value beyond
:their history, Vendors don't want to implement
multiple versions of object languages, gratuitously
differentand incompatible,

The research community has somewhat different
interests. Like the application community, it needs to
be able to share code, but it is concerned with being
able to try out other ways o f doing things. New ideas
for languages come out of the experience of the
research community. To build higher level languages,
the base must provide mechanisms for open-ended
experimentation.

CommonLoops has responded to these pressures by
providing a base for experimentation through the use
of meta-objects, while capturing in its kernel the
ability to implement the features of current
object-oriented systems. By integrating classes with
the Lisp type system, and using a sy:ntax for method
invocation that is identical to Lisp function call,
CommonLoops makes possible a smooth and
incremental transition from using only the functional
paradigm for user code to using the object paradigm.
As a portable system implemented in a widely
available base, it allows users the choice of hardware
and environments, and a road to the future.
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Object-Oriented Programming: Themes and
Variations

Mark Stefik & Daniel G. Bobrow

Intelligent Systems Laboratory, Xerox Palo Alto Research Center, 3333 Coyote Hill Road,
Palo Alto, California 94304

M have roots going back to SIMULA (Dahl & Nygaard,any of the ideas behind object-oriented programming

1966). The first subst.antial interactive, display-based im-
plementation was the SMALLTALK language (Goldberg
& Robson. 1983). The object-oriented style has of-
ten been advocat:ed for simulation programs, systems pro-
gramming. graphics, and AI programming. The history
of ideas has some additional threads including work on
message passing as in ACTORS (Lieberman, 1981), and
mull:iple inheritance as in FLAVORS (Weinreb & Moon,
1981). It is also relat:ed to a line of work in AI on the the-
ory of frames (Minsky, 1975) and their implementation in
knowledge representation languages such as KRL (Bobrow
& Winograd, 1977), KEE (Fikes & Kehler. 1985), FRL
(Goldstein & Roberts, 1977) and UNITS (Stenk, 1979).

One might expect from this long history that by now
t:here would be agreement on the fundamental principles
of object-oriented programming. As it turns out, the
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programming language community is still actively exper-
imenting. Extreme languages can be found which share
the description ··object-oriented" but: very little else. For
example, there are object-oriented operating systems that
use a much more general riot:ion of message sending than
in most of the languages described here.

This article is an introduction to the basic ideas of

programming with objects. A map of the field is naturally
drawn from where one stands. Most of the examples will
be from the authors' own system, Loops (Bobrow & Ste-
fik, 1981), and we will describe other object languages from
t;hat vant:age point. We have not tried to be complete in
our survey: there are probably fifty or more object-oriented
programming languages now in use, mostly with very lim-
ited distribution. We have selected ones we know that
are widely used for applications in artificial intelligence or
have a particularly interesting variation of an issue un-
der discussion. For pedagogical purposes we begin with a
white lie. We introduce message sending and specializa-
tion as the most fundamental concepts of object-oriented
programming. Then, we will return to fundamentals and
see why some object languages don°t have message send-
ing, and others don't have specialization.

Abstract
Over the past few years object-orient:ed programming lan-

guages have become popular in the artificial intelligence com-
munity, often as add-ons to Lisp. This is an introduction to the .00
concepts of object»orient:ed programming based on o>ur experi-
ence of them in Loops. and secondarily a survey of some of the
import:ant variations and open issues that are being explored
and debated among users of different dialects.
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Basic Concepts of Object-Oriented Programming
The term objectoriented programming has been used to
mean different things, but one thing these languages have
m common is objects. Objects are entitiee t;hat combine
the properties of procedures and data since they perform
computations and save local state. Uniform use of objects
contrasts with the use of separate procedures and data in
conventional programming.

All of the action iIi object:-coriented programming
comes from sending messages between objects. Message
sending is a form of indirect procedure call. Instead of
naming a procedure to perform an operation on an object.
one sends the object a message. A selector in the message
specifies the kind of operation. Objects respond to mes-
sages using t;heir own procedures (called "met:hods- ) for
performing operations.

Message sending supports an important principle in
programming: data abstraction. The principle is that call-
ing programs should not make assumptions about the im-
plementation and internal representations of data types
that they use. Its purpose is to make it possible to change
underlying implementations without changing the calling
programs. A dat;a type is implemented by choosing a rep-
resentation for values and writing a procedure for each op-
eration. A language supports data abstraction when it has
a mechanism for bundling together all of the procedures
for a data type. In object-oriented programming the class
represents the data type and the values are its instance
variables: the operations are methods the class resporids
to.

Messages are usually designed in sets to define a uni-
form interface to object;s that provide a facility. Such a
set of related messages is called a protocol. For exam-
pie, a protocol for manipulating icons on a display screen
could include messages for creating images of icont mov-
ing them, expanding them. shrinking them, and deleting
them. When a message protocol is designed for a class. it
should be made general enough to allow alternative imple-
mentations.

There is additional leverage for building systems when
the protocols are standardized. This leverage comes from
polymorphism. In general the term polymorphism means
"having or assuming different forms," but in the context of
object-oriented programming, it; refers tio the capability for
different classes of objects to respond t,o exactly the sallie
protocols. Protocols enable a program to treat uniformly
objects that, arise from different classes. Protocols ext,end
the notion of modularity (reusable and modifiable pieces as
enabled by data-abstracted subroutines) to Pit,Amorphi:41·n
(interchangeable pieces as enabled by message sending),

After message sending. the second major idea i Ii
object-oriented programming is specialization. Specializa-
tion is a technique that uses class inheritance to elide in-
formation. Inheritance enables the easy creation of objects
that are almost like other objects with a few incremental

changes. Inheritance reduces the need to specify redun=
dant information and simplifies updating and modifica-
tion, since information can be entered'and changed in one
place.

We have observed in our applications of Loops that
changes to the inheritance network are very common in
program reorganization. Programmers often create new
classes and reorganize their classes as they understand the
opportunities for factoring parts of their programs. The
Loops programming environment facilitates such changes
with an int.eract ive graphics browser for adding and delet-
ing classes. renaming classes, splitting classes, and re-
routing inheritance paths in the lattice.

Specialization and message sending synergize to sup-
port; program extensions that preserve irnportant invari-
ant;s. Polymorphism extends downwards in the inheri-
tance network because subclasses inherit protocols. In-
stances of a new subclass follow exactly the same proto
cols as the parent class, until local specialized methods are
defined, Splitting a class, renaming a class, or adding a
new class along an inheritance path does not a.Fect .simple
message sending unless a new method is introduced. Simi-
larly, deleting a class does not affect message sending if the
deleted class does not; have a local method involved in the

protocol. Together. messsage sending -and specialization
provide a robust framework for extending and modifying
programs.

Fundamentals Revisited

Object languages differ, even in the fundafnentals. We
next consider object lariguages that do not have message
sending, and one that does not have specialization.

Variations on Message Sending. When object lan·
guages are embedded in Lisp, the simplest approach to
providing message sending is to define a form for message
sending such as:

(send object selector argl aro2...)

However. some language designers find the use of two
distinct forms of procedtire call to be unaesthetic and a
violation of data abstraction: a programmer is forced to be
aware of whether tlie sul)system is implemented in terms
of objects. that is. whether one should invoke met;hods or
functions.

An alternative is to unify procedure call with message
sending. Various approaches to this have been- proposed.
The T (Rees & Meehan, 1984) programniing language uni-
fies message sending and procedure calling by using t;he
standard Lisp syntax for invoking either methods or func-
tions. For examples (display obj x y) could be used either
to invoke the display method associated with obj. or to
invoke the display lisp function. A name conflict resulting
in ambiguity is an error.

CommonLoops (Bobrow, Kan, Kiezales/Masinter,
Stefk, & Zdybel, 1985) takes this unification another step.
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Lisp funct,ion call syntax is t.he {mly procedure calling
inechanism, but ordinary Lisp functions cari 1)<, extended
by methods to be applied when the arguments satisfy (·mr-
tain restrict:ions. In Lisp, ftinctions are applied to argli-
ment.s. The code that is run is determined by the name of
the function, The Lisp form (foo a b) can be viewed as:

(funcall (function-specified-by 'foo) a b)

Sending a message (send a foo b) iii object-oriented
programing can be vic•wed as equivalent to the invocation
0£

(funcall (methodrspecified-by 'foo (type-of a) ) a b)

The code that is run is determined by both the name of
the message, foo, and the type of the object. a. A method
is invoked only if its arguments match the specifications.
In this scheme a method With no type specifications in ils
arguments is applied if no other method matches. These
methods are equivalent to ordinary functions. when there
are no ot,her methods for that: selector. From the point of
view of the caller, there is no difference between calling a
function and invoking a method.

CommonLoops extends the notion of method by intro-
during the not;ion of ·'multi-methods" to Common Lisp. It
interprets the form (foo a b . ..) as:
(funcall (method-specified-by 'foo (type-of a)

(type-of b).. .) a b...)

The familiar methods of "classical" object-oriented
programming are a special case where the type (class) of
only the first argument is used. Thus there is a contin-
uum of definit,ion from simple functions to those whose
argument:s are fully specified, and the user need not be
aware of whether there are mult:iple implementations that
depend on t:he types of the arguments. For any set of ar-
guments to a selector, there can be several methods whose
type specifications match. The most specific applicable
method is invoked.

A variation among object oriented languages is
whether the method lookup procedure is "built-in." In
the languages we have described here, there is a standard
mechanism for int;erpreting messages with the selector
always used as a key to the method. In Actors. the mes
sage is itself an object that the receiver processes however
it wishes. This allows other possibilities such as pattern
matching on the message form. It also allows hnessage
plumbing" where the receiver forwards the entire message
to one or more other objects. Splitting streams to allow
one output to go to two solirces is a simple example of tile
use of this feature.

Variations on Specia]ization. Specialization as we

have introduced it so far is a way to arrange classes so
that they can inherit methods and protocols from other
classes. This is a special case of a more general concept:
the concept is that objects need to handle some messages

thoniselves, and to pass along to other obierts those mes-
sages that thrv fic,ift handle.

In actor lang,tages (Lieberman. 1981) this notion is
called "delegation-' and it is used for those programming
situations where inheritance w{}111(1 be whed iIi inost other
object langiiages. Delegation is more general than ipo-
cialization. berallsr an actor can delegate a message to all
arbitrary other object rather t han being confined t.0 the
paths of a hirrarchv or (·la,ss lattice.

[f delegation was used in its full generality for most
situations in actor prograiritning. the specifications of del-
rgation coilld become, quite verbose, and thi, advantages
of abstraction hierarchies wozild be lost, Actor programs
wmild be quite difficult to debug. In practire. t.here are
programming cliches in these languages that emulate t:he
usual forms of inheritance from more conventional object
languages, and macros for language support. However,
since there is no standardization on the type of inheri-
tance. it makes it more diffirtilt for a reader of tlie code to
understand what will happen.

Classes and Instances

In most object languages objects are divided into two ma-
jor categories: classes and instances. A class is a descrip-
tion of one or more similar objects. In comparison with
procedural programming languages. classes correspond to
types. For example, if '·number- is a tvpe (class ). then

"4" is an instance. In an object language. Apple would
be a class. and apple-1 and apple-if would be instances
of that class. Classes partkil>ate iii the inheritance lat
lire directly: instances participate indirectly through their
classes. ('lasses a:nd instances have a declarative structure
that is defined in terms of 01>ject variables for storing state.
and methods for responding to messages.

Even in the,se ftindamentals. object languages differ.
Some object langiiages do not distinguish between classes
and instances. At least one object language does not pro-
vide a clectarative structilre for objects at all. Some lan-
guages do not distinguish methods from variable struiture.
Languages also differ in the extent to which variables can
be annotated.

Themes

We begin be describing classes and instances as they are
conceived in Loops. Wi will thin consider some variations.

What's in a Class? A class in Loops is a description
of one or more similar objects. For example. the class
Apple provides a description for making instances. such
as apple-1 and apple-2. Although we usliallv reserve the
term instance to refer to objects that are not classes. even
classes are instances of a class (usually the one Ilamed
Class). Every object in Loops is an instance of exactly
one ClasS.
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GLOSSARY FOR OBJECT-ORIENTED PROGRAMMING

class. A elam is a description ofone or more similar objets,
For example, the class Apple, is a description of the strue-
lure and behavior of instances, such as appled and apple-2.
Loops and Smalltalk classes describe the instance variables,
class variables. and methods of their instances as well as the
position of the class in the inheritance lattice.

class inheritance. When a class is placed in t:he c'lass lat-
tice, it inherits variables and methods from it;s superciasses.
This means that any variable that is defned higher in the
class lattice will also appear in instances of this class. If a
variable is defined in more tihan one place, the overriding
value is determined by the inheritance order. The inheri-
tance order is depth-frst up to joins, and left-to-right in the
list of superclasses>.

class variable. A class variable is a variable stored in the

class whose value is shared by all instances of the class.
Compare with instance variable.

composite object. A group of interconnected objects that
are instantiated together. a recursive extension of the no-
tion of object. A composite is defined by a template that
describes the subobjects and their connections.

data abstraction, The principle that programs should not
make amumptions about implementations and internal rep-
resentations. A data type is characterized by operations on
its values. In object-oriented programming the operations
are methods of a class. The class represents the data type
and the values are its instances.

default value. A value for an instance variable that has not
been set explicitly in the instance. The default value is found
in the class. and tracks that value until it is changed in the
instance. This contrasts with initial values.

delegation. A technique for forwarding a message off to be
handled by another object.

initial value. A value for an instance variable that is coin-

puted and installed in the inst;ance at object creation. DiE
ferent syst:ems provide initial vahies and/or default values.

instance. The term "instance' is used in two ways. The
phrase "instance of" describes the relation between an ob-
ject and and its class. The methods and structure of an
instance are determined by its class. All objects hi Loops
(including classes) are instances of some class. The noun
'instance" refers to objects that are not classes.

instantiate. To make a new instance of a class.

instance variable. Inst:ance variables (sometfines called
slots) are variables for which local storage is available in
instances. This contrasts with class variables. which have

storage only in the class. In some languages instance vari-
ables cari have optional properties.

lattice. In this document we are using 'lattice" as a directed

graph without cycles. In Loops, the inheritance network is
arranged in a lattice. A lattice is more general than a tree
because it admits morethan oneparent. Like a tree, a lattice
irules out the possibility that a class call (even indirectly)
have it;self as a superclass.

metaclass. This term is used in two ways: as a relationship
applied to an instance. it refers to the class of the instance's
class; as a noun it, refers to a class all of whose inst;ances are
classes.

message. The specification of an operation to be performed
on an object. Similar to a procedure call, except that the
operation to be performed is named indirect:ly through a ae-
tectoT whose interpretation is determined by the class of the
object, rather than a procedure name with a single interpre-
tation,

method. The function that implements the response when a
message is sent to an object. In Loops, a class associates
selectors with methods.

mixin. A class designed t;o augment the description of its
subclasses in a multiple inheritance lattice. For example,
the mixin NamedObject allocates an instance variable for
holding an object's name, and connects the value of that
variable to the object: symbol table.

object. The primitive element of object-oriented program-
ming. Objects combine the attributes of procedures and
data. Objects store data in variables, and respond to mes-
gages by carrying out procedures (methods)

perspective. A form of composite object interpreted as dif-
ferent views on the same conceptual entity. For exam-
ple, one might represent the concept for Noe" in terms of
JoeAsAMan, JoeAsAGolfer, JoeABAWelder, JoitAsAFather.
One can access any of these by view name from each of t;he
others.

polymorphism. The capability for different classes of ob-
jects to respond to exactly the same protocols. Protocols
enable a program to treat uniformly objects that arise from
/ different classes. A crit.ical feature is that even when the
same message is sent from the same place in rode, it can
invoke different methods.

protocol. A standardized set of messages for implementing
something. Two classes which implement t:he same set of
messages are said to follow the same protocol.

slot. See instance variable

specialization. The process of modifying a generic thing for
a specific use.

subclass. A class that is lower in the inheritance lattice than

3 giVezl ('1SS.
super class. A dass that is higher in the inheritance lattice

than a given class.
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Figure 1 shows an example of a clasp; in Loops. A
class definition is organized in several parts a class name.
a metaclass, super classes, variables. and inethods. The
metaclass part names the metaclass (Claas in this case)
and uses a property list for storing documention. A meta-
class describes operations on this class viewed as a Loops
object. The super class part (stipers) locates a class in
the inheritance network. The other parts of a class deli-
nition describe the places for specifying data storage and
procedures.

Truck

MetaClass Class

Ed'%:eday (*dgb 4,29-Feb 05 4:82)

doe("This sample class illustrates the syntax of classes in
LoopS.

Commentary is inserted in a standard property in the class.
e.g. Trucks are...)

Supers (Vehicle CargoCarrier)
ClassVariables

tankCapacity 79 do¢(*gallons of diesel)
InstanceVariables

owner PIE doc(*owner of truck)

highway 66 doe(*Route number of the highway.,1
milePost 0 doc(-location on the h,ighway)

direction East doc('One of North, East, South, or West.)

cargoL}st: NL doe<*List of caTgo de.scrutioits.)

totarWeight 0 doc(*Cur'rent weight of cargo A tons.j

Methods

Drive Truck.Drive doc(*Moves the vehicle in the simulation)

Park rfruck.Park docf *Parks the truck m a double space.)

Display Truck.Display doc (*Drams the truck in the digplay.)

The class, called ?hick, inherits variables and methods from both of
its super classes (Whzck and CargoCarned. The form of the defini
tion here shows the additions and substitutions to inherited infor

mahon. In this example a value for the class variable tankCapae.,ty
is introduced, and six instance variables Aigh?va,v; mdePost. dvectien,
cargoL,st. and totail,Veight) are defined, dong with their default values.
The Methods declaration names the procedures (Interlisp functions)
that hnplement the methods. For example. 7huck.Dnve is the naine of
a function that; impleinents t:he Dnve Inethod for instances of Thick.

Example of a Class Definition in Loops.

Figure 1.

Variables in objects are used for storing state. Loops
supports two kinds of variables: class variables and in-
stance variables. Class variables are used to hold infor-

mal,ion shared by all instances of the class. Instance vari-

ables contain the information specific to a particular in-
stance. Both kinds of variables have names, values, and
other properties. We Call the instance variable part of a
class definition the in.stance variable description. because

it specifies the names and default values of variables to
be created in instances of the class. It acts as a template
to guide the creation of instances. Por example. the class
Point might specify two instance variables, r and y with
default values of 0. and a class variable associated with all
points, last,SetertedPoint. Each instance of Point would
have its own z and v instance variables, but all of the
instances would use the same last,Selected.Point class vari-
able: any changes made to the value of lostielectedPoint
would be seen by all of the instances. Default values are
t:he values that would be fet:ched from the instance vari-

ables if the variables have not been assigned values par-
ticular to the instance. As motivated by Smalltalk. Loops
also has indexed instance variables, thus allowing some
instances to behave like dynamically allocable arrays.

A class specifies the behavior of its instances in terms
of their response to messages. A message is made of argu-
ments and a selector. The class associates a selector (e.g.,
the selector "Drive" in Figure 1.) with a method, a proce-
dlire to respond to the message. When a message is sent to
Hit instance, its response is determined by using the selec-
tor to find t:lie method in a symbol table in the class. The
method is located in the symbol table and t:hen executed.
Since all instances of a class share t:he same methods, any
difference in response by two instances is determined by a
difference in the values of their instance variables.

What's in an Instance? Most objects in a Loops
program are instances (that is, not classes). For example.
in a traffic simulat:ion program there may be one class
named Truck and hundreds of instances of it representing
trucks on t:he highways of a simulation world. All of t:hese
truck instances respond to the same messages, and share
the class variables defined in the class Truck. What each

instance holds privat:ely are the values and properties of
its instance variables. and perhaps an object name. The
variables of an instance are initialized with a special token
indicating to the Loops access ftinctions that the variables
have not been locally set yet. Figure 2 shows an example
of an instance object.

Instantiation and Metaclasses. The term metaclass

is used in two ways: as a relationship applied to an in-
stance. it refers to the class of the instance's class; as a
noun it: refers to a class all of whose instances are Masses.
The internal implement:ation of an instance is determined
by its metaclass.

For example, t:o create a new instance of the class Mac-
Truck a New message is sent to Mac Truck. This creates
a data structure representing the truck with space for all
of the instance variables. The method for creating the
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Automobile-1

Class Automobile

InstanceVariabes

highWay 66
mit€Poat 38

direction East,

driver Sanjay

fuel 9

Instances have local storage for their instance variables. If no local
value has been set yet, default values for instance variables are ob-
t:ained from the class. In this example, the "?$4 in the value place
for the instance variab[e Alet indicates that the actual value is to be
obtained by lookup from the class Automob#.. Met;hods and class
variables are not shown since they are accessed through the class.

Instance of an Automobile
In a Traffic Simulation Model.

Figure 2.

data structure is found in MacTruck's metaclass--Class,

To create a new class (e.g., the class PickUpnruck, an in-
stance of the class Class), a New message is sent to Class.
The met:hod for creating and installing the data structure
is found in the metaclass of Class called Meta(flass. The

New method creates a data structure for the new class.

with space for class variables, instance variable descrip-
lion, and a method lookup table. The new class is also
installed in the inheritance network. Figure 3 illustrates
this process of instantiation.

Abstract(lass is an example of a useful metaclass iii
Loops. It is used for classes that are placeholders in the
inheritance network that it would not make sense to in-

stantiate. For example, its response to a New message is
to cause an error. Other metaclasses can be created for

representing some classes of objects as specialized LISP
records and data structures.

Classes and Instances. Revisited.

The distinction between classes and instances is usual in

object languages. In applications where instances greatly
outnumber classes, a different; internal representation al-
lows economies of storage in representation. It also pro-
vides a natural boundary for display of inheritance, and
hence helps to limit the visual clut:ter in present;at;ions of
the inheritance network.

The object language of KEE (Fikes & Kehler. 1985)
does not provide distinct representat:ions for classes and in-
st:ances. All objects, or "units." as they are called in KEE,
have the same status. Any object can be given '·member"

Object
MetaCIass

Mac Truck PickUpTruck
Super Class
instance of

t- t (some links edited)

| MacTrack. 1 | PickUpTruck-1 
Instantiation ks the process of maklng a new object. In Loops,

this process begins when a New message is sent to a class. In this
figure, the instance MizeD·uck 1 is created by sending a New mes-
sage to Afae Tmek. The line be:t,ween Mac 7}·uck f and Afar Puck indi
cates the instance-of relationship between the instance and its class.
Similarly, a class like PickUplhek is created by sending a New mes,„
sage to Cbs. The line between AckUplhuck and agas indicates the
instance-of relationship between t;he class AckUplhzck and its meta-
class Cass. Every object has an instanceof relationship with exactly
one class. Ckss and Afetaaass are called metaclasses, since all of their
"instances" are classes. Another important me.taclass is Abstnu*7499
(not shown), Abstract<Tass is the meta¢lass for classes not meant to
be instantiated { e.g., like Vehicle)

Instantiation.

Figure 3.

slots which will be inherited by instances of this object.
Proponents of this more uniform approach have argued
that for many applications, the distinction does little work
and that it just adds unnecessary complications. Similarly
there is-no such distinction in actor languages (Lieberman,
1981). Inheritance of variables in these languges is gener-
ally replaced by a copying operation. ThingLab (Borning,
1979}, a constraint; driven object language used prototypes
rather than classes to drive object creation, and special-
ization was simply instantiation followed by editing.

In Object Lisp (Drescher, 1985), the declarative strue-
hires conventionally associated with classes are dispensed
with. Objects are simply binding environments. that is,

Class 
A

Vehicle

 Truck
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*losures." Alt operation is provided for creating and nest-
ing these environments. Object variables are List> variables
bound within an object environment.: methods air funct ion
nanies bound within such an envirownent. To get the rf
fect of message sending, one "ASKS- for a giver] form to br
evaluated in the dynamic scope of a given obiect. Nested
environments are used to achieve the layered 'inheritan{·r

effect of specialization. Use of an '<ASKS" form. however.
prechides the unification of Inessage-sending and proce-
dure call that is now apl)caring in other obioct languages.

Not all object langwages have metarlasses. Since Fla-
vors are not objects, instances of Flavors have no meta-
classes. All Flavor inst;inces are implemented tile same
way: as vectors. Loop,s uses nietaclasses to allow variations
in implementation for different classes. For example. some
objects provide a level of indirrition 1,0 their variable stor-
age. allowing updating of the object if there are changes in
its class definition. Smallt:alk-80 has metaclasses, and uses
them primarily to allow differential initialization at ob-
ject creation time. CommonLoops (Bobrow. et at.. 1985)
makes more extensive use of metaclasses than Loops, its-
ing them as a sort of "escape mechanism" for bringing
flexibility to representation and notations of objects.

Another difference in systrms is whether instance vari-
ables of an object: can be accessed from other than a
method of the object. Proponent:s of this strict encup-
sulation, as in Smalltalk, base their argument on limiting
knowledge of the int,ernal representation of an obirct. mak-
ing the locus of responsibility for any problems with the
object stat,e well-bounded. A counter argument is that
encapsulation can be done by convention. Loops allows
direct access to object variables to support a knowledge
representation style of programming. This is particularly
useful, for example, in writing programs that compare two
objects.

Not: all object languages provide property annotations
for variables. In Sinalltalk. Flavors. and Object Lisp.
variables have values and not,hing more. However. lan-
guages intended primarily for knowledge engineering appli-
cations tend to support annotation,s. For example. KEE.
STROBE (Smith. 1983). and Loops. which are ati direct
descendants of the Units Package. have this. Annotations
are useful for storing auxiliary information such as de-
pendency records, documentation. histories of past values.
constraints. and certainty information.

In Loops, the approach to annotating variables has
evolved over time. In its most recent incarnation. property
annotations have bren unified with a means for triggering
procedure call on variable access (active valties) (Stenk.
Bobrow. & Kahn. 1986). These annotations are contained
in objects and it is possible to annotate annotations renir-
sively.

The distinction between class variables and instance
variables varies across object languages. Smalltalk makes
the same distinction as Loops (and was the source of the

idra for the Loops developers). Flavors dors not have class
variables. KEE provides own and number declarations for
slots. serving essentiallv the same purposes as the distinc-
tion bet.wern ('taSs alld instance vilriables. CommonLoops
provides prinAtive·s for describing when. how. and where
storage is allocated for variables. From these primitives,
the import ant notions of Class variables can be defined. ex-
rept that they sharr the same linme space as other object
variable,s.

Mc),st <11),ir{·t languages treat variables and methods
as distinct kinds of filings: Varial>les are for storage and
methods are for procedures. This distinction is blurred
somewhat by artive values in Loops. which make it possi-
ble to annotate t.he value of a variable in amy object; so that
across will trigger a procedure. The distinction is blurred
also in langiiages like KEE. STROBE. and the Units Pack-
age iii which methods are procedure Iialnes stored in in-
stance variables (which they call slots). In t.hose latigiiages
there is an additional kind of message sending: sending a
niessage to a slot. For specified kinds of messages, the
value returned can be just the value of the slot.

Another important extension in the Units Pack-
age. KEE. and STROBE is that slots are annotated bv
datatypes. The datatype distinguishes the kind of data
being kept iii the slot. be it an integer. a list. a procedure.
or something defined for an application. An object repre-
senting the datatype provides specialized methods for stich
operations as printing. editing. displaying. and matching.
These datatype methods are activated when a slot mei-
sage is not handled bv a proce(lure attached to the slot
itself. rhe form oi mrs,sage forwarding and representation
of datatypes as objects provides another opportunity for
factoring and sharing information. Thus, what all slots of
a given tvpr share. independent. of where they occur, is
characterized by met hods in 1 he correspon ding datatype
object.

Inheritance

Inheritance is the concept in object languages that is used
todefitic. objects that are almost like other objects. Mecha·
nisms like this are important becalise they make it possible
to declare that certain sperifications are shared bv multi-
ple parts of a prograin. Inheritance }rlps to keep programs
shorter and more tightly organized. The concepts of in-
heritance alise in all object languages, whether they are
based on specialization or delegation and copying.

We begin with the simplest model of inheritance. hi-
erarchical inheritance. We will then consider multiple in-
heritance. as it is done in Loops and other languages.

Hierarchical Inheritance.

In a hierarchy. a Class is defined in terms of a single super-
class. A specialized class modifies its super<'lass with
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Window

width 100 doc (' width In pixels)

height 100

LatticeBrowser

instrument 
precision 4

height 14
width 44

LCD·1

width 44 doc (* width in pixels) height 14
readingo
precision 4

In hierarchical inh&ritance in Loops, the description of a class is
inherited by every subclass. unless it is overridden in the subc:lass.
The instances of t,he class LCD have a class precedence list for getting
description  LCD. Gauge, Mdndow. Object. 'Ihe default value for the
instance variable quidth is 44 (rather than 100), because LCD is closer
in the search path than Wrndow. In this example. the doe property
of the instance variable undth is still inherited by instances of LCD
passing along document:ation about the use of the variable.

Hierarchical Inheritance of Instance Variables.
Figure 4.

e Window.Update)

Window.Move)

Gauge (Update Gauge.Update) LatticeBrowser

Instrument LCD (ShowReading LCD ShowReading)

In hierarchical inheritance in Loops, the demeription of a method is
inherited by every subclass, unless it is overridden in t.he subelass.
This inheritanc:e can be c:haracterized as a first found search through
superclasses. In this figure, the Move method for the class LCD is
Inherited from Wzndow

Hierarchical Inheritance of Methods.

Figure 5.

Gauge -
rea<ling 0

LCO

Window
1 (Updat
1 (Move

additions and substit:ution. Addition allows t:he introduc-
tion of new variables, properties. or methods in-a class,
which do not, appear m one of its superclasses in the hier-
archy. Substitution (or overriding) is the specification of a
new value of a variable or property. or a new method for
a selector that already appears in some superclass. Both
kinds of changes are covered by the following rule. All
descriptions in a class (variables. properties, and meth-
ods) are inherited by a subelass unless overridden in the
subclass. (See Figure 4.)

The values to be inherited can be characterized in

t;erms of a class precedence list of superclasses of the class
determinined by going up the hierarchy one step at a t:ime
Default values of instances are determined by the closest
class in the superclass hierarchy. that is from the first one
in the class precedence list. Figure 5 illustrates essentially
the same lookup process for methods.

There is always an iss:iie about the gran'utarity Ofinher-
itance. By this we mean the division of a description into
independent parts, that can be changed without affecting
other part;s. In Loops. any named structural element can
be changed independently -methods, variables, and their
properties. For example, substituting a new default value
for one instance variable does not affect the inheritance of

the properties of that variable. or the inheritance of ot;her
instance variables. Figure 4 shows this for the indepen-
dent inheritance of documentation when a default value is

chaiiged.
Several approaches for implementing inheritance are

possible offering different t:radeoffs in required storage,
lookup time. work during updating, and work for com-
pilers. For example. the lookup of default values need not
involve a run-time search of the hierarchy. In Loops. the
default values are cached in the class, and updated any
time there is a change in the class hierarchy.

The posit:ion of a variable is determined by lookup in
t:he class. but the position of this- variable is cached at
first lookup. Changes in the hierarchy affect.ing position
of instance variables simply require clearing the cache.

In Flavors. the position of an instance variable is
stored in a table associated with a method. and is ae-

cessed directly by the code. This gives faster access. but
requires updating many method tables for some changes
in the hierarchy.

Multiple Inheritance in a Lattice.

Inheritance isa mechanism for elision. The power of inher-
itance is in the economy of expression that: results when a
class shares description with its superclass. Afultipieinlier-
itance increases sharing by making it possible to combine
descriptions from several classes.

Using multiple inheritance we can factor informa-
t:kin in a way that is not possible in hierarchical inheri-
tance. Figure 6 illustrates thisin alattice of commodities.

189 THE AI MAGAZINE



Il:GUI:WI'i,m:,4.,.itz.....4-
Refrigerator

CommodityTransportability Television

FragileCommodity *44- Egg

PerishableCommodity «- 1 /: Crill/ - St raw berry

Vegetable .-

Apple

Appliances < /fl Grape

Groceries '  - Tomato
\

- Carrol

Commodity LuxuryGoods < StereoSystem

9\\ Hardware

Dishes © Gold
Hammer  Diamond

1 Saw
fGasoline

- A rtS uppilesOfficesupplies €__ Book

\ Xerox 1100

f SportingGoods Baseball

Bicycle

f Clothing Pants

- Shirt

This lattice illustrates the use of multiple superclasses to factor inherited information in a network of classes. Multiple inheritance
allows increased brevity in specifications by increasing the abilit:y to share descriptions. For example, the class StereoSystem in
t;his lattice inherits information from LuzuryGoods, Appliances. and FrogiteCommodity. In & strictly hierarchical system. it would
be necessary t:o duplicate information in the hierarchy-for example by creating classes for Frag€€Appliances or Fm,gil€L?muNAp
ptionces, In a hierarchical scheme, the met:hods and variables associated with ··fragilit;y" would need to be replicated for each
different use.

Multiple inheritance in a Lattice.

Figure 6.

The class StereoS?/stem inherits descriptions from Lu.cu·
ry(Foods, Appliances, and FraqdeCommodity. The meth-
ods and variables describing EfagiteCommodity are also
used for Egg, Stereob'vatem, and other classes. It: would
be necessary to duplicate the information about fragility
in several classes such as Fragil€Appliances. FragileGro-
C€.71€8. Fragil€Fruit, and FragileLuzury(foodsAppliances in
a strictly hierarachical system. In contrast. multiple inher-
itance lets us package together the methods and variables
for FragiteCommodity for use at any class in the network.

A class inherits the union of variables and met:hods

from all its super classes. If there is a conflict. then we
use a class precedence list to determine precedence for the
variable description or method. The class precedence list
is computed by starting with the first (leftniost) superclass
in the supers specification and proceeding dept;h-first up to
ioin,s. For example, the precedence order for Digi'Meter in
Figure 7 first visits the classes in t;he left branch (Dig:Me-
ter, Meter. Instrument), and then the right branch (LCD),
and then the join (Gauge), and up from there.

The left-to-right: provision of the precedence ordering
makes it possible to indicate which classes take precedence
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in the name space. The "up to joins" provision can be un-
dentood by looking at examples of mixins. Mixins often
stand for classes that it would not make sense to instanti-
ate by themselves. Mixins are special classes that bundle
up descriptions and are "mixed in" to the supers lists of
other classes in order to systematically modify their behav-
ior. For example, PerishableCommodity and FragileCom-
modity are mixins in Figure 6 that add to other classes
t;he protocols for being perishable or fragile. Another ex-
ample of a mixin is the class Namedinstance, which adds
the instance variable name to its subclasses. and overrides
methods from Object so that, appropriat:e actions in the
Loops symbol tables take place whenever the value of a
name instance variable is changed. DatedObject is another
mixin which adds instance variables that reflect t;he date
and creator of an object:. Mixing usually precede other
classes in the list .of supers, and are often used to add
independent kinds of behavior.

When mixins are independent, the order of their in-
elusion in a supers list should not matt;er. Like all classes
fin Loops. mixins are subclasses of Object. If the "up to
jolns" provision was eliminated trom the precedence or-
dering, then the depth-first search starting from the first
mixin would cause all the other default behaviors for Ob-
jeri to be inherited-interfering with other mixins later in
the supers list that may need to override some other part; of
Object. Chariging the order of mixins would not eliminate
such interference, since most mixins need to override the
behavior of Object in some way. The 'hip-to-joins" provi-
sion fixes this problem by insuring that Obiect wil] be the
last place from which things are inherited. Although this
effect could also be achieved by treating Object specially,
we have found that analogous requirements arise wheneve.r
several subclasses of a common class are used as mixins.
The up-to-joins provision is a general approach for meeting
t:his requireinent.

Multiple Inheritance, Revisited.

A major source of variation in object languages that pro-
vide multiple inheritance is their stand t;owards precedence
relations. In Smalltalk, multiple inheritance is provided.
but not used much or institutionalized. Smalltalk-80 takes
the position that no simple precedence relationship for
multiple inheritance will work for all the cases, so none
should be assumed at all. Whenever a method is provided
by more than one superclass, the user must explicitly indi-
cate which one dominates. This approach diminishes t;he
value of mixins to override default behavior.

Flavors and Loops both use a fixed precedence rela-
tioriship. but differ iii the details. The two approaches
can be seen as variations on an algorithm that first lin-
earizes the list; of superclasses (using depth-first traversal)
and then eliminates duplicates to create a class precedence
list. In Flavors, al] but the first appearance of a duplicate

are eliminated. In Loops. all but the last appearance of a
duplicate are eliminated.

Commonloops takes the positioti that experimenta„
tion with precedence relationships is an open issue in
object;-oriented programming. In CommonLoops, the
precedence relation for any given class is determined by
its metaclass, which provides message protocols for com-
puting the class precedence list.

Method Specialization and Combination

One way to specialize a class is to define a local method.
This is useful for adding a method or for substituting for an
inherited one. In either case a message sent to an instance
of the class will invoke the local method. The grain size of
change in this approach is the entire method.

A powerful extension to this is the incremental ape-
tialization of methods, that is, the ability to make incre-
mental additions to inherit;ed methods. This is important
in object-oriented programming because it enables fine
grained modification of message protocols. In the follow-
ing we consider two mechanisms for mixing of inherited be-
havior. The first mechanism - Super (pronounced 4send
super") allows procedural combination of new and inher-
ited behavior. It derives initially from Smalltalk and is
used heavily in the Loops language. Then we will consider
an int;eresting and complementary approach pioneered by
the Flavors system in which there is & declarative language
for combining methods.

Procedural Specialization of Methods.
Incremental modification requires language features be-
yond method definition and message sending. In Loops,
+ Super in a method for selector Ml invokes the method
for Ml thati would have been inherited. Regular nies-
sage sending (-) in a local method can not work for this,
because the message would just invoke the local method
again. recursively.

An example of it;s use is shown in Figure 8. In this
example, Gauge is a subclass of Window. The method
for updating a Gauge needs to do whatever the method
for Window does, plus some initial setting of parameters
and some other calculations after the update. The idiom
for doing this is to create an Update method in Gauge
that includes a 4- Super construct to invoke Window's
method. This is better than duplicating the code from
Window (which might need to be changed).or invoking
Window'a method by procedure name (since other classes
might later be inserted between Window and Gauge).

e- Super provides a way of specializing a method with-
out knowing exactly what is done in the higher method, or
how it is implemented. - Super uses the class precedence
list to choose when a method appears in more than one
superclass. The precedence ordering is the same as that
used for object variables,
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Gauge
#/2 %;IN

Instrument LCD

Meter

DigiMeter

Local supers of Dig,Meter: (Meter LCD)

Order of Inheritance:

(DigiMeter Meter Instrument LCD Gauge...)

In multiple inheritance it is possible to inherit things from several su-
perclasses. The precedence of different inherited values is determined
by a search as shown.

Order of inheritance in a Lattice.

Figure 7.

+ Super uses the class precedence list iII order to pre-
serve t:he correctness of prot;oco}s under changes to the in-
heritance lattice. The most obvious definition of - Super
would be to search for the super-method from the begin-
ning of the class precedence list. This fails for nested ver-
sions of - Super, and even for a - Super in a method
which is not defined locally, but is inherited. A second in-
correct implementation would use the class precedence list
of the class iii which the method was found, This gives iIi
correct results for classes with multiple super classes. To
insure that protocols work the right way in subclasses,
*- Super starts the search in the object's class precedence
list at the class from which the current method is inherited.
Because 4- Super is defined this way, inherited methods
using - Super consist;ently locate t:heir "super met;hods"
aild common changes to the lai:t ice yield invariant opera-
tion of t:he message protocols.

Combination of several inherited methods is also im-
portant, A simple version combines all of the most-local
methods for a given selector, that is, all of the methods
that have not themselves been specialized. These meth-
ods are called the fringe methods, and the const:ruet for
invoking them all is called - Superfringe. For example.
in Figure 9 the class Dig:Meter combines the updating
processes for LCD and Meter by using «- Supe?·Fringe to
invoke the ShowReading methods of its superclasses

For selective combinat:ion of methods from different
classes Loops provides a construction called DoMethod.
DoMethod allows the invocation of any method from any
class on any object. It can be viewed as an escape mecha-
nism. allowing one to get around the coast:raints imposed

Window

Place window

TitledWindow

Write title

Update reading

IGauge.Update (self)

V EN,1<faie the guage narameters >

C 6- self SetParameters)

(· Now update using the me,hod (rom a st,Der /fass )

(+Super sell Update)

(•Nowdoother#*#)

Iii this example CLUg€ 144 a subciass of other classes (say Wmdow).
which have t:heir own methods of updating. The Update niethod for
Gauge needs to do whatever the method for Mindow does, except that
some parameters need to be set first and then some ot:her computa-
lions need to be done afterwards. This effect is achieved by using
the +- Super const:ruct:, which allows embedding an invocation for
Mlndo,13 's method inside now met:hod code for Gauge.

Example of Using e-Super.
Figure 8.

by message sending. It also st:eps outside the paradigm
of obiect-oriented programming and opens the door to a
wide variety of programming errors. When programs are
written using standard message invocations. then proto-
cols keep working even when common changes are made
to the inheritance lattice. This happy situation is not the
case when programs use DoMethod. Since DoMethod al-
lows specification of the class in which the message will
be found, it encourages the writing of methods that make
strong assumptions about the names of other classes and
the current configuration of the inheritance lattice. Pro-
grams that ilge DoMet:hod are likely to stop working under
changes to the inheritance lattice.

Declarative Method Combination

Flavors supports a declarative language for combining
methods at compile time. An important new distinction
made iIi Flavors is that there can be three named part;s to a
method-a before part, an after part. and a main method.
each of which is optional. By default, the main method

Gauge
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Window

Place window

TitledWindow

Write title

Gauge 
Update reading

LCD / Instrument

1

[DigiMeter.ShowReading (self)

P Show displayfal both or, dial and on digds )

(•SuperFringe self ShowReading reading)

In this example. DzgiWeter combines the classes of LCD and Afeter. To
show a reading a Lhg*Meter must carry out; t;he ShowReadzng methods
in both its LCD portion and it,s Meter portion. This combination
of protocols can be done by using the +- Suped,inge construct
to invoke the Sho*Readzng methods for all of the superclasses. The
method above invokes the original Showl?eadingmethods of bot,h Meter
and LCD.

Example of Using -SuperFringe.
Figure 9.

overrides any inherited main method, but the before and
aft.er parts air all done in a nest:ed order determined by
the class precedence list. Thus a supplier of a method in
a mixin can ensure t;hat whatever the main method, its
before method will be executed.

A declarative language used in a newly defned method
ran specify other than the default behavior for combina-
Mon of inherited method parts. For example. and combi-
nation of before methods allows the execution of the entire

method to stop if one of the before methods returns nil.
The defwhopper combinator allows a compile time con-

Meter

 DigiMeter /

struction of the equivalent of 4- Super.
The concept of organizing methods and variables into

classes that can be mixed together for use in combination
admits at least two distinct philosophies for assigning re-
sponsibility for the vialility of lihe combination. In Flavors
responsibility is assigned: at. least i Ii part;. to the suppliers,
that is, to the classes that, are being combined. Com-
binator specifications include things like do this method
before the main inet:hod. or do it after the main method,
or do parts of it at both times. The intention is to get: the
specification right; once in the supplier so thal consumers
need not know abotit it. When t;his kind of specification
is sticcessful. it reduces the total amount of code in the

system since consumers need only specify t;he order of sli-
perclasses.

In Loops, responsibility for method comljination is as-
signed to the consumer; that is, the local method uses
the procedural language and the special form +- Super t;o
combine the new behavior with behavior inherited.

It: is important to consider the effects on program
change when evalual;ing alternatives like this How often
are suppliers changed? consumers? To what extent are
suppliers independent? Do mixins need notations for in-
dicating what kinds of classes they are compat;ible with?
What kinds of changes in the suppliers require changes in
tlie consumer classes?

CommonLoops takes the position that both philoso-
phies are worth exploring. and that continued experimen-
t:ation i Ii the refinement of method combinators is called

for. It provides a primitive RunSuper (analogous to the
Loops - Super) in t.he kernel. Methods are represented
as objects in CommonLoops; this means that a system can
have different kinds of methods with different t:echniques
for installing them or displaying their sources. Flavor-style
methods would be a special kind of object with extra spec-
ifications for combinators. These specifications would be
'interpreted at appropriate inst;allation and reading times
by Flavors-style discriminator objects for those methods,

Composite Objects.

A composite object is a group of interconnected objects
that are inst:antiated together, a recursive extension of the
notion of object. A composite is defined by a template
that describes the subobjects and their connections. Fa-
cilities for creating composite objects are not common in
the object languages we know, although they are common
in application languages such as those for describing cir-
ruits and layout of computer hardware. The current Loops
facility is based on ideas in-Trillium (Henderson, 1986).
which is a language for describing how user interfaces for
copiers are put: t:ogether.

Principles for Composite Objects.
Composite objects in Loops have been designed with the
following features:
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• Composite objects are specified by a class con-
taining a description indicating the classes of the
parts and the interconnections among the parts.

The use of a class makes instant,iation uniform so that
composite objects are "first class" objects.

e Instantiation creates instances corresponding to
all of the parts in the description.

The inst,antiation process keeps track of the correspon-
dence between t;he parts of the description and the parts in
the instantiated object. It: fills in all of the connections be-
tween objects. It permits multiple distinct uses of identical
parts,

e The instantiation process is recursive, so that
composite objects can be used as parts

For programming convenience, the instantiation pro-
cess detects as an error the situation where a description
specifies using another new instance of it.self as a part, even
indirectly. Instantiation of such a description would result
in trying to build an object of unbounded size. An alter-
native is to instantiate subparts only on demand. This
allows the use of a potentially unbounded object as far as
needed.

• It is possible to specialize a description by
adding new parts or substituting for existing
parts.

This reflects the central role of specialization as a
mechanism for elision in object-oriented programming.
The language of description allows specialization of com-
posite objects with a granularity of changes at the level of
part,s.

An Example of a Composite Object.
Composite objects are objects that contain ot;her objects
as parts. For example, a car may be described structurally
as consisting of a body, a power system, and an electrical
system. The body has two doors, a hood, a chassis, and
other things. Parts can themselves contain other parts: a
door has various panels, a window, and a locking system.
Objects can also be parts of more than one container: the
fan belt can be viewed as a component of the cooling sys-
tem or of the electrical charging system.

The boxed figure in the next column shows the Loops
class definition of Merced€32#OD defined as a composite
object.

Mercedest?40D s a subc.lass of the mixin Composit€Ob-
ject that supports protocols for instantiation that will in·-
terpret descriptions of parts. The value of the instance
variable en.gineSystem will be filled by an instance of t;he
class DieseLEngine. In that instance of Diffaelfngine, t;he
value of t;he instance variable numCylinders is initialized
to 4 and transmission to #Speed.

The body instance variable of the Merce>desUOD will
be initiialized to and instance of Body,900. Its instance

Mercedes24OD

MetaClass Class

EditedBy (*dqb 95-Feb-82 14.·82")
doc (*This class is a Composit€Object representing a

cor and its parts.)

Supers (CompositeObject Automobile)

ClassVariables

Manuf'acturer DaimlerB{3717

StandardCarStuff ((color
(*color))(owner(*owner)). . .)
InstanceVariables

yearManufactured NIL
owner NIL

style traditional
color ivory
engineSystem NIL

part (DieseLEngine (num¢ylinders 41
(t.ransmission (QUOTE 4Speed))...)

body NIL
part (Body300

(style (@style)
(color (@color)

StandardCarStuff))

variable style is set to the value of the .style from the Mer-
cedesNOD, that is, traditional. In addition, the color prop-
erty ofthe style instance variable willbe set to ivory. These
exemplify the propagation of values from the containing
instance to those parts contained in it.

The class variable StandardCarS/uff indicates a num-
ber of variables for the body part that will inherit values
from the car. For example. the color of the body is t.he
colorofthe car. Finally, the instance variable parts will be
set to a list of all the immediate parts of the Merceded; OD.
If any of the parts are themselves CompositeObjects. their
parts will be inst;antiated too.

Perspectives.

Perspectives are a form of composit;e object interpreted as
different views on t:he same conceptual entity. For exam-
ple, one might represent the concept for '-Joe" in terms
of views for Jo€At>AMan, Jo€AsAGolfers Jo{AsAWelder,
JoeAsAFather. We will first describe perspect:ives as they
are used in Loops, and then contrast this wit;h ot;her lan-
guages.

Perspectives in Loops„
Perspectives in Loops are implemented by independent
linked objects representing each of the views. One can
access any of these by view name from each of the others.
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Mark

asa

Loops Trombone Traveler Father Xerox
Teacher Player Employee

Inverter - 1

i

11
Display Switch Layout
Object Description

For some applications, it is important to have different perspectives
or views of an entity, with independent name spaces. In the upper
portion of this figure, t.he entity Mark is shown with perspectives
for Loopsykacher, 7*ombon€PlaveT, 7>oveler, and so on. Each perspee-
tive offers a different view of Mark in a distinct object with its owni
variables and methods. For example. the '1»nbon€Plager perspective
would cont,aln information relevant to Mark's ability to make music.
In the example of an inverter. shown in the lower part of the figure.
variables with the same name. such as xCoordmat€ and yCoondinot€,
may have one meaning in the perspective DNphyObject and another
meaning in the perspective Layoutf)eseription.

Perspectives.
Figure 10.

Because the linked objects are independent, the same in,„
stance variable name in more than one of the objects can
mean different things, and can be changed independently.
For example, Fgure 10 illustrates ari object Interter-1
which has t;he perspective Displa#Objeet as well as the per-
spective Layou¢Deacription. Both perspectives may have
instance variables named u:Coord:nate and yCoordinate,
but with different interpretations. For a DisplavObject,
t.he variables could refer to the coordinates in pixels on a
workstation display. For a Lavout.Description perspective,
the variables could refer to coordinates in t.he silicon chip
on which the inverter is fabricated.

Perspectives were designed iii Loops to have the fol-
lowing properties:

® Perspectives are accessed by perspective names.

Given an object, one can ask for its Traveler perspee-
tive using the name "Traveler." A given perspective name
has at most one perspective of an object. Perspectives

form a kind of equivalence class.
e Perspectives are instant,iat;ed on demand.

This contrasts with usual composite objects in which
411 the parts are created at instantiation time. Additional
views can be added as needed to any object.

Perspectives can be compared with class inheritance.
In inheritance only one variable is created when there is
a "coincidence" in the names of variables inherited from

different superclasses. Thus inheritance assumes that the
same name is always intended to refer to t.he same variable.
For perspectives, variables of the same name from different
classes are used for different views and are distinct. When

classes are combined by inheritance, all of the instances of
the combined class have the same structure (that is, vari
ables and methods) and all of the structure is created at
once. For perspectives, the situation is different. Instances
have varying substructure.

Variations on Perspectives.
The term perspective was first used for different views
of the same conceptual object in KRL, and later in PIE
(Goldstein & Bobrow. 1980). Each view had an indepen-
dent name space for its slots. However, in neither PIE
nor KRL was a perspective a full-fledged objert; access to
the view could only be obtained through the containing
object.

Although the terminology of perspectives is not
widespread, some other object languages (e. g., Snyder5
1985) have a similar capability to combine the structure of
multiple classes in this way. Snyder suggests that name co-
incidence in multiple inheritance ought not imply identity.
}Ie believes t,hat this violates an import:ant encapsulation
principle of object oriented programining -that users of
objec.ts ought not to have privileged access to the internals
of those objects. He extends that notion to classes which
inherit from previously defined classes. For his language,
inheritance from a super class means the embedding of an
instance of the super class in the subclass. Messages of t,he
super class are to be inherited explicitly. and implemented
by passing the message on to the embedded instance.

Examples of Object-Oriented Programming

Exaniples of programming cari be presented at several
levels. This section considers three examples of object-
oriented programming that illustrate important idioms of
programming practice. The frst illustrates the use of mes-
sage sending and specialization. The second example il-
lustrates choices among techniques of object combination.
Tlie thircl exazziple illust,rates C.Omrlion techrilqties for recli»
tributing information among classes as programs evolve.

Programming the Box and the BorderedBox.
Object-oriented programming has been used for many pro..
grams iIi interactive graphics. Tile following example was
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motivated by these applications. We will consider vari-
ations on a program for displaying rect:angular boxes on
a display screen. This example explores the lise of Ines-
sage sending and specialization in a program that is being
extencled « debugged.

Figure 11 gives our initial class definition for the class
Boz. Instances of this class represent: vertically aligned
rectangular regions on a display screen. The four instance
variables store the coordinate and size information of a

box. The origin of a box in the coordinate system is de-
termined by the variables 2-Origin and yOrigin and t:he
default origin is at (100. 200). The size of a box is; deter·
mined by variables zLength and *Length and the default;
size is 10 x 30. Operations on a box include moving it to
a new origin, changing its size, and changing the shading
inside the box, In the following we will specialize the Box
class and also uncover a bug in it.

Message protocols define an interface for interact:ing
with boxes. Instances of Box are created by sending it
a New message. Size and position of an instance are es-
tablished by sending it a Reshape message. Shade is es-
t:at)lished by sending it a Shade message. These messages
provide a structured discipline for interaction with boxes.

that is. a data abstraction. Outside agents need orily know
the relevant messages. They need not know the implemen-
tation of a box in terms of its inst:ance variables.

Suppose that we wanted t:o create another kind of box
with a visible border that frames it in the display. This
BorderedBot would be essentiallv a Boz with a border.

This suggests that we employ inheritance and specialize
the class definition of Bor.

In programming Bordered Boz several choices about
the interpretation and representation of the border need
to be made. The foremost question is about the treat-
ment of coordinates of the border, that is, whether the
border frames the outside of the box or is included as part;
of t:he box. For example, is the border included in the
length measurements? If the border is on the outside. is
the origin on t:he inside or the outside of t:he border? The
answers to these questions do not come from principles of
object-oriented programming, but rather from our inten-
tions about the meaning of the BorderedBox program. The
answer affects t;he meaning of the instance variables zO-
rigin, yOrigin, rLenoth. and *Length inherited from Box.
For this example. we will assume that; the borders are iii-
tended only to make the boxes easier to visualize in the

Box

MetaCIass Class

Edit:edBy (* dab .91-September-84 11:23")

doc (* Reealinear box th,at can be diswayed.7

Supers (DisplayObject)

Instancerariables

xLength 10 doc (* length of the homontal side.)

yLength 30 doc (* length of the vertical a:de.)

xOrigin 100 doc p z coordinate of origin-- lower left corner.)

yOrigin 200 doc /* y coordinate of origin-- lower left corner.)

Methods

Move Box.Move

Reshape Box.Reshape

Shade Box.Shade

Draw Box.Draw

doc 7 Motes bm (ch.ange origin}in the dispiarg)

4.T{13 (newXOngin ne®YOrapn,)

doc (* Changes the location and axes of the box.)
args (ne,oXOrigin ntioYOrigin newXLength ne.wYLength)

doc 9 Fills the insidle of the. bos. trilh u n,em sh.acie.) <ugs (ne.tu,Shad€.1
doc f *Displaus the. boz.)

Instances of this class represent vert:ically aligned rectangular regions on a display screen. The four inst:ance variables store the coordinate
and size information for a box. For example, the origin in the coordinate system is determined by the variables :.Ongin and y On» and the
default: origin is at (100. 200). Operations on the box are defined by messages to the box. They include moving it t:o a new origin, changing
the size of the box, and changing the shading inside the box.

Class Definition for the Box.

Figure 11.
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display and that for this purpose they will be treated as
part of the box,

The next step is to decide whether any of the methods
of Box need to be specialized in BorderedBoz. Since a
border needs to be redrawn when a box is increased in size.
it is clear that at least the Reahape met;hod needs some
revision. Figure 13 shows a specialized Reshape method
t.hat uses +- Super to invoke the Reahape method from
Box. The specialized Reshope also invokes local met;hods
to Draw and Erase the botindary. These methods plus
one for setting the size of the boundary must: be added
to Bordered,Box. The Draw and Erase methods are for

internal use. but the SetBorder method will become part
of the external protocol. Figure 12 shows these methods
together with a new instance variable for recording the size
of the border.

The use of a variable for borderSize brings up a quos-
t;ion of how the methods of the original Box class work for
shading. In fact, they cannot work ifthe shade is not; saved
as part of the state of an instance (or is otherwise com-
putable). Box's Reshape method should use the current
shade in order to fill new areas when a box is expanded.
To fix this deficiency, we can now go back to the definition
of Box t:o add a 6hade instance variable that will be saved

by the Shade method. We can also modify Bor'a Reshape
method to use this new variabie.

After the shade bug is fixed, we should ask whether the
specialized class Bordered.Bor must also be changed. Bor-
deredBox will inherit the shade instance variable and the

revised Shade method. Furthermore, the specialized Re-
shape method in BorderedBor, which uses - Super, will
effectively "inherit;" the shade changes from Box's Reshape
method. In this example, the inheritance mechanisms of
the langiiage work for us in just the right way. This il-
histrates how language features cari provide leverage for
accommodating change.

Programming the DigiMeter.
Gauges are favorite pedagogical examples in Loops be-
cause they use features of both object-oriented and access-
oriented programming. They are deEned as Loops classes
and are driven by active values.

Figure 14 illustrates a collection of gauges in Loops.
Gauges are displayed in a window, an active rectangular
region in the bitmap display. They have a black title bar
for labels and a rectangular center region in which they
display values. Instances of LCD (for "little character dis-
play") show their values digitally, but most gauges simu-
late analog motion to attract visual attention when they
change. For example, subclasses of Vertical,%'cale and Hor-
i-zontatfcale simulate the movement of 'Lmei·cury" as in a
thermometer. Instances of subclasses of RoundScale move

a £·needle" in a round face.

For some purposes it is convenient to combine digital
and analog output in a single gauge. The digital output

makes it easy to read an exact, value from the gauge. The
analog output makes it easy to notice when the gauge is
changing and to est:imate the position of the current value
in a fixed range. With gauges like this it is easy to tell at
a glance that something is "half full."

The programming of combination gauges gives rise to
a choice of programming techniques for combining classes.
Figure 14 shows the DigiMeter as an inheritance combi-
nation of a Meter and an LCD. Such a gauge needs to
combine the programmed features of the two classes. In
the following we will consider the arguments for choosing
an appropriate technique of object combination.

Here are some goals bearing on the design of a DigiMe-
ter:

• The DigiMeter should respond in the standard
way to gauge protocols.

For example, a single request to Set the DigiMeter
should suffice, without having to send separate messages
for the meter and the LCD. Both gauges should display
13}1(; StuIlf) c.Orr<?C·t valii{'.

• The DiqiMeter should use a single window to
display both gauges.

The combination gauge should not have two separate
windows mid bars. The component gauges should ap
pear iii a single window on the display screen that is large
enough for both of them.

e The combined description should make direct
use of the classes for LCD and Meter.

DigiA:feter should use some method for combining Me-
ter and LCD. This does not preclude making changes to
the classes for Meter and LCD in order to make them corn-

patible for combination, but we do not want to duplicate
code or descriptions in DigiMeter. The class descriptions
should continue to work whether t;he classes are used alone

or in combination.

The three t;echniques of object combination supported
in Loops are perspectives. composite objects, and multiple
inheritance.

Using perspectives for combination, we would create
a DigiMeter with one perspective for the meter and one
for the LCD. Unfortunately, the direct approach to this
would result in the creation of separate windows for each
gauge.- We could fix this for all of the gauges in the lat-
tic'.e. for example, by making a window be a perspective
of a gauge. The main utility of perspect:ives is that they
support switching among multiple views and instant;iat-
ing these views on demand. In this application, we always
need t o create all of the views and the views are very close
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BorderedBox

MetaClass Class

EdH.edB·y (* mB *'1-Oct-84 01:67')

doc (* Like a Boz ezeept displays a Wack border. The origin 6 the outside of the border.7

St*pers (Box)

InstanceVariables

borderke 2 doc (* width of the bord€7,)

Methods

Reshape BorderedBox.Reshape

Set,Border BorderedBox.SetBorder doe (* Set a new border size.) args /newBorderSize)

EraseBorder BorderedBox.EraseBorder

DrawBorder BorderedBox.DrawBorder

A BordemtBox is like a box except that it is drawn with a variable-sized border in t;he display. BordemU302 16 implemented by specializing
Bom. A new instance variable bordedize is added to record the size of border. The width of the border is included as part of the dimensions
of the box.

Class Definition for the BorderedBox.

Figure 12.

(BorderedBox.Reshape (self newXOrigin newYOrigin newXLength newYLength)

(- self EraseBorder) (* Ems€ old border.)

(* Nom Reshap© bos as before)

E- Super self Reshape newXOrigin newYOrigin newXLength newYLengt li)

(4- self DrawBorder) (* D?*aw new border.)

The specialized Reshape method needs to redisplay a revised border When the.shape of the box changes. 2 Super is used to invoke the
R.shape method from BOI. The specialized Reshape also invokes methods to Draw and Ems€ the boundary. These met:hods plus one for selt;ing
the. si.e of the boundary must be added to BordeTed?30:r. The Dfaw and Erase methods are for internal use and the SetBorder method is part
of the external protocol.

Reshape Method for BorderedBox.

Figure 13.
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Gauges are tools used to monitor the values of object variables. They can be thought of as having probes that can be inserted
on to the variables of an arbitrary Loops program. Gauges are defined in Loops as classes and driven by active values-the
computational Inechanism behind access-oriented programming in Loops. A browser at the bott,om of the figure illustrates the
relationships between the classes of gauges. From this figure. we can see t;hat t;he Diqi:Meter is a combination of a Afeter and ari
LCD. Other kinds of gauges. mimicing oscilloscope traces or chart recorders, would also be useful.

Gaugesin Loops.
Figure 14.
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ly associated. Hence, the main features of perspectives
don't do much work for us. Using composite objects as the
method combination, we would Treat:e a Dig:Meter with a
meter as one part and an LCD as another part. Again.
the straightforward combination would yield a separate
window for each gauge. As before, we could revise all of
the gauges in the lattice. perhaps treating a window as a
part of a gauge. In addition, the DigiMeter description
would need to identify the window parts of the meter and
LCD as referring to the same window. The main benefit of
composite objects is to describe for instantiation a richly
connected set of objects and to differentiate between ob-
ject;s and their parts. In this application, the connections
between the parts are relatively sparse and the part/whole
distinction doesn't do much work for us.

Using multiple inheritance for combination, we would
create a Dig:Meter as a class combining an LCD and a
meter. Since the LCD and Meter classes inherit their win-

dow descriptions from the same place, multiple inheritance
yields exactly one window. As in the other cases, we may
need to tune parts of the window description to make
sure that it is large enough for both gauges, but this is
a straightforward use of the inheritance notion. In multi-
ple inheritance it is important to ask whether same-named
variables iIi the combined class refer to the same thing. For
this application, we need to be on the alert for the lise of
variables in Meter and LCD that have the same name but

dlfferent meanings. but, there are no such conflicts in this
case.

The preceding arguments suggest that multiple inher
itance is the most appropriate technique of object com-
bination for this application. The next step in designing
a DigiMeter is to understand and design the interact:ions
between the constituents. The main interactions are:

e The window should be large enough to accom-
modate both gauges.

• The methods for displaying both gauges should
be invoked together.

The first interaction can be handled by specializing the
method (UpdateParameters) that establishes the window
parameters. The major window sizing constraints come
from the Meter, which must provide room for the cali-
brated circle and its interior needle. In the Loops imple-
mentation the DigiMeter method uses + Super to invoke
t,he parameter-setting code for the Meter and then revises
them to allow extra room at the top of t:he window for the
LCD.

The second interaction can be handled by specializ-
ing the ShowRcoding method for showing a reading, As
shown earlier in Figure 9. this method consist:s of a simple
application of - SuperFringe which invokes the original
ShowReading met:hods of bot:h Meter and LCD. In Flavors
this would have involved the application of a progn method
combinator.

The Evolution of Classes-Gauge Examples.
Most of Otlr applications of Loops take place in a research
environment in which new goals and ideas are always sur-
facing. In such an environment frequent revisions and ex-
tensions are a constant part of programming. To cover
the kinds of reorganizations that we carry out iii our work
we have developed some idioms for systematic program
change. This section considers three cycles of revision in
the design of Loops gauges. Each cycle of revision has the
following steps:

e A new goal or requirement is introduced for the
design.

• A conflict in the current organization is recog-
nized between sharing of code and fexibility.

• A new factoring of informat:ion is chosen to ease
the conflict:.

Cycle 1. In our first example we will consider the ad-
dition of a DigiScate to the class inheritance lattice. A
DigiScale will be a combination of a HorizontaiScale and
an LCD as in Figure 15. A major design constraint for
this example is that: the DigiScale must be visually com-
pact. To make it small we want t:o omit the tick marks
and labels from t:he horizontal scale portion. Stich a gauge
would present both an exact, digital value and an analog
indication of the value within its range.

However. the plan of omitting the tick marks also in-
teracts with the inheritance of existing code from it Hon·
izontaIScale and Instrument. In particular, the display of
instruments is governed by the Showinstrument met;hod
of Instrument. which carries out the following sequence of
steps:

e Draw 1.he instrument st:ructure (circular dials.
an so forth)

• Draw and label the tick marks.

• Print the scale factor.

For the DigiScale this organization is too coarse. This
illustrates a common situation where inheritance in a sub-
class requires finer granularity of description than was pro-
vided iIi the super class. The sit:uation arises often enough
in our programming that we have a name for it -a grain-
size conflict. In Loops, pieces of description which are
int:ended to be independently inherited must be indepen-
dent:ly named -e. 5, methods have their own selectors and
instance variables have their own variable names. A spe-
cific fix in this case is to decompose the ShowInstrument
method into several smaller methods that we can indepen-
dently specialize, reorder, or omit.

Cycle 2. Sometimes a grainsize conflict is the first
stage in recognizing new possibilities in a design. In the
previous example, we considered t:he creation of a spe-
cial kind of horizontal scale that has no tick marks. We
could generalize that idea to have vertical scales or even
round scales without tick marks. Another observation in
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Instrument

RoundScale VerticaIScale HorizontaIScale

Dial

LCD

- Proposed

685

Meter

DigiMeter ;*1-

DigiScale

The proposed Digibcate will be a combination of a Horizoniatiffeale and an LCD. An unusual programming constraint in this
case is that we Want to omit the tick marks from the horizontal scale portion. At issue is the fact that the code inherited from
Instrument bundles in one chunk the drawing of the gauge and 1.]le drawing and labeling of the tick marks.

Programming the DigIScate.
Figure 15.

tV 1 Ivl

M1 M 1

Often there is a motivation t:o move structure up in the class lattice in order to increase sharing, We call this promotion of
structure. In this case a method Mi and an instance variable IVi are init;ially duplicated in two sibling classes. Promotion would
inove them to their common superclass.

Promoting Methods and Variables.
Figure 16.

the same vein is that the round scale gauges differ from the
others in the way that they indicat;e their values. Round
scale gauges use a needle. Vertical and horizontal scale

gauges use space filling-like the sliding of a column of
mercury. Several other kinds of gauges are possible-„such
as a PieScale gauge a round scale gauge that uses an
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expanding "slice of pie" to indicate its value.

This suggests that there are some independent prop-
ertics of gauges that we could recognize:

• Calibration-gauges can have t;ick marks and
scale factors or not.

e Indicator style-gauges can use needles or space
mling to present. their values.

The recognition that a particular distinction arising in
a subclass can be generalized is a common occurrence in
object-oriented programming. Often there is a motivation
to move structure up in the lattice to increase the amount
of sharing. We all this promotion of structure. Figure 16
illustrates a simple case of this where a method Afl and
an instance variable 11/1 are init:ially duplicated in two
sibling classes.

Promotion would move them to their common super-
class. The Loops environment encourages and facilitates
such activities by making them easy to do with interactive
browsers that show the inheritance structure, and allowing
menu driven operations to make changes.

Figure 17 shows a first attempt to organize a class lat-
t:ice for these distinctions. In this att:empt, instruments are
partitioned into Calibratedinstrument and Uncalibratedln-
strument. This partitioning tries to exploit the observation
that; the best-looking uncalibrated instruments are also the
space-filling ones. The classes VerticatGroph, Horizontal-
Graph, and PieGraph are created as uncalibrated space-
filling gauges. The main problem with this approach is the
duplication of code. For example: code is duplicated be-
tween HorizontaiScate and Horizonta(Graph, and between
Verticaldcate and Vertical(fraph. This leads to a different
proposal for a lattice as shown in Figure 18.

In the second proposal, a mixin is created for the code
that generates tick marks and labels. The gauge lattice
appears essentially the same as before the reorganization
except that the classes are now uncalibrated. Classes like
Vertica/Graph have calibrated subclasses like Verticalicale
that use the CahbratedScale mixin. The mixin establishes
the procedural connection between instrument drawing
and tick mark drawing. Each subclass also supplies spe-
cialized local methods for arranging the tick marks and
labels.

Cycle 3. Gauges have upper and lower bounds for the
values that they display. When dat;a go out of range, the
standard behavior is to light up an 'out ofrange" indicator
and to '·pin" t:he gauge to the maximum or minimum value.
This highlights a nuisance with analog gauges, Their read-
ings become useless when data go out of range. One idea
*is t;o have gauges aut:omat:ically recompute their extreme
points and scaling factors as needed. For example. if a
gauge goes out of bounds: it could automatically increase
the maximum reading by about 25 percent of the new high
value subject to some constraints of display aesthetics.

The rescaling requirement is independent of the style
of display, that is, it is independent of whether we are
spinning a needle or driving mercury up and down. This
suggests using a uniform technique for revising the scale
for all the gauges, The natural choice for additive behavior
is & mon.

Unfortunately there is a difficulty in doing this for the
BarChart. The BarChart is unique among the gauges in
Figure 14 in that it displays several values at once. A
Se//ScalinoMizin could be easily defined that would work
for all of the gauges except the BarChart. This mixin
would just use the value of the gauge in computing a new
Ivaximuin. For a BarChart, it is nec.essary to look at all of
the bars to determine the maximum. This seems to lead

to the following design choices for using mixins:
e We could design two mixins. One for the Bar-

Chart und one for al] the other gauges. (Equiv-
alently we could just mandate that the gauge
mixin should not be used with BurChart.)

• We could design one mixin that worked differ-
ently for the BarChart and the ot;her gauges.
The method for computing t;he maximum would
need to check whether it was being used in a
class with BarChart as a super class.

• We could modify the definition of the single-
value gauges by adding a method to simply re-
turn the value when asked for the inaximum'

valiie.

The first two choices do not extend well if we later add

additional multi-value gauges. In our Loops implementa-
tion. we chose the third option.

Usually we think of mixins as classes t;hat we can mix
in with any class whatsoever. For example, when the Date-
dObject mixin is added to class it causes inst;ances to have
a date instance variable initialized with their date of cre-

ation. Some kinds of mixins are designed to be used with a
more limited set of cla:sses. This example illustrates a case
where the "mixees" can fruit fully be modified slightly to
accommodate the Ihixin. The modification broadens the

set of classes with which the mixin is compatible.

Conclusion and Summary

Objects are a uniform programming element for comput-
ing and saving state. This makes them ideal for simulation
problems where it is necessary to represent collections of
things that interact. They have also been advocated for
applications in systems programming since many t;hings
with state must be represented, such as processes, directo-
ries and files. Augmented by mechanisms for annotation,
they have also become important in the current tools for
knowledge engineering,
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Gauge

Instrument LCD

Calibrated Instrument Uncalibrated Instrument

RouhdScale HorizontaIScale Vertical Graph Horizontal Graph Pie Graph

©/erticaIScale

Dial Meter

Pie Scale

This lattice shows gauges partitioned into CalibratedInstrument and UncalibratedInstrument which exploits the observation that
the best-looking uncalibrated instruments are also the space-filling ones. However, code is duplicated, for example, between
Hormontatbcale and Honzontal*aph

Rearranging the Lattice of Gauges.
Figure 17.

Gauge

in
Calibrated Scale

Instrument

RoundGauge Vertical Gauge HorizontaIGauge

Vertical Scale Horizontal Scale

 Pie Gauge \*leter Gaugeial Gauge

Pie Scale Meter Dial

In this arrangement, a CalibratedSca;le mixin is created for tick marks and labels. In this reorganization there is a Calibrated,Sedle
mixin which is added to uncalibrated classes to create tick marks. For example, VerficaWcale is a subclass of VerticadGraph and
uses the CalibratedScale mixin.

Rearranging the Lattice of Gauges, Again.
Figure 18.
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As object languages have become widespread. consid-
erable interest has been expressed in developing standards

so that objects could be used as a portable base for pro-
grains and knowledge bases. Towards this end, the (Join-
mon Lisp Object-Oriented Programming StibCommittee is
now considering several proposals to extend Common Lisp
with objects.

The diversity of language concepts discussed here sug-
gests that research is very active in this area. Standards
will need to provide the kind of open-endedness and flexi-
bility that enables languages to endure.

As object-oriented programming has taken hold in
the mainstream of Al languages, they have reinforced a
more general principle. There are multiple paradigms
for programming. Procedure-oriented programming and
object-oriented programming are but two of a larger set
of possibilities that includes: rule-based programming,
access-oriented programming, logic-based programming.
and constraint:-based programming. Different paradigms
are for different purposes and fill different representational
niches.

In this article we have not tried to describe all of the

ways in which features of object oriented programming
have been achieved in the context of other systems. 13or
example. logic programming has inspired a number of in-
teresting mergers. In Concurrent Prolog (Shapiro. 1983).
objects are represented by processes. and messages are
passed to the process along astream. Delegation is tised to
achieve the effect of inherit;ance. In Uranus (Nakashima,
1982) objects are bundles of axioms in a database. Inher-
itance is done by following links in the databases. lising a
logic-based language to express the methods.

In Uniform (Kahn. 1981) objects are represented by
expressions, and methods as operations on objects that
would unify with the ''head" of the niethod. Inheri-
tance is implemented by viewing one expression as an-
other (through an axiom that states, for example, that;
(SQUARE X) is equivalent to (RECTANGLE X X \1. This
has the nice property that; "inheritance" can go in both
directions -from specialization to super, and from super
with the right parameters to specialization.

Languages that combine multiple paradigms grace-
fully are known as hybrid or integrated languages. Lan-
guages that succeed less well might be called "smorgas-
bord" languages. In any case, language paradigms are no
longer going their separate ways and attempting to do all

things. Separate paradigms now co-exist and are begin-
ning to co-evolve.
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