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General Notes

On September 28-30, 2002, a unique group of computer professionals met in Poughkeepsie, New York, to celebrate the IBM 7030 (aka “Stretch”) computer.  This computer, first shipped in 1961 and over five years in the making, is one of the most remarkable computer products ever designed.  With dozens of new architectural concepts that revolutionized the industry as well as the nascent field of computer science, Stretch embodied the very best of IBM—the best people, the best technology, the most demanding customers.

This transcript is a verbatim transcript of interviews conducted during the course of the Reunion.  The Computer History Museum, home to the world’s largest single collection of computer artifacts, is proud to offer this series of transcripts as part of its ongoing mission to preserve and present the artifacts and stories of the information age.  

Every effort has been made to check the accuracy of this transcript.  All interviewees were asked to verify the relevant transcript.  When they replied with changes or comments, this is indicated in the footer of each document’s pages by the phrase “Checked by Interviewee.”  Note that most of the subjects did not respond to CHM’s request to proofread their comments.

If you have any questions or feedback relating to this transcript, please contact Dag Spicer, spicer@computerhistory.org.
DAG SPICER:  Okay.  It’s September 29th, 2002.  We’re here at the Casperkill Country Club in Poughkeepsie, New York and we have Peter Markstein here to talk to us about Stretch.  Can you tell us, Peter, when you began working on Stretch and who brought you into the program?

Peter Markstein:  Well I was a relative latecomer.  I had been working at the Research lab in Yorktown for a couple of years.   By ’61 a lot of my colleagues had already been recruited for the Stretch project, people like T.C. Chen and Jim Havender, Fran Allen, and a host of others had already in fact started to work in- in Poughkeepsie I think mostly.   In ’61, Research thought it would get a Stretch machine for the laboratory itself.  And they said, “Fine, well we’ll get a Stretch, but being research we ought to try to do something a little more advanced.”  So I got a project to produce a new operating system for the research Stretch, which would have the same interfaces as the standard MCP, but it would be a multiprogramming one.  So actually I got one of the research alumni back from Poughkeepsie, Walter Doherty, and he and I designed and coded in a period of about a year the equivalent of the master control program, but it would permit multiprogrammed operation.   Walter I believe has  donated a listing of that operating system to the museum
.  Actually I got to see it last night after a forty-year interval.  <Laughs>.   I could still read some of it, not all of it.   But by that point, IBM had decided that Stretch was not going to become a big production machine; that it was not meeting some of its performance objectives.  And so they decided that we were not going to get a Stretch after all.  So our work got really put on the back burner.  And so Walter and I continued to work on it for a while, but since it had been derailed, we couldn’t often get a lot of time to try to learn the machine in that mode.  Of course these days multiprogramming is not a big deal.  At the time it was interesting.

DAG SPICER:  Did the work that you did carry on into other machines at IBM?

Peter Markstein:  Well, I mean every-- almost every machine, starting with 360, did multiprogramming of some sort.  There were actually two multiprogramming projects associated with Stretch.  One was done in Poughkeepsie by Ted Codd and his group, and then the one that we did in Research.  As I say we never really got a hold-- got control--of the Stretch for a very long period of time, maybe fifteen minutes  <laughs> at a time when-- then we could put in a whole queue of jobs and watch them run concurrently.  

DAG SPICER:  Who were some of the people that you worked with or admired on Stretch?

Peter Markstein:   Quickly, T.C. Chen, who was one of my first managers at Research, really was a whiz at using machines to their advantage and really then  programming it in a way to exploit the machine’s strength.  So I certainly learned a lot from him on the earlier machines, on the 7000 series <laughs> 700 series, 704s.  And then I’d go to him for advice. He was just a brilliant software person.  Well he was much more than a software person, but I mean I dealt with him largely on software.   

John Cocke? I actually didn’t know all that well at the time during the Stretch project, although I worked with him extensively after the project on principally the 801 which were the beginnings of IBM RISC machines.  So I carried on that collaboration with John into the 90s.

DAG SPICER:  Well let’s pursue that a little.

Peter Markstein:  Okay.

DAG SPICER:  Because I would love to hear about the 801 project.

Peter Markstein:  Well I mean it’s funny, because the 801 was the complete antithesis of <laughs> of Stretch.  I mean Stretch was the super CISC machine, complex instruction set machine.  If you thought that an instruction order existed, it almost certainly was on Stretch; whereas the 801 and the RISC machines went just the other way.  They were very spare on what they put in.   The idea on Stretch was that if it looked like it could be a useful instruction, they would put it in.  Now it may not have been easy to implement some of these instructions expeditiously, and in fact it wasn’t.  I mean that was the machine’s downfall. . . that the instruction set had too many difficult features and you couldn’t implement it to run fast in general.  

The very successful use of the Stretch used the instructions that were less elaborate, the table-less variability. [?] So I mean it was an excellent floating point machine.  And if you used fixed word instructions that didn’t span words beyond reason, didn’t have odd word lengths.  Of course you could make the word length anything you wanted on Stretch, from one to sixty-four bits.  And the hardware had to cope with that.  But if you resisted that temptation, it worked well.  But most people didn’t.  So one of the lessons that we learned was the instructions that are relatively straightforward we could implement well.  And so what went into 801s and the RISC machines weren’t necessarily fewer instructions, but they were the instructions we knew we could build well.

DAG SPICER:  Can you just tell us why it was called 801?

Peter Markstein:  <Laughs>.  Well we weren’t very imaginative.   801 was the building in which we worked and for lack of -- well for lack of imagination <laughs> we just named the architecture after the building.

DAG SPICER:  What is the address?  Is it in Poughkeepsie somewhere?

Peter Markstein:  Well IBM just numbers its buildings, so..

DAG SPICER:  I see.  Okay.  There’s no street address.

Peter Markstein:  There’s no street address.  I mean if you’re within IBM, then if you talked about the 801 building, it was the research laboratory at Yorktown.   There used to be a 701 building that was the research laboratory in Poughkeepsie.  That one I think has been-- the property’s been sold.  I just went to find it yesterday and was surprised to see there was a day school.  But we in IBM -- I don’t remember the numbers of all the buildings, but when you were on the inside,  you could just refer to a building by its number and people knew what you were talking about.

DAG SPICER:  Right.  A question I asked Fran Allan about John Cocke’s RISC work was the link between optimizing compilers and a very simple processor architecture.

Peter Markstein:  Well. . . 

DAG SPICER:  And maybe which came first?

Peter Markstein:  I think they went hand in hand. In fact that, you know, when- when we started to do the simple instruction set, the 801, people said, “Well, you’re going to have to generate so many instructions it can’t possibly work well.”  But John’s idea always was that you had to have a good optimizing compiler to go along with it.  And in fact that’s what I got hired on to do for the 801.  So I did the optimizer portion of the compiler.  And so we implemented a lot of the  algorithms that were in a book called, “Cocke and Schwartz Compiler,”  I can’t remember the exact title, but it was a huge book that Jack Schwartz and John Cock put out around 1970
.  And we really put all those algorithms to life.  And they worked pretty well.   So actually the codes for the RISC machines are not any longer than codes for say a 370 or 390 machine.  In fact at the time, once we got our optimizer working really well for the 801, we ported it to also compile for the 360.  And we found we could run the 360 at a higher average MIP rate [Million Instructions Per Second] than the native compilers.  And why did we do it?  Because our compilers only used the simple instructions in 360.  So we treated the 360 as a RISC machine and actually got a better execution rate out of it than the native compilers.

DAG SPICER:  Now you mentioned you had a John Cocke story?

Peter Markstein:  Well <laughs> let me-- poor John.   <laughs> he was very careless with paychecks and he would often just. . .  in the old days they didn’t send them to the bank.  We got them.  And they would just wind up on his desk and he very rarely looked at them.  Well during this period of negligence on John’s part,  IBM went from a bi-monthly payroll to a weekly payroll.  And so eventually John opened it, a paycheck and went to his manager and said, “Well, not that it really matters, but why was my salary cut in half?”  <Laughs>.  And he didn’t real-- the pay periods had changed, but he didn’t know.  <Laughs>.   But in any case, as I mentioned, a lot of the associations that started in the Stretch phase then continued to in my case it was John, you know, a lot with John actually.  

So we had a much closer personal collaboration after Stretch as it turns out.  I should say another thing.   Later on, I worked on Harvest for a while and when we did that. . . Harvest of course was installed at Fort Meade in Maryland.  And so we’d often have to go down to Fort Meade to work on the machine.  And eventually some of us actually relocated there for a while.  And I just want to mention this in a way to show how long ago it was and how different the country was.  We had a black software engineer on the project.  And when he went with us, it was well it must have been terrible for him, because Maryland, while it was on the Yankee side in the war, it is a very southern state in its attitude.  So I mean after we left New Jersey we could not stop to eat until we got to Maryland and then we each went our own way.  We could not got to a restaurant together and likewise coming home we could not.   It was amazing that within our working careers  there was such a difference.  I mean it’s wonderful that it’s changed the way it has, but I just want to put it in historical context what the country was like when we were doing this work.

DAG SPICER:  That’s an excellent comment.  Since we’re talking about this social context as well..

Peter Markstein:  Um hmm.

DAG SPICER:  I often ask some of the people we’ve been interviewing what effect the Cold War had on people’s sense of dedication in Stretch?

Peter Markstein:  <Laughs>.  Well I mean of course I’m sure that it did have an effect, especially when we worked in the Agency [NSA].  We always felt we were sort of in the middle of things and it had a certain excitement.  Actually I was at the Agency during the Cuban Missile Crisis.  And just that weekend before it was made public, I mean it was clear that something was going on.  They were always very severe about security anyway, but by Friday it was very difficult getting in and out.  I didn’t have clearance.  I was always carefully scrutinized.  And then in Washington itself, we went to visit the Smithsonian the weekend before the Missile Crisis.  There were these limousines going back and forth and, you know, it was clear.  I mean you had the feeling at work too that something was coming down.  And then the same thing on Monday before the broadcast, it was very tense in the agency.  So, yeah, I mean at times we really felt that we were right in the middle of it.  I guess we were.

DAG SPICER:  Right.  Any parting thoughts you’d like to make?

Peter Markstein:  Well, I just feel that this reunion weekend was a wonderful thing that we all got a chance to meet again in person and I think the spirit that everybody had still survives.  I mean it was really a different time in the way companies worked that may seem trite now, but in fact, IBM was a very benevolent paternalistic company towards its employees.  And I mean I think that attitude unfortunately is gone both at IBM and in other large firms.  So it’s very different.  I don’t know whether a project over that many years facing that many difficulties would have-- would be able to keep the loyalty today as it did then.   It’s just remarkable how meeting our colleagues, how the camaraderie and the friendship and the loyalty for that project has survived over the years.  So it’s been a wonderful weekend to be part of.

DAG SPICER:  That’s great.  Thank you very much for chatting with us.  

Peter Markstein:  You’re welcome.

DAG SPICER:  Thanks.

----------------------------------------END----------------------------------- 
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